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Abstract
Epistemic relativism comes in many forms, which have been much
discussed in the last decade or so in analytic epistemology. My goal
is to defend a version of epistemic relativism that sources the relativity in the metaphysics of epistemic properties and relations, most saliently knowledge. I contrast it with other relativist theses. I argue that
the sort of metaphysical relativism about knowledge I favor does not
threaten the objectivity of the epistemological domain.
Keywords
Knowledge, vagueness, relativism.

In Stanley 2005 (henceforth KPI), I defend the view that knowledge
is interest-relative. I also there defend the view that all important
epistemic properties and relations are interest-relative. I was and am
sympathetic to knowledge first epistemology. The interest-relativity
of the epistemic domain is inherited from the dependence of all important epistemic properties and relations on knowledge. This is the
distinctive version of epistemic relativism I endorse.
The view I defend is explicitly relativist. Relativist views are
widely considered to be problematic. It is therefore important for
me to distinguish it from relativist views that I also reject. Chapter 7
of KPI distinguishes my view favorably from truth-relativism about
knowledge, as defended in John MacFarlane’s work. Chapter 8 of
KPI distinguishes my view favorably from Delia Graff Fara’s thoroughgoing interest-relativity about empirical properties, which underlies her theory of vagueness. My purpose in this paper is to revisit
1
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these issues, in the light of the more than dozen years of debate about
relativism that have occurred, with the aim of providing a vigorous
defense of epistemic relativism in my sense.
As in other domains, it has turned out that the evaluation of the
weight of various objections depends upon one’s understanding of
the conceptual tools of the theory of content. This point is familiar
from the literature on truth-relativism. As John MacFarlane (2014)
has made clear, the use of a framework that only involves contexts of
use excludes the very statement of truth-relativism. We have become
used to these revisions of the conceptual scheme for definitions of
truth; they no longer appear so radical. My focus on this paper is
elsewhere, however, on the debate between the limited relativism
about the epistemic that I defend, and the more expansive metaphysical relativism that undergirds Fara’s theory of vagueness. Neither of
these are forms of truth relativism. But here too, surprisingly, we
find the same point; that arguments depend at least in part upon our
understanding of the conceptual resources and tools in the theory of
content.
Paul Boghossian (2008) sharply and usefully distinguished between semantic relativism, relativism about semantic notions such as
truth, from factual relativism. This is an important distinction. Factual relativist positions pose a threat to objectivity claims. But there
are differing kinds of factual relativism, even about the same domain
(e.g., the epistemic). There are also different kinds of objectivity
claims. In this paper, I defend my particular form of factual relativism. But the defense turns out to be subtle and complex, taking the
form of distinguishing between it and many other forms of relativism, which I will argue do pose serious concerns to plausible versions of objectivity. We will need to wade through many semantic
considerations to decide these issues, as well as epistemological and
political ones. Such is the generality of objectivity and knowledge.

1 Objectivity and relativism
Boghossian (2008) distinguishes between what he calls “new age
relativism” and a thesis that he calls “B relativism”, for “Boghossian
Relativism”. The former is a semantic thesis, about the semantic property of truth. The second he presents “not as a semantic thesis but
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as a factual thesis”. John MacFarlane (2014) has defended a version
of new age relativism about the relativity of epistemic propositions.
Boghossian’s target in his work is however not primarily new age
relativism. It is rather factual relativism about the epistemic domain.
Boghossian elegantly brings out the distinction between factual
relativism and semantic relativism by considering two different formulations of Einsteinean relativism about simultaneity. According to
the first, it is a semantic thesis about the truth-predicate for propositions about simultaneity. According to the second, it is factual relativism about the nature of the relation of simultaneity. Boghossian
points out, I find completely persuasively, that there is “decisive reason” to interpret Einsteinean relativity as factual relativity, relativity in the metaphysical nature of simultaneity. After all, it would be
strange to report to someone Einstein’s discovery as “good news!
Simultaneity is absolute. But Einstein discovered that attributions of
truth to propositions about simultaneity are relative to a frame of
reference.”
The target of Boghossian 2006 is factual relativism about the epistemic domain. In fact, his target is narrower than that. It is a particular version of factual relativism about the epistemic domain. It is
a version of factual relativism that makes facts about knowledge relative to epistemic systems. Boghossian rejects such versions of relativism.
It is important not to confuse Boghossian’s aim with the implausible view that the epistemic system with which we now operate cannot
rationally be challenged. Boghossian’s position appears consistent
with Kristie Dotson (2014)’s view that we may require a “third order
change” in the domain of epistemology, a change in the tools and
resources, in, that is, the epistemic system. Dotson’s arguments for
this view are that we require a change precisely because we operate
with an epistemic system that gets first-order facts about who knows
what wrong. Boghossian agrees of course that there can be faulty
epistemic systems that we falsely believe are correct. In forthcoming
work, Dotson argues for a “third order change” in epistemology by
explaining the sense in which our current epistemological scheme
makes incorrect predictions about important cases. This presupposes that there are epistemic facts of the matter, even as it leaves their
shape not yet resolved.
I agree with Boghossian’s rejection of epistemological relativism
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to epistemic systems. However, KPI argues for a version of factual
relativism, of B-relativism as it were, about knowledge. So it’s important for me to distinguish the kind of B-relativism I reject, the
one that Boghossian argues against, from the one I defend. Not all
forms of factual relativism in epistemology involve relativity to epistemic systems.
According to the view I defend, knowledge is metaphysically
more complex than we realize. But its additional metaphysical complexity is not due to a dependence on epistemic systems. It is rather
due to a dependence on practical interests. In KPI, this dependence
on practical interests is taken to be a dependence on stakes. This is
somewhat of an historical accident; the accepted judgments in the
literature on “contextualism” in epistemology, found in the work of
Stewart Cohen and Keith DeRose, were at the center of epistemological discussion. These examples exhibit dependence on stakes.
But ‘practical interests’ does not mean the same as ‘stakes’. One’s
practical interests determine one’s stakes, but I am interested in the
sense in which practical interests are intertwined with knowledge.
I take stakes to be a consequence of one’s interests, and the view
of KPI is really that knowledge depends upon interests. I explicitly
include moral interests among the scope of practical interests that
affect knowledge; one example is an interest in not committing acts
that contribute to injustice (Stanley 2015: 262). In Chapter 10 of
Sarah Moss (forthcoming), she persuasively shows how this kind of
interest dependence of knowledge helps to explain what she calls
“The Problem of Profiling”:
Intuitively, when you hear a cardinal on that island, there is nothing
wrong with believing on the basis of your statistical evidence that it is
probably red, and there is nothing wrong with acting as if it is probably
red. By contrast, imagine being in an office building and knowing that
among the people that you see in the building, a majority of the women
are secretaries. Intuitively, when you see a woman in that office building, is there something wrong with believing that she is probably a
secretary?

Moss argues that there is something wrong, not just with acting
on the belief that she is probably a secretary, but even with forming
the belief; “what is wrong with your beliefs about the woman in the
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office building is that for morally responsible subjects, those beliefs
are epistemically deficient in virtue of failing to be knowledge.” Moss
proposes a moral rule of forming beliefs, “the rule of consideration”,
and shows that it entails that “knowledge is subject to a modest form
of moral encroachment.” Moral interests are one kind of practical interest; for this reason the moral features of a belief can make a difference to whether it constitutes knowledge. Knowledge depends upon
practical interests, including moral interests. But this does not mean
that knowledge is relative to epistemic systems.
Boghossian (2010) draws a distinction between a revolutionary
factualist relativist theory, and a hermeneutical factualist relativist
theory. The view in KPI, as well as the view Moss develops, are hermeneutic factual relativist positions about knowledge. Boghossian is
worried about factually relativist theses about normative domains,
most centrally the epistemic domain. The worry that runs throughout his work is that they are inconsistent with various versions of
objectivity. I will argue that epistemological relativism in my sense is
not in conflict with forms of objectivity worth preserving.2
Of course, epistemological relativism does threaten a position that
some might think is a kind of objectivity. This is the view that epistemic facts are independent of interests. Jeremy Fantl and Matthew
McGrath (2009: 28) have used the term ‘purity’ as an especially
apt vocabulary for such views, which we will, following Fantl and
McGrath, call epistemic purity theses.3 KPI begins with an attempted
characterization of epistemic purity, setting it up as the target of the
work. I will argue that epistemic purity is not a form of objectivity.
It is an ideology, and not an ideal.
Rebecca Kukla (2015: 212) links the discussion of “the interestrelativity of standards of evidence” in epistemology to the discussion
2
Boghossian does clearly draws the sort of distinction that I am about to
make, both in Boghossian 2006: 94 in a discussion about relativity to priors,
and in Boghossian (ms.), between “thoroughgoing relativism about morality” and
“absolutist relativism about morality”. Absolutist relativist moral truths are truths
relative to circumstances. As he points out, the latter doctrine does not threaten
the existence of absolute normative truths. Absolutist relativism about morality
is metaphysically similar to interest relativism about knowledge.
3

Fantl and McGrath deny purism about knowledge, but accept it for other
epistemic notions. This allows them to give a positive formulation of the thesis.
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in the philosophy of science. She sets pragmatic encroachment in
the context of a literature in the philosophy of science dating at least
back to the 1950s, and Richard Rudner’s 1953 paper, “The Scientist
Qua Scientist Makes Value Judgments”. She argues that it is a familiar
point that scientific objectivity is not epistemically “pure”.
“[I]t is impossible to accept the once widely held view that scientific inquiry is value-free, or even that value-freedom constitutes an
ideal that it approximates”, according to Railton (1991); “theoretical
practice must be regulated by the goals of an agent.” If science is to
be objective, we must allow that objective inquiry is interest and
value dependent. Objectivity should not be conflated with value and
interest-independence, or situation independence. Helen Longino
(1990) has also famously argued that interests resolve the underdetermination inherent in scientific inquiry. If scientific objectivity
is not value free, why think that the epistemic domain is value free?
Purity is a bias, not an ideal.
I follow Longino, Railton, and others in holding that epistemic
objectivity is not only not threatened by dependence on interests,
but rescued by it. However, there are several different kinds of objectivity that an account of epistemic facts must not undermine. My
goal here, as elsewhere, is to show that epistemic relativism does not
threaten any of these senses of objectivity. It is only then that it will
be possible to conclude that epistemic purity is not important to the
project of preserving objectivity.
One objectivity thesis I am committed to is some doctrine of
shared content. One’s account of content should not erect large barriers to having mental states with the same contents. Another objectivity thesis to which I am devoted is the mind-independence of ordinary propositions about the empirical world. This is metaphysical
objectivity; propositions about ordinary physical things do not generally depend upon interests and persons. I have defended my view
by repeatedly contrasting it with a view that I do take to threaten
these forms of objectivity. This is the ambitious version of factual
relativism developed by Delia Graff Fara in her theory of vagueness.
I now turn to explaining her view, and her defense. I conclude the
paper by explaining that my version of epistemic relativism poses no
similar threats to these senses of objectivity.
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2 Relativism generalized
According to Fara (2000), squarely facing up to the problem of
vagueness forces us to accept pervasive metaphysical relativity on
interests. Let me explain how Fara is led to this conclusion by her
account of the Sorites Paradox.
Sorites Paradox
(a)
(b)
(c)
(d)

Fa
∀x ∀y ((Fx ∧ Rxy) → Fy)
∃b1…bn (Rab1 ∧ Rb1b2 ∧ Rb2b3…Rbnz)
~Fz

Fara (2000) usefully distinguishes three different questions that
someone who denies the Sorites premise (b) must answer:
(1) The Semantic Question
If the universal generalization in (b) is false, what is to be said
of its classical equivalent, the “sharp boundaries” claim that
∃x ∃y (Fx ∧ Rxy ∧ ~Fy) ?
(2) The Epistemological Question
If the universal generalization is false, why are we unable to
identify its false instances?
(3) The Psychological Question
Why are we so inclined to believe the Sorites premise, if it
is false?
She points out that Kit Fine’s supervaluational semantics is meant
to answer (1). Timothy Williamson’s theory of vagueness is meant to
answer (2). Her main focus however is on theories that are designed
to address, or motivated principally, by (3). These are contextualist
theories of vagueness, such as Hans Kamp’s (which raise considerably
more semantic and logical complexities than contextualist theories
in epistemology). Her aim is to provide a theory that responds to the
psychological question, but is not contextualist in character.
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My favored version of factual relativism is about knowledge, and
not properties susceptible to a Sorites series. But there is a similar
structure to the response space of the sorites paradox and skepticism. In the case of vagueness, contextualism is used to explain why
we accept the Sorites premise, which states that F-ness is hereditary
in the R series. In epistemology, contextualism is used to explain
why we accept single-premise epistemic closure, which is the principle that knowledge is hereditary under the relation of known entailment. And of course both domains involve judgments that seem
to shift in response to facts that prima facie are irrelevant (someone can, at least apparently, move from being tall to not being tall
without changing height). Fara’s aim is to develop an alternative to
contextualism; an account that answers the psychological question
and explains the shifty nature of our judgments, without placing the
explanation on the context-sensitivity of vague expressions.
It is possible that the predicate [“tall”] could express the same property from occasion to occasion, and the reason that the extension may
change as the heights of things do not change is that the property expressed context-invariantly by ‘tall’ is a property which is such that
whether a thing has it depends not only on heights, but on other things
as well. I will go on to propose that despite the constant shifting standard of use for vague predicates…there is much less context-dependence than one might have initially thought (Fara 2000: 64)

‘John is tall’ gets analyzed as ‘John has significantly more height
than is typical’.
Whether or not something is significant is a judgment made relative to a person or persons at a time, based on their interests. The
word ‘significantly’ has what Fara calls an interest-relative metaphysics.
On Fara’s view, the proposition that John is tall contains a constituent
that does the work of “significantly more”, and so is interest-relative.
This mitigates the pressure towards postulating context-sensitivity
in vague language, because that work can be taken up by shifting
standards that affect the extension of the properties expressed by
vague predicates. She argues that it is interests which underlies shifting standards. Vague predicates express interest-dependent properties, in the sense that the extension of those properties at a world and
time depends upon human interests.
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3 Objectivity redux
In Stanley 2003, I argued that Fara’s view poses a threat to two forms
of objectivity. The first form is epistemic; if Fara is right, we rarely
are thinking about the same empirical propositions. The second is
metaphysical; her view entails a thoroughgoing metaphysical dependence on interests that is threatening to the view that empirical facts
do not depend on interests.
Fara’s ambitious view has startling consequences. But it did not
seem much of a stretch to apply her ideas to the case of knowledge.
While I thought it was too much to say that the property of being
a mountain was dependent on interests, the view that knowledge
depends on interests has at least a familiar pragmatist heritage in the
domain of epistemology.
I have two basic objections to Fara’s theory, one epistemic and
the other metaphysical. I will say briefly why I thought neither argument is a problem for an interest-relative view of knowledge, and
also (briefly) why I was at least partially wrong (there are analogous concerns about the modal profile of interest-relative epistemic
contents, as Michael Blome-Tillman has nicely brought out). I then
turn to Fara’s (2008) response, “Profiling Interest-Relativity”, which
helps us think through the modal profile issues raised by an interestrelative view of a domain.
I’m going to reiterate the points in Stanley 2003 here. The first
point is ground clearing. By itself, it is not an objection. But it sets
up the other objections. The point is that in the case of vagueness,
Fara does not in fact succeed in eliminating the need for contextdependence. Vague predicates are still context-dependent:
It is instructive to see why Graff needs to relativize the relation expressed by ‘significantly greater than’ to persons. If she did not, then
the proposition expressed by ‘that mountain is tall for a mountain’
would be that that mountain is significantly greater than the typical
height of mountains. But then no truth value for this proposition would
be determined given a time and world. For a time and a world pair is
too large to determine what is significant. Relative to this universe now,
there are simply too many conversations occurring to fix on a unique
set of interests. So Graff’s theory is not an entirely interest-relative account. There is still some context-sensitivity associated with a vague
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expression. But once one fixes upon a person or persons whose interests are at stake, subsequent uses of the vague expression all express
the same property (significant for that person). (Stanley 2005: 171-2)

This point is not intended as a serious objection to Fara’s view, nor
is it one. Fara is committed to answering the psychological problem
with interest-sensitivity rather than contextualism. And the typical
sorites series occurs with a single person, over time. On her account,
it remains interest-sensitivity that is doing the work of answering the
psychological question, and not contextualism.
However, once one recognizes that sentences containing vague
predicates, on Fara’s account, need to be contextually supplemented
by reference to persons (whose interests are at issue), two concerns
arise about Fara’s account, one epistemic and the other metaphysical. A larger literature has arisen about the first point, but it is of less
importance for our purposes in this paper. I will nevertheless explain
a few of the moves in the dialectic surrounding it.
The epistemic worry about Fara’s account is that it seems to entail
that sentences containing vague expressions (that is, virtually every
sentence) uniformly express propositions about particular people.
So, an utterance of ‘that is a heap’ expresses a proposition about a
person, whose interests at the time help determine the extension
of ‘heap’. But then one cannot understand an utterance of a sentence containing a vague expression unless one is acquainted with
the person about whose interests it is. And it seems clear that one can
understand an utterance of ‘that pile is a heap’ without having any
sense of whose interests are at stake. This is a manifestation of the
epistemic concern I have with Fara’s account.
The second objection involves the modal proiles of propositions
containing interest-relative properties. According to Fara’s interestrelative account, most propositions are about specific people and
their interests. It seems to follow that these propositions would not
exist, if those people and their interests failed to exist. And yet the
proposition expressed by (1) does not seem to possess this kind of
modal fragility, this kind of dependence on the existence of persons
or their interests:
(1) This pile is a heap.
One would want to say that even if no persons existed, this pile
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would still be a heap. And yet it’s unclear how Fara’s theory can
license such a robustly realist conclusion. Fara’s theory suggests that
virtually any proposition we would be interested in communicating
depends for its existence on persons or least their interests.
Even if we restrict attention just to gradable adjectives, there are
concerns with Fara’s predications. Suppose, pointing at Mount Everest, I utter (2) and (3):
(2) This mountain is tall.
(3) If no one had existed, this mountain would have been equally tall.
But if x and y are equally tall, then if x is tall, then y is tall. So:
(4) If no one had existed, this mountain would still have been tall.
And (4) is a counterfactual that is false according to Fara’s theory.
Returning to the case of knowledge, it seemed to me that an interest-relative theory of the knowledge relation inherits the virtues
of Fara’s theory, but without its costs. The interest-relativist about
knowledge holds that the propositions expressed by knowledge ascriptions depend for their truth on the interests and practical situation of the knower, in just the same way that Fara argues that the
propositions expressed by sentences containing vague terms depend
for their truth on the interests and practical situation of the salient
person. It is surprising to discover that the truth of knowledge claims
depend on all sorts of practical factors about a subject in a situation;
and this sense of surprise must be explained. But it is surely considerably more alarming to discover that virtually all the propositions
we grasp depend for their truth and even their existence on human
interests.
There is no parallel epistemic objection to interest-relativism
about knowledge. In the case of propositions about knowledge, there
is clearly a subject whose interests are the relevant ones, namely the
putative knower. A parallel epistemic objection cannot be raised
against interest-relativism about knowledge, because knowledge ascriptions impute knowledge to a subject, and grasping the propositions expressed by them requires acquaintance with these subjects,
who are the very same subjects whose interests affect the truth or
falsity of these propositions. So no worry arises.
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Interest relativism about knowledge on the face of it may not seem
to have an analogous modal profile problem. It is clear, for example,
that the truth-value of knowledge ascriptions does depend on the
existence of knowers. However, there are in fact concerns about the
modal profile of interest-relativist relative propositions about knowledge. Indeed, these concerns are “[t]he most obvious problem with
IRI” (Stanley 2005: 106).4 However, analogous problems are hard
to avoid. Contextualism about knowledge ascriptions faces similar
problems (2005: 107ff). And Michael Montminy (2009) has persuasively argued that semantic relativism about knowledge, the assessment sensitive approach advanced powerfully in MacFarlane (2014),
also faces precisely analogous difficulties.
Famously, Schiffer (1996: 325-8) argues that ‘know’ does not
behave as an indexical verb (or like the place parameter in ‘it’s raining’). Schiffer points out that we do not tend to be confused about
the fact that ‘I’, ‘here’, ‘now’, and ‘today’ are indexicals. We are not
confused about the fact that the extension of ‘I’, ‘here’, ‘now’, and
‘today’ and other indexical words changes with context. So if contextualism about knowledge were right, we shouldn’t be confused
about the indexicality of the verb ‘knows’.5 In Chapter 3 of KPI,
I add to these arguments of Schiffer; that if knowledge ascriptions
are context-sensitive, they are not context-sensitive in a way that is
analogous to non-controversial cases of linguistic context-sensitivity.
Hawthorne (2004) and Cappelen and Lepore (2005) expand on the
range of arguments that offer disanalogies between indexical expressions and the verb ‘know’.
In Chapters 2 and 3 of KPI, I expand this class of arguments against
contextualism to a wide variety of expressions that are widely regarded as context-dependent, and argue that knowledge ascriptions
are not context-sensitive in any of these senses. I argue, following the
aforementioned authors, that the knowledge verb ‘know’ is certainly
4

The first time I presented a full-throated defense of interest-relative invariantism about knowledge was in Canberra in 2003. The first person to ask a question was Sarah-Jane Leslie, who wanted to know what I thought of the modal
profile objections to the view.
5

Similar arguments against contextualism about knowledge are expanded
upon in Cappelen and Lepore 2005.
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not an indexical expression. I argue in Chapter 4 that context-sensitivity cannot simply be claimed “on the cheap”. The moral of my
discussion in these chapters is that the onus is on the contextualist
to provide some plausible linguistic model of the context-sensitivity,
given that the most obvious implementation, to treat ‘know’ itself as
an indexical, is the least plausible, leading to the most drastic error
theory.
In Chapter 6 of KPI, in my discussion of the modal objection to
interest-relativity, I took the most plausible linguistic implementation of contextualism to be one that treats the knowledge verb as
a modal of some kind (a treatment which results from treating attitude verbs as quantifiers over possibilities). I argued that this linguistic implementation would face analogous modal profile problems
as interest-relativism about knowledge. In response, Blome-Tillman
(2009: section 3) argues that we should then treat ‘know’ straightforwardly as an indexical verb, and thereby solve these modal profile
worries. This is to treat this worry for contextualism about knowledge ascriptions in complete isolation from other worries, which
raise even more substantial problems than modal profile worries for
the indexical verb treatment of ‘know’.6
MacFarlane (2014: 186) concurs with Blome-Tillman’s curt dismissal of modal profile objections to contextualism about knowledge
ascriptions. He is wrong to do so. The model of contextualism about
knowledge ascriptions that treats the verb ‘know’ as an indexical
in the sense of David Kaplan is considerably more implausible than
other models. MacFarlane also defends assessment sensitivity against
Montminy’s charge in Montminy (2009) that it too faces analogous
6
This is not to say that contextualism about knowledge ascriptions has been
refuted. Schaffer and Szabo (2014) agree that the verb ‘know’ is not to be treated
on the model of indexicals, gradable adjectives, or quantificational determiners.
And they agree that the most promising model for contextualism about knowledge ascriptions treats the knowledge verb as a kind of quantificational expression, an adverbial quantifier. And they defend this against a range of objections,
including the modal profile objection, arguing that adverbial quantifiers allow for
“domain coordination” (2014: 530ff). This is not a facile dismissal of the modal
profile objection to contextualism about knowledge ascriptions. Schaffer and
Szabo 2014 shows that contextualism about knowledge ascriptions is very much
a live proposal.
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objections. In response, I have argued (Stanley 2016) that Montminy is after all right that assessment sensitivity about knowledge
faces precisely analogous concerns to the modal profile objections to
interest-relativism about knowledge. All of these accounts face the
same difficulty.
Nevertheless, I agree with critics of interest-relativity that there
has yet to be a satisfactory account by the interest-relativist (or anyone else with an account of “shifty” intuitions about knowledge
ascriptions) of why we make these modal errors. Here is a way of
bringing the concern out, which I owe to Paul Boghossian (p.c.).
We think of domains such as humor as involving facts that depend
on cultural features of populations; what is funny depends on the
projects, interests, and purposes of a group. But for this very reason
we don’t think of humor as fully objective. If I am right, the difference between the epistemic domain and the domain of humor may
seem to be one of degree, and not of kind. We clearly are resistant to
thinking of the epistemic domain as involving interests. My previous
attempts to explain this resistance have been unsatisfactory. Why, if
knowledge is “impure”, does it seem pure? I turn to a new answer to
this problematic question in the final section of the paper.

4 Masking interests
Fara (2008) addresses the epistemic and metaphysical objections in
detail. She responds to the epistemic objection by denying that, on
her view, a sentence like ‘Mount Everest is tall’ expresses a singular
proposition about a contextually salient person (or their interests).
The reason she gives is that the particular semantic analysis of gradable adjectives such as ‘tall’ or ‘large’ that she offers does not entail
that the contextually salient person (or interests) is a constituent of
the structured proposition expressed by sentences containing them.
Rather, her analysis of gradable adjectives involves the postulation
of an unpronounced positive morpheme in the syntax. This element
denotes, relative to a context, what she calls a ‘high-type function’.
The view is still interest-relative, because which high-type operator
it denotes is a function of the contextually salient person, or their
goals and interests. As she writes:
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So what type of function or property must the positive morpheme be
in order to achieve the [postulated semantic interpretation]? Given the
order of composition dictated by the syntactic structure (SS) it will
be a high-type function having measure functions for its domain and
functions from comparison classes to properties of individuals for its
range. On my interest-relative theory, it is a function f such that f(G))
(C) is a property that is true of a thing x just in case G(x), x’s amount of
G-ness, is significantly (to a) greater than the typical (“norm”) amount
of G-ness for a C. Which function precisely this is will depend on which
of the various norms, and what agent a, is operative in the context.
When Stanley says (2003: 278) that according to this view the positive morpheme denotes the signiicantly-greater-than relation which requires as an implicit argument an agent with interests, and that the
view therefore requires there to be interested agents as constituents of
propositions expressed using gradable-adjective predications, he glosses over the pertinent aspect of my view. The positive morpheme does
not denote a relational expression, but rather the high-type function
just described. (Fara 2008: 331-2)

Fara’s response is that her view does not entail that grasp of the
proposition expressed by a sentence containing a vague term requires
acquaintance with a contextually salient person or their interests.
First, a possible worlds account of propositions, she argues, is too
coarse grained to use to characterize a notions like a de re proposition. Secondly, she argues that the structured Russellian proposition
expressed by a sentence containing a vague gradable adjective, on
her account, also does not require acquaintance with a contextually
salient person or their interests. The reason is that the contextually
salient person (the “agent...operative in the context”) determines
the semantic value of a context-sensitive unpronounced morpheme
in the syntax. But, relative to a context, the morpheme contributes
only a high-type function to the proposition expressed, and not also
an individual or their interests. And on the Russellian account of
propositions, grammatical categories correspond neatly to epistemic
ones. On this theory, expressions in grammatical categories associated with high-type semantic values are not associated with demanding epistemic requirements.
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5 Interests unmasked?
Possible worlds accounts of content are not too coarse grained to allow a characterization of a de re proposition. Stalnaker (1999: 163ff)
argues that on his account propositions do not come with a “strong
acquaintance relation” towards particular objects. Nevertheless, he
argues that one can make sense out of some kind of de re belief ascription in his framework. My concern is that the beliefs that would be
attributed by sentences containing vague terms would all be de re
beliefs in this sense, if Fara is correct. This is enough to resurrect the
worry, because, counter-intuitively, virtually any belief ascription
would attribute a de re belief about a usually not explicitly mentioned salient agent. In sum, we can in fact resurrect a weak sense
of de re belief on a coarse-grained view of content. It follows that
we can still pose the objection that it threatens to make all empirical
belief de re belief about persons, a consequence that remains worrisome even in a weaker sense of de re belief.
Adoption of the framework of Russellian structured propositions
considerably strengthens Fara’s position. Fara treats the element in
the structure that depends on a contextually salient person as a high
type operator expression. She assumes that this means that the epistemic requirements for grasp of its content are not as demanding
as the ones involved in grasping the content of singular terms. Fara
therefore assumes, in her response to the epistemic objection, that
epistemic categories neatly correspond to grammatical ones. And
she is absolutely right that this is a standard assumption of those who
employ the apparatus of Russellian propositions. Responding to her
argument therefore requires challenging the connection Russellians
typically hold obtains between semantic categories and epistemological ones. Challenging a basic assumption of a research program is difficult. In the end, it required a paper, Armstrong and Stanley 2011.
Using an acquaintance based epistemology as a model, Armstrong and Stanley 2011 places the Russellian assumption of a match
between semantic and epistemic categories under pressure. Suppose
one introduced an operator, ‘Johnly’, which meant the same as ‘According to John’. Intuitively one might think that linguistic competence with ‘Johnly’ requires acquaintance with John. But Fara could
argue, via the same reasoning she employs above, that linguistic
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competence with ‘Johnly’ does not require acquaintance with John,
since an operator meaning is a kind of “high type function”, and not
an object. Restricting acquaintance requirements to directly referential expressions allows too easy exploitation of the Russellian
framework to evade epistemic commitments.
One example we use involves Montague’s theory of proper
names. One could have good semantic reasons for treating proper
names as denoting function from properties to truth-values.7 Suppose one has good semantic reasons to treat proper names in this
way. There is a perfectly natural way to retain the sense in which
understanding a sentence containing a proper name involves having
a singular thought about the bearer of that name, even if the propositional content of the sentence on that occasion does not contain it
as a constituent. Linguistic competence with a proper name, such
as ‘John’, consists, on this semantic theory, in the state of knowing
that ‘John’ denotes a function from properties of John to true, and
all other properties to false. Being in such a state involves having
acquaintance with John (or whatever one’s favored model of singular
thought involves). Nevertheless, the semantic values of proper names
are still, on this view, higher-type operators.
Our second argument concerns the word ‘actually’, as it occurs
in philosopher English. We argue that any plausible syntax and semantics of philosopher English will treat ‘actually’ as having an operator as its semantic value. We motivate the existence of powerful
epistemic demands associated with grasping an occurrence of ‘actually’, specifically in the counterfactual case. If this is right, then
the desired Russellian links between semantic categories and epistemic categories will fail. It will not be simple or straightforward to
grasp operator meanings. Our discussion threatens the neat match
between semantic categories and epistemic ones presupposed by
standard Russellianism. It also threatens to undermine Fara’s novel
strategy of concealing the subjective metaphysics of her view behind
an imposing wall of type-theoretic semantic values.

7

On Montague’s theory, ‘Jason Stanley’ denotes a function from properties I
have to the true, and properties I lack to the false.
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6 Fara vindicated?
Armstrong and Stanley (2011) argue that different semantic categories can correspond to the same epistemic category. For example,
linguistic competence with a proper name requires acquaintance
with a bearer, whether Kripke is right about the semantics of proper
names or Montague. Whether ‘actually’ denotes a possible world or
an operator, linguistic competence with ‘actually’ typically (invariably?) requires having a thought about the actual world. The goal of
Jeffrey C. King 2015 is to defend the standard Russellian assumptions against Armstrong and Stanley’s critique, by rejecting both
these claims.8 If King is correct, it vindicates the central assumptions
of Fara’s reply to the epistemic objection to her relativist view.
King first argues that one can grasp one of Montague’s semantic
values for proper names without having acquaintance with the individual who is the bearer of the name. The key premise of his argument is that “one can become acquainted with a function by being
told enough about it by someone already acquainted with it.” Let’s
say fj is Montague’s semantic value for the proper name, ‘John’, a
function from properties to truth-values. According to King, we can
grasp fj by being told “enough information about it” by someone acquainted with it, e.g. about its values given arguments like being a
philosopher. This is sufficient for acquaintance with it. If so, then one
can be acquainted with the function fj without being acquainted with
the person John. King concludes that if Montague is correct about
the semantics of proper names, grasping the contents of sentences
containing them does not require having singular thoughts.
According to King, one can grasp fj given only some of its values
for some of its inputs, without having information that allows one
to even come close to uniquely identifying fj. The under-determination is resolved by the fact that the person who informed you of the
highly partial information about the function has acquaintance with
it, which you can then inherit. King’s argument appeals crucially to
deference. It is because I defer to a person who has acquaintance with
8
The “standard Russellian account” of singular thought explains this epistemic category in terms of the metaphysical apparatus of structured propositions,
understood in the sense of contemporary Russellian theorists of content.
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the function, that I also acquire acquaintance on the basis of nonuniquely identifying information.
With a capacious enough notion of deference, one can conclude
that one can acquire acquaintance with fj without acquiring acquaintance with John. King is right that the capacious notion of deference
required for the argument is still not capacious enough to pass on the
speaker’s acquaintance with John. After all, given only the information provided in King’s example, for instance, one might become
acquainted with fj, while falsely taking it to be the semantic value
of the quantifier expression ‘someone’. In particular, King is clearly
correct that a person in this situation lacks acquaintance with John.
And of course, King’s case does not rest simply on the single case
of ‘someone’. His argument is that as long as proper names are given
Montague semantic values, there will be cases in which one intuitively lacks acquaintance with the object. His argument goes through
as long as there are cases in which one does not know if one is thinking about a quantifier semantic value associated with a general term,
or the quantifier semantic value associated with a singular term, and
nevertheless, via the route he describes has acquaintance with the
semantic value of the singular term.
Here are two claims about proper names (here construed as including all expressions certain theorists consider as “devices of direct reference”). One is that grasp of the correct semantic value of
a proper name N requires acquaintance with the bearer of N. The
other is that, linguistic competence with a proper name N requires
acquaintance with the bearer of N. The first is a claim just about
the semantic values proper names have, and the second is a claim
about proper names themselves. These claims are easy to conflate.
In Armstrong and Stanley 2011, we endorsed both without noticing
their differences. But they are distinct claims.
The direct reference theorist about names holds that the semantic
value of any proper name is its bearer. If direct reference theory is
true, the two claims do not diverge in truth-value. King’s argument
shows however that these two claims can diverge in truth-value.
Specifically, in the context of Montague’s semantic theory of proper
names, the claims come apart. King’s argument is against the first
of these claims. But it does not undermine the second claim, about
linguistic competence. And if we restrict Armstrong and Stanley’s
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point just to linguistic competence, it raises no less of a problem for
the standard Russellian framework.
Linguistic competence with a proper name requires knowing that
it is a proper name. This truism is embedded into theories that reflect proper name status in the distinctive semantic values that are
assigned to them, as in the case of direct reference theory. In contrast, Montague semantics treats proper names as a subclass of generalized quantifier expressions. King’s argument trades on some of
the unforeseen consequences of this assimilation.
If we think of Armstrong and Stanley’s arguments in terms of
the notion of linguistic competence, King’s concerns do not arise.
Understanding the name ‘John’ requires knowing that it’s a proper
name. This means that if someone inherits the capacity to talk about
John using the name ‘John’, they will not be confused about whether
or not they are thinking about an individual or the quantifier meaning of ‘someone’. They may not be able to distinguish John from
Dean, but they will nevertheless be acquainted with John, in the capacious sense of acquaintance also at work in King’s arguments. This
is enough to conclude that understanding certain utterances requires
having singular thoughts, even though the sentences uttered do not express
singular propositions. And that is enough to reject the standard Russellian framework, which denies this possibility.
The stronger claim, the one explicitly targeted by King, is that
grasping the Montagovian semantic value of a proper name requires
acquaintance with its bearer. There is also a plausible defense of this
claim against King’s argument. If someone does not know whether
or not their thought concerns a specific individual, or the denotation
of ‘someone’, then they are certainly not having a singular thought.
But that may also be because they do not have a coherent thought at
all in this situation. The key premise of King’s argument is that “one
can become acquainted with a function by being told enough about
it by someone already acquainted with it.” If one hasn’t been told
“enough about” a function to know whether it’s about a specific individual or just the quantifier denotation of ‘someone’, then one hasn’t
been told enough about it to have a determinate thought about it all.
What about the more general case? If one hasn’t been told enough
about the semantic value of a proper name such as ‘John’ to distinguish the thought one is having from the thought one would be
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having with (for example) ‘many people’, or ‘all but three people’,
it’s hard to imagine one is having a coherent thought at all. There is
nothing specific in this response to the case of ‘someone’. Perhaps
only acquaintance with John delivers acquaintance with that function from properties to truth-values that takes a property to the true
if and only if John has it. If one falls short of this epistemic standard,
it is arguably not clear one is grasping a specific thought at all. I am
not seeing a route out of intuitional impasse in this case.
Let’s now turn to King’s second argument, concerning our discussion of ‘actually’ in the semantics of philosopher English. Recall
the goal of Armstrong and Stanley 2011, to undermine the standard
Russellian assumption that there is a correspondence between semantic categories and epistemic ones. We wanted to argue that the
semantic distinctions between for example operators and singular
terms did not in and of themselves entail significant epistemic differences. We used the term ‘actually’ to make this point. In King’s
second argument, he turns to the topic of ‘actually’, seeking to show
that instead of posing a problem for traditional Russellian assumptions connecting semantic categories to epistemic ones, reflection
upon it vindicates them. Indeed, King uses ‘actually’ to show that
propositions containing operators can be grasped without any singular thought.
King seeks to show that grasp of a proposition containing the
denotation of an occurrence of ‘actually’ does not place the kind of
epistemic demands on an agent that are required to grasp propositions expressed by sentences containing singular terms. 9 Let us see
if his argument establishes the required epistemic asymmetry between sentences containing operator expressions and sentences containing singular terms.
9

There is much that is interesting, but not dialectically central in King’s response. King spends many pages arguing that possible worlds are properties and
not objects, according to the theorists we criticize. But this is irrelevant. Even if
possible worlds are properties, the semantic content of an occurrence of ‘actually’ is not simply a possible world, but some more complex model theoretic type.
The aim of Armstrong and Stanley 2011 is to show that the epistemic criteria that
one must satisfy to grasp these more complex model theoretic types can be similar or even the same as those implicated in linguistic competence with predicates
and singular terms.
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King takes the character of ‘actually’ to be a function from contexts to a function from worlds to a function from intensions to
truth-values. Given the inputs of a context c and a context world
@, its content is a function such that for any proposition intension
(function from worlds to truth-values) I, Ac@(I) = T iff I(@) = T.
King writes:
Now consider a particular proposition of this form <Ac@, P>, for
some proposition P that I grasp. Does grasp of this proposition constitute having a singular thought about @? It seems not. For here is how
I grasp this proposition without having a singular thought about @. I
imagine a function that when applied to any world w, yields a function
that maps proposition intensions that are true (not true at w; true!)
to true and the others to false. This is just the function Ac@. So far
I haven’t had a singular thought about @. But surely having imagined
this function in this way, I am now in a position to grasp propositions
that have it as a constituent. I told you what the function was after all!
But this means I am in a position to grasp <Ac@, P>, since I grasp P.
So, I can grasp <Ac@, P> without thereby having a singular thought
about @. Hence <Ac@, P> is not a singular thought.

King here argues that if one occupies world @, there is a way of
grasping <Ac@, P>, without having a singular thoughtp about @.
Grasping the character of ‘Actually’, and occupying the context in
which it is evaluated allows one to formulate a description of the content of ‘actually’ in this context. King presents this as a method by
which one can grasp <Ac@, P>, without relying on one’s acquaintance with @ (although he concedes, in a footnote, that one is in this
case acquainted with @).
Obviously, King’s point does not address the epistemic requirements for counterfactual knowledge of actuality. The procedure he
describes is hopeless in this case, as it would invariably lead to a
thought about the world in which one occupies. A richer epistemology is required. But if counterfactual knowledge of actuality requires
acquaintance with the actual world, that is enough to establish Armstrong and Stanley’s point about ‘actually’. So King’s argument is in
fact irrelevant to the Armstrong and Stanley claim that grasp of the
content of certain operators requires acquaintance with the world
states. The account King gives does not generalize to counterfactual
knowledge of actuality, and for all he says counterfactual knowledge
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of actuality does involve acquaintance with the actual world state.
King provides no method or account of counterfactual knowledge of
actuality, and so strictly speaking there is no need to even address his
discussion to defend Armstrong and Stanley (2011).
More generally, it is prima facie odd to give an account of acquaintance that is restricted to actual knowledge of actuality, i.e. the conditions under which actual world agents grasp the semantic content
of an occurrence of ‘actually’ or ‘actual’. All the arguments that center on the difficulty of grasping actuality operators involve the difficulty of counterfactual knowledge of actuality, not actual knowledge
of actuality.10 So even if King’s argument were to be successful, its
philosophical utility is at best marginal. Nevertheless, since I found
myself unconvinced by his account of actual knowledge of actuality,
it is worth discussing.
King writes, “imagine a function that when applied to any world
w, yields a function that maps proposition intensions that are true
(not true at w; true!) to true and the others to false.” He argues this is
enough to grasp, in the actual world, the content of ‘actually’ relative
to that world. The obvious response is that it is not enough, that one
needs to imagine a function that is associated with truth-values in
the actual world. King addresses this response in a footnote, where
he writes:
Is thinking about true proposition intensions having a singular thought
about [the actual world state]? I don’t see why it would be unless you
thought that being true was being true [at the actual world state]. But
nobody should think that. That grass is green is true is contingent, but
that grass is green is true [at the actual world state] is not.
10

Consider, for example, Timothy Williamson’s response to one of Dorothy
Edgington’s accounts of Fitch’s knowability paradox (Edgington 1985). Edgington rightly points out that the paradox can be blocked if we formulate the knowability principle with actuality operators. Williamson (1987) replies by arguing
that counterfactual knowledge of actuality is a very demanding or perhaps impossible condition to meet (absent a complete descriptive specification of another
world state), and so the resulting knowability principle should be rejected on
independent grounds. Soames (2002) also uses the difficulty of counterfactual
knowledge of actuality against actualized description theories of proper names.
The philosophical puzzles here entirely pertain to counterfactual knowledge
about the actual world. It is mysterious why one would care about producing an
account that only addresses actual knowledge of the actual world.
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Armstrong and Stanley (2011) argue that there are properties,
and even higher-typed functions such as operator meanings, that one
can only think of if one has acquaintance with an object or property
that is not this semantic value. Here, they would argue that thinking
about true proposition intensions requires having acquaintance with
the actual world-state. What they reject is that the only way to make
sense of this is by identifying being true with being true at the actual
world state. This just dismisses without argument the possibility of
the logical, semantical, and epistemological space that Armstrong
and Stanley argue to be perfectly coherent.
The argument begs the question in another way as well; it can
be brought out by reflecting upon a precisely analogous method one
might use to argue that one could have a first-personal thought perfectly generally. Consider the proposition I would express by, ‘I am
a philosopher’. Consider the function that takes a context and yields
the agent of that context. Suppose I am the agent of the context. Isn’t
this a perfectly general way of coming to grasp the proposition that I
am a philosopher? The agent of the context is a philosopher and I am
the agent of the context.
One might deny this possibility, because one might reasonably
deny that purely descriptive information is enough to yield grasp of
<Jason, P>. In order to grasp <Jason, P>, one needs the additional
information that the agent of the context is Jason.
If one is inclined to reply in this way, one should also deny that
King’s original procedure is a possible route to grasping <Ac@,
P>. The procedure he describes yields only descriptive knowledge of
Ac@. One might think that to grasp <Ac@, P>, one needs the additional cognitively significant information that the function that is
the output of the character rule for ‘actually’ relative to the context
world is Ac@. And this plausibly requires acquaintance with Ac@.
Ac@ takes proposition intensions and yields True iff those proposition intensions are true in @. It is reasonable to take the additional
information that allows one to grasp <Ac@, P> to be acquaintance
with @. I do not see a persuasive disanalogy between the case of
the philosopher’s ‘actual’ and the first person pronoun; if descriptive
knowledge of the content of the former is possible, so is descriptive
knowledge of the content of the latter. But the latter is perhaps the
paradigm Russellian singular term.
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7 Relativism and modality
A fully general relativist metaphysics such as Fara’s faces an epistemic
objection that more limited versions of relativism, such as epistemological relativism, do not. One might think that a parallel moral
will emerge from consideration of modal dependence. A general,
broad sweeping metaphysical interest-relativity will, at least prima
facie, run a far greater risk of misclassifying facts as metaphysically
dependent on interests and persons. And one might think that here
too a more limited relativist claim for the epistemic domain will
avoid problematic predictions of unintuitive modal dependencies. It
is much more surprising to be told that whether or not that mountain
is large depends metaphysically upon unmentioned persons, than it is
to be told that whether or not Hannah knows something depends on
the existence of Hannah.
Thanks mainly to Michael Blome-Tillmann (2009), it has emerged
in the literature, that counter-intuitive modal objections will arise
for any hermeneutical interest-relative view of any interest. This is,
in retrospect, unsurprising. Interest-relative views of the sort I have
been discussing postulate non-obvious relativity to human interests
in our ordinary thought about a domain. Modal objections arise to
interest-relative views of this sort as a means to test the dependency
claims to which such views are committed. The objector rejects the
interest-relativity claim of the given domain, because it is inconsistent with our intuitions about counterfactuals that connect changes
in interests to changes in facts about that domain. The problem facing Fara is more general. How does she reply?
Her main response to worries about individual judgments is to
complicate her semantic theory. But the virtue of her version of relativism is that it is genuine relativism, in Boghossian’s sense, factual
relativism, rather than “new age relativism”, which is semantic. The
more weight one places on special semantic explanations, the more
it seems that Fara’s relativism is semantic after all. Fara response undermines one of the motivations to accept her view, that it is factual
relativism.
Fara’s general metaphysical view elicits a certain surprise,
what, following David Lewis, is called the “incredulous stare”.
But Fara rejects the demand to address this; it is, according to her,
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question-begging. Yet it’s hard to see this response as true to the
spirit of Fara’s original view either.
Recall the modal objection specifically to Fara is that her theory
predicts an incorrect modal profile for ordinary sentences like ‘This
is a heap’, one that makes its truth dependent upon the existence of
interests. But it seems that even if there were no people, this would
still be a heap. Fara’s basic strategy is to block arguments from counterfactuals of the form ‘if p were the case then q’ to the content of
stand-alone occurrence of q. She provides an account of the counterfactual that putatively accounts for the truth of ‘if there were no
people, this would still be a heap’, without it compromising her interest-relative metaphysics for the proposition that this is still a heap.
Fara’s thought is that in counterfactual evaluation, we often keep
the interests fixed. We rigidify on the interests in some (albeit mysterious) manner, and then evaluate the consequent of the counterfactual, even with respect to worlds at which those interests do not
exist. As she writes, “the evaluation of counterfactuals often involves
holding certain facts fixed, even when those facts would not have obtained had the antecedent of the conditional been true.”
Fara provides some interesting data supporting her claim, such as
the following kind of case:
(5) If no people had ever existed, it would be very surprising for
this cave wall to be so smooth.
I do not understand how the proposed rigidification on interests
is supposed work. But I have a considerably more foundational concern. However the rigidification mechanism works, it must be associated with interest-relative words such as ‘surprising’. But this
suggests that her metaphysical relativism is accompanied by modifications to the semantic theory to accommodate it.
A central motivation for interest-relativity, present both in the
literature in epistemology and in Fara’s work on vagueness, is that
it evades the semantic commitments of contextualist and truth-relativist views about the domain. It is not, as Boghossian would say,
“new age” relativism, that is, semantic relativism. It is rather factual
relativism, relativism about the subject matter. But the view that
there is a special mechanism that rigidifies interests and allows them
to be relevant for the truth-conditions of modal claims (even those
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involving worlds in which the interests do not exist) relinquishes
just this very motivation from the view. The motivation for factual
relativism is that there is no special semantics for interest-relativity.
Interest-relativity is a metaphysical hypothesis about certain properties and relations, rather than a semantic hypothesis, as contextualism and “new age” relativism are. But if we require special treatment
of expressions that express interest-relative properties when they are
embedded in counterfactuals, the view begins to look like it too involves special semantic commitments. Furthermore, these commitments more exotic than the ones incurred by other semantic theses,
such as contextualism or truth-relativism.
I am open to the possibility that there is a non-standard semantics that will enable Fara to retain the interest-relative interpretation
of ‘that mountain is tall’, according to which the proposition it expresses could only be true in worlds with interests, and yet validate
counterfactuals such as:
(6) If no people had ever existed, that mountain would still be tall.
I just remain unclear exactly how it would work. There are no
interests in a world with no people. So if we somehow rigidified on
the interest-sensitive component of the predicate ‘tall’, it is not clear
how to use this-worldy interest about mountains in a possible situation without them. I would like to briefly explore another line of
inquiry inspired by her suggestion about the counterfactual.
Fara’s thought is that perhaps interests interact with the interpretation of counterfactuals so that counterfactual interpretation does
not track the modal profile of the ordinary embedded sentences. She
chooses to realize this strategy by altering the semantics of terms
with interest-relative semantic contents. But prima facie one can
accomplish this in a way that does not affect the interpretation of
expressions with interest-dependent contents, but just the counterfactual operator itself.
Let’s suppose that interests were something that were kept fix
in counterfactual evaluation. I am here not thinking of the more baroque proposal that some expression inside the scope of the counterfactual is subject to a rigidifying operation. I am rather thinking of a proposal according to which the similarity relation for the
counterfactual may only connect to worlds in which, where possible,
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the interests of relevant parties were the same. For obvious reasons,
Fara does not suggest this simpler option; the counterfactuals that
pose problems for her view involve the consideration of worlds with
no interests. But there are no correspondingly problematic counterfactuals for the interest-relative about knowledge. So it is an option
worth exploring in this case.
Let’s see how this suggestion would help with the modal profile objection facing interest-relativism about knowledge. Suppose
that Hannah is in a low stakes bank case — nothing much hangs on
whether or not the bank is open. She has some evidence that the bank
is open, sufficient in the situation to know that the bank is open. If
however Hannah had a check coming due, then she would be in a
high stakes case. The following counterfactual seems false:
(7) If Hannah had had a check coming through, then she wouldn’t
know that the bank is open.
On the face of it, the interest-relativity of knowledge predicts
that (7) is true. If these judgments about such counterfactuals are
robust, then our counterfactual judgments do not pick up on the
interest-relative metaphysics postulated by the thesis of interest-relativity of knowledge.
For the sake of simplicity, let’s consider a Stalnaker selection
function semantics for counterfactuals. The proposal I just suggested, inspired by Fara’s 2008 strategy (but distinct from her implementation of it), is to have the selection function take the antecedent
world, and yield a consequent world in which Hannah’s interests are
the same. In other words, counterfactual evaluation would not shift
interests of relevant parties. Cases such as (7) involve counterfactuals the antecedents of which are attempts to shift interests. But given
the stipulation about the selection function, it would fail to do so.
Judgments about (7) would be judgments about possible situations in
which Hannah had a check coming, but it didn’t affect her practical
interests. The proposed meta-semantic claim (the proposed hypothesis about the choice of selection function) would render the correct
intuitive judgment in cases such as (7), namely it would be false. As
in the case of Fara’s proposed strategy, it would not follow that the
proposition that is in the consequent of the counterfactual lacks an
interest-relative metaphysics.
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However, there are counterfactuals that do explicitly involve the
changing of interests, as in:
(8) If I wasn’t interested in going to the park, I would have told
you so.
And of course we need a selection function that selects antecedent
worlds with different interests to generate the right results here. So
the suggestion could not be that no selection function is responsive
to changes in interests. There would have to be some special pleading for a non-standard selection function for examples such as (7),
and that would have to be motivated.
More problematically, no solution to the modal problems plaguing interest-relative views that locates its source in the interpretation
of the counterfactual conditional can be correct. This is because the
problems arise not just with modals, but also with temporal expressions. Stanley (2005: 106) gives the following example:
…suppose that on Thursday, Hannah had a bill coming due over the
weekend. So, on Thursday, she did not know that the bank would be
open on Saturday. But suppose that, on Friday, the company to whom
the bill was owed decided to alleviate the debt of all of its customers.
So, on Thursday, Hannah was in a high stakes situation, whereas on
Friday, she was not. Then it would seem that IRI entails the truth of:
(2) Hannah didn’t know on Thursday that the bank would be open
on Saturday, but she did know on Friday.

No solution specific to the counterfactual construction can help
here. Nor is it clear that even temporal rigidification on ‘know’
would help, because it is not clear what interests on which one should
rigidify, the interests on Thursday or the interests on Friday.11
I am dubious that there is a semantic solution to these problems.
More generally, by seeking a special semantic explanation, Fara blurs
the important distinction between factual relativism and semantic
relativism. Fara regards it as an advantage of her view that it is a
direct response to the data, reflecting our judgments in the metaphysics, and is therefore to be preferred to semantic accounts such as
11

Of course, if one rigidified on the speaker’s interests, that is, the interests
of the knowledge attributors, the view would, again, collapse into contextualism.
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contextualism or what Crispin Wright calls “new wave” relativism.
But the fact that she must employ a non-standard semantics to evade
problems undermines this virtue of her theory.
Fara (2008) concludes by repudiating a more direct, non-modal
version of the objection to her interest-relative metaphysics. The objection she considers is just an incredulous stare at the view that ordinary propositions, such as the proposition that Mt. Everest is tall,
can only be true in worlds with interests. This objection is just a way
of making public one’s commitment to the subject-independence of
ordinary propositions, a way of making public a commitment to a
form of metaphysical realism that Fara’s theory explicitly repudiates.
Fara rejects the demand to address this worry, which she describes
as a “flat-out denial” of her view.
Yet it is difficult to see how Fara is entitled to respond in this way
to the incredulous stare. Recall that Fara’s view is introduced as a response to an incredulous stare — to the falsity of the Sorites Premise. Her view emerges precisely as an answer to the “psychological
question” of why, if the Sorites Premise is false, are we so strongly
inclined to believe it to be true? A similar psychological question
arises about the metaphysical consequences of her view. If facts about
mountains are dependent on interests and people, why are we so
inclined to believe otherwise? She is scarcely in a position to deny
the need to address this question; it is a version of the psychological
question, just one level of analysis down.
And here is where the more limited factual relativism about the
epistemic has a great advantage over Fara’s more general factual relativism. The psychological question that arises for my view is the following: if epistemic facts are dependent on interests, why are we
so inclined to think otherwise? The source of the intuition here is
adherence to epistemic purity. And advocates of epistemic relativity
in the sense of KPI are far from the first to express skepticism about
epistemic purity.
In the first section of Railton 1991, a section called, “On the Ideological Character of Belief in the Objectivity of Science”, Railton
(1991) argues that the thought that objectivity and knowledge are value-free operates ideologically. Value-free conceptions of knowledge
or objectivity are ideological because they prevent one from recognizing that one’s own perspective lacks special value-free authority.
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We are motivated by self-interest to regard our own inquiry, as opposed to the inquiry of others, value-free. This gives our inquiries,
and our judgments, the special authority of neutrality, which seems
to us the authority of knowledge.12 This manifests in ground level
beliefs that knowledge is not dependent on interests, beliefs that are
reflected in our rejection of certain counterfactuals. But the general
underlying belief in purity that explains them is no more plausible in
the knowledge case than in the objectivity case.
Louise Antony (2006) describes “Dragnet objectivity” as the
view that a “good investigator will…discipline herself to consider
just the facts — the raw, undisputed, facts of the matter, unadorned
by personal speculation and uncorrupted by emotional interest in the
case.” She argues that dragnet objectivity will lead to less knowledge
rather than more, and so is a bad epistemic ideal for limited human
agents; this is also the motivation of KPI. But Antony also argues
that dragnet objectivity also has an ideological function. Specifically,
dragnet objectivity is a useful tool for elites to employ to gain a putative epistemic advantage; “…the promulgation of dragnet objectivity
functions ideologically to safeguard and reinforce the political status
quo.” Antony’s “dragnet objectivity” is nothing other than epistemic
purity.
In Stanley 2015: Chapter 6, I argue that in many cases of democratic deliberation between those with more advantages and those
with less, the dependence of knowledge on interests will result in an
epistemic advantage for those better off. If the epistemic advantage is
seen as due to material advantage or other kinds of social privilege,
it will be recognized as less authoritative. The only ideology I need
to appeal to in order to do the explanatory work of explaining the
sense of lack of metaphysical dependence on interests is the ideology
of privilege.
What about those who are the victims of the sort of epistemic
injustice discussed in Stanley 2015: Chapter 6? I maintain that they
will in fact recognize that the knowledge wielded by elites is often
12

Carl Schmitt (1996: 35) writes: “As with every political concept, the neutrality concept too is subject to the ultimate presupposition of a real possibility
of a friend and enemy grouping. Should only neutrality prevail in the world, then
not only war but also neutrality would come to an end.”
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dependent on differentials in resources and power. They will see
elites absorbing the same news channels and they do, and act with
greater epistemic authority. On my view, knowledge is constitutively connected to action, and elites will have less constraints on their
actions because they will have more power. I maintain that this dependence of knowledge on power and interests will be clear to those
who suffer from disparities in power and resources, provided they
have achieved some measure of critical consciousness.
In short, I find plausible the classic critical theory explanation for
our tendency to recoil from the metaphysical dependence of knowledge on interests. It is often in the interests of elites to do so, and
they are engaged in wishful thinking. I think that those subject to
this kind of epistemic oppression will be much more likely to recognize it. So we have an explanation ready to hand in terms of ideology and wishful thinking to explain why we fail to see dependence
of knowledge on interests. I do not see a similar explanation in terms
of ideology and self-interest that would explain our failure to recognize the metaphysical dependence of all ordinary empirical facts
upon interests.
There is a prima facie tension between objectivity and genuine
relativism. I have argued that my favored relativist view evades these
worries. While it involves some surprising metaphysical claims, the
view straightforwardly also predicts a pattern of resistance to these
claims. The hypothesis that I am suggesting is that the first order
modal judgments about modal dependencies of knowledge on interests that are the basis of most philosophers’ rejection of this version
of epistemic relativism is a manifestation of this pattern of resistance.

8 Conclusion
I began this paper with Paul Boghossian’s distinction between factual relativism and semantic relativism. One moral of the discussion of Fara is that, as factual relativism becomes more general, the
distinction between the two begins to blur. The reason is that any
interesting factually relativist thesis will have consequences that are
sufficiently upsetting that they will have to be masked. As we have
seen in detail in the case of Fara, if the relativism is general enough,
the masking will employ the tools and resources of semantics. This
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invariably blurs the lines between factual and semantic versions of
relativism.
The central concern facing any factually relativist claim is that it
will compromise some important forms of objectivity. I have tried to
illustrate this point with the use of Fara’s very general form of relativism. The relativist view I hold involves just the epistemic domain:
epistemic facts are relative to interests. I have argued that this is a
version of epistemic relativism that is both genuinely relativist and
consistent with all plausible versions of objectivity. Of course, it is
not consistent with the view that there is a realm of pure epistemic
fact, free of practical dimensions. I have argued that our inclination
towards this position is ideological. There is no reason to take purism about epistemology as the default view. None of our most central
concepts of objectivity require it.13
Jason Stanley
P.O. Box 208306
Yale University
New Haven, CT 06520
jason.stanley@yale.edu
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Abstract
Some proponents of the higher-order thought (HOT) theory of consciousness defend the view that higher-order misrepresentation is
possible. In support of this view they have proposed various pieces of
empirical evidence. This paper examines one such piece of proposed
empirical evidence; Change blindness (CB). CB occurs when a subject
fails to detect salient changes in visual scenes. I propose an alternative interpretation of the CB phenomenon on which misrepresentation
does not occur. Finally, I examine three lines of reply that might be
pursued to defend the claim that CB is evidence of misrepresentation
against my interpretation. I conclude that none of the lines of reply
succeed in preserving CB as evidence of misrepresentation. The upshot
is that, pending further evidence, CB cannot be deployed as empirical
evidence in the debate on misrepresentation.
Keywords
Consciousness, Misrepresentation, Higher-order thought, Change
Blindness, HOT.

1 Introduction
Higher-order theories of consciousness assume that mental states can
be unconscious or conscious. The underlying distinction is that a
mental state that one is not aware of being in is not — on any reasonable account — a conscious state. This idea has become known
as the Transitivity Principle (TP): A conscious state is a state one is aware of
oneself as being in.
Higher-order theories propose that being conscious of something may be explained in terms of a relation between two mental
states. The higher-order thought theory of consciousness suggests
a relation obtaining between the conscious state and a thought-like
Disputatio, Vol. VIII, No. 42, May 2016
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higher-order representation (HOT) of it, is what generates conscious
experience of being in a mental state. Thus, the way that one becomes conscious of being in a given mental state is by having a suitable HOT about that state. The HOT makes you conscious of being
in a mental state x because it represents the thinker of the thought
as being in x.
On David Rosenthal’s version of HOT theory, that will be the
topic below, we become aware of ourselves as being in a given conscious state by having a suitable higher-order thought about that state
of the form ‘I am in state x’. There are several riders, as to what
qualifies as a suitable HOT. The riders include, for example, provisions that the HOT is not itself a conscious state, the HOT must
not come about as a result of conscious inference or observation,
and that the HOT must be simultaneous with the mental state it
represents (see e.g. Rosenthal 1997, 2002a, 2002b for the details of
HOT theory). In addition, Rosenthal (e.g. 2004b) thinks that the
presence of a suitably caused HOT is sufficient for consciousness,
even if the target state of the HOT does not exist. An individual will
undergo a conscious experience of red provided that she believes that
she is undergoing an experience of red. This is known as the possibility of misrepresentation and has received much attention in the past
decade.
Misrepresentation occurs if there are discrepancies between a
HOT and the mental state it is about. When there is a discrepancy,
an individual will have a conscious experience of the state the HOT
describes her as being in — regardless if she has it or not. Thus, if a
HOT describes an individual as seeing something blue, the individual will experience seeing blue regardless of which lower-order states
obtain1. According to Rosenthal, the mental state the individual is
conscious of being in, in this case, is merely a “notional state” (e.g.
Rosenthal 2000b: 232). A notional state is merely a de dicto state, it
has no neural correlates; it suffers from intentional inexistence.
It has been argued that if discrepancies between a HOT and the
state that it is about are possible, this poses serious problems for the
1
Observe that some versions of the HOT theory reject the possibility of misrepresentation, e.g. the dispositionalist HOT theory of Peter Carruthers (1998)
and the wide intrinsicality view of Rocco Gennaro (1996, 2012).
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HOT theory. The two problems that have been discussed most extensively are whether the HOT theory violates intuitive theoretical
principles associated with first, phenomenal qualities, and second,
existence criteria of mental states. In the first case the underlying
idea is that phenomenal qualities are intrinsic to first-order states
and do not depend on HOTs (e.g. Balog 2000, Block 2011a, 2011b,
Matey 2011, Neander 1998, Rosenthal 2004b, 2011, 2012, Shepherd
2013, Weisberg 2008, 2010, 2011). In the second case, the objection
is that if a mental state is conscious this seems to entail that it exists, therefore explaining misrepresentation in terms of a “notional
state” cannot be done (e.g. Berger 2014, Block 2011a, 2011b, Matey
2006, Rosenthal 2011, 2012, Weisberg 2010, Wilberg 2010). Consequently, according to the critics, misrepresentation along the lines
described above, would be impossible.
While the HOT theory seems counterintuitive to some, it is not
incoherent: It can account for its explanandum within the framework it has set forth for itself. Many defendants of the HOT theory
consider themselves to have provided successful replies to the theoretical objections against the theory (e.g. Rosenthal 2011, 2012).
Of course, the opponents do not agree. There is no obvious winner of the debate, which seems to have reached a stalemate. Now,
if it is correct that the HOT theory in general, and the stance that
misrepresentation is possible in particular, both are coherent, and,
furthermore, that there is limited interest in pursuing the theoretical debate, there seems to be little hope to resolve the issue of misrepresentation by theoretical argumentation. However, there is, in
addition to theoretical argument, the option of invoking empirical
data in the debate on misrepresentation. One might object that empirical data cannot have any bearing on conceptual issues. While this
objection is legitimate, the aim is not to let the empirical data decide
the conceptual issue. Rather, the inclusion of empirical data in the
debate is a way of showing that the HOT theory has empirical force.
Furthermore, it is part of a larger inference to the best explanation
(IBE) argument in support of the HOT theory against other theories
of consciousness. The IBE argument subsumes the misrepresentation debate. In the context of the IBE argument, defendants of the
HOT theory have put forth different suggestions of how empirical
data can support both the theory in general and specifically, claims
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for the possibility of misrepresentation (Lau 2007, Lau and Brown to
appear; Lau and Rosenthal 2011a, 2011b, Rosenthal 2012).2 To evaluate these suggestions amounts to assess the data and their bearing on
the issues they concern. So far, not much work has been carried out
in this regard. Two recent exceptions include Kirkeby-Hinrup 2014
and Sebastián 2014. This article is a further effort in this direction.
One piece of empirical data that has been suggested to support
the possibility of misrepresentation is the phenomenon of change
blindness (CB). In CB paradigms, limitations in the visual system are
exploited to make the subject fail to detect changes between presented visual stimuli that are similar to each other but not identical.
E.g., when two images are presented in close temporal proximity
experimental manipulations can prevent the subject from detecting
salient differences between them. On the interpretation offered by
the defendants of the possibility of misrepresentation, the failure to
detect changes across scenes can be explained by the subject misrepresenting her visual states. The idea is that when an individual fails
to detect the changes in his visual stimuli, when there is good reason
to think the corresponding first-order states have changed. Thus,
what she is consciously experiencing exhibit discrepancies with the
states she is actually in. The aim here is to investigate this particular interpretation of CB. The upshot of the present investigation is
the observation that, because correct representation is distinguished
from misrepresentation by how the HOT relates to the mental state
that it concerns, misrepresentation cannot be separated from correct
representation unless the representational structure is known. However, because at present there is no way of knowing which representational structures obtain in the experiments, viz. because there is
no way of establishing how the HOT relates to the mental state it is
about, the empirical data from CB can have very little bearing on the
misrepresentation debate.
In the next section, I will discuss the basic tenets of the HOT
theory and the kind of misrepresentation that is the subject of the
debate. In section 3, I will present the phenomenon of change
blindness and explain in detail why it is inadequate as evidence of
2

Empirical data as well have been used to argue that the HOT theory is
wrong (cf. Kozuch 2014).
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misrepresentation. In section 4, I will consider three lines of reply
that may be pursued in the attempt to make CB relevant to misrepresentation. I conclude that none of the three replies are successful
and that CB is not evidence for misrepresentation.

2 HOT theory and misrepresentation
The issue of misrepresentation has been exhaustively explicated by
Karen Neander (1998). Neander suggests a scenario in which three
individuals (later dubbed ‘Neander’s Triplets’ by Ned Block in his
2011) have identical HOTs but differ in the lower-order states of
those HOTs. All three have a HOT describing themselves as seeing something red. However, only the first individual has a target
first-order state corresponding to seeing something red. The second
individual has a target first-order state of seeing something blue, and
the third individual has no target first-order state at all. In Neander’s
terms the HOT of the second individual is mildly misrepresenting
the first-order state, when it describes the individual as seeing something red rather than blue. In the third individual the HOT is a radical
misrepresentation because there is no relevant first-order state at all.
What Neander intends to show with the scenario is that according
to the higher-order accounts of consciousness, the three individuals have identical conscious experiences. Seen from the first-person
perspective it does not matter whether the relevant first-order state
is there, is mildly misrepresented, or is not there at all. The three
possibilities are subjectively indistinguishable.
The supposed theoretical implications of the possibility of misrepresentation, have incurred an extensive and lengthy debate. As
mentioned above, the defendants of the HOT theory have begun supporting their argument with empirical data (Lau and Brown to appear, Lau and Rosenthal 2011a, Rosenthal 2012). One such piece of
empirical data is change blindness.

3 Change blindness
The most well-known examples of CB are the so-called flicker paradigms pioneered by Rensink, O’Regan and Clark (Rensink, O’Regan
and Clark 1997). In addition to these there is a wide variety of other
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approaches in the field (see e.g. Beck, Rees, Frith and Lavie 2001,
Busch 2010, Busch, Fründ and Herrmann 2010, Simons and Ambinder 2005, Simons and Rensink 2005), but I will limit myself to
the flicker paradigms in the following.
In the flicker paradigm the subject is presented with two pictures
separated temporally by a distractor screen. The two pictures differ in some respect, and the task of the subject is to detect what is
changing. The change may concern a quite salient element of the two
pictures and still have a strong experimental effect, e.g., a change
of color, or the complete disappearance of a prominently featured
object. It is hypothesized that the cause of the CB effect in the flicker
paradigms is the distractor screen disrupting the pre-change representation. The distractor screen supposedly disrupts the visual trace
of the pre-change picture in a way that precludes comparison to the
post-change picture. Call this the no comparison (NC) interpretation of CB effect.3 Now, it seems that because of the disruption, the
flicker paradigms are ill-suited as evidence for misrepresentation.
The reason they are ill-suited is that if the disruption between the
pre-change and post-change representations fully explains the effect, then the flicker paradigms do not license any conclusions about
misrepresentation. The reason why they do not license such conclusions is that according to the NC interpretation, the subject correctly
represents the post-change first-order visual state, but is unable to
compare it to his previous (pre-change) visual state. Plainly, on the
NC interpretation there are no discrepancies between first-order
states and HOTs, hence, no misrepresentation. Remember that misrepresentation occurs if there is a discrepancy between the HOT and
the mental state it is about. Because, on the flicker paradigm the assumption is that visual representations are correct and the failure of
the subjects is taken to consist in a failure to compare the stimuli, the
change blindness paradigm that the defendants of the HOT theory
prefer to cite in support of the possibility of misrepresentation is
saccade-induced change blindness (SICB). Usually, the research of John
Grimes on SICB (e.g. Grimes 1996) is brought forth, and this will be
the focus of my assessment.
3

The NC interpretation has received philosophical treatment by e.g. Dretske
(2004) and Tye (2010).
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In SICB the experimenter takes advantage of the fact that during
saccades the subject is effectively blind. Using eye-tracking to determine the onset of saccades it is possible to time the switch in visual
stimulus to occur during saccades. By changing the stimulus during
saccades the SICB can replicate the experimental effects of other
CB paradigms. Importantly, the SICB paradigm is supposed to avoid
the NC interpretation because in this paradigm there is no distractor screen. If there is no distractor screen, then there cannot be any
disruption of the pre-change representation preventing comparison
of the pre- and post-change stimuli. It sometimes is speculated that
smearing of the visual signal caused by rapid eye movements or brief
cutoff of visual input during saccades have the same disruptive effect
as a distractor screen (Simons and Ambinder 2005). Of course, if
this is the case, the data from SICB will be subject to the NC interpretation and would be ill suited as evidence of misrepresentation.
Since none of the arguments in this paper depend on this, we can
concede the proponents of misrepresentation that saccades do not
disrupt the pre-change state.
For misrepresentation to arise there must be a discrepancy between the first-order state and the HOT that represents it. In the
SICB paradigm the content of the HOT is fixed by the state that the
individual is aware of herself as being in. This means that the content
is what the individual is conscious of, and the relevant first-order
state is what the individual actually experiences herself as seeing.
Rosenthal brings out the discrepancy that would cause misrepresentation by describing the situation as follows: “Because retinal input
to visual cortex resumes after saccades, first-order states in visual
cortex presumably did change in ways that reflected the change in
display, despite participants’ reporting no awareness of such change.”
(Rosenthal 2012: 8). Here Rosenthal claims that there is reason to
think the post-change state is represented in the visual system. I agree
with Rosenthal that there is good reason to believe a new first-order
state occurs in the early visual system after the saccade. The conclusion Rosenthal draws is that since the subject does not report experiencing any change of states, he or she misrepresents the post-change
first-order visual state. Thus, he claims that there is a discrepancy
between the occurring HOT and the first-order visual state caused
by the post-change stimulus. Because subjects do not detect changes
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in the SICB paradigm, the state that they are aware of themselves as
being in is the pre-change state. Evidently, the pre-change state does
not correspond to the post-change state they actually are in.
However, why is it not the case that the subjects are in the states
they report themselves as being in? Rather than inferring misrepresentation in the case of SICB, one might instead conclude that the
HOT represents the pre-change state, and does so correctly. This
conclusion is possible once we allow that the subject may have both
the pre-change and the post-change states. There is no independent
reason to think that the pre-change state has disappeared completely.
Importantly, the pre-change state must exist in some form, although
possibly not in the early visual system. If the pre-change state did not
still exist in the system, the subject would not be able to perform
the comparison of pre- and post-change states and consequently succeed in the change blindness task. We know that subjects are able to
perform the change blindness task successfully. That they can do so
indicates that the pre-change state is present in some form (see e.g.
Simons and Rensink 2005 for some considerations on this).
This alternative interpretation can explain the data without positing the occurrence of misrepresentation. The explanation seems
reasonable from an evolutionary point of view. The external world
does not usually change on the miniature timescale on which saccades occur. It is unlikely that the visual system faced evolutionary
pressure to generate a new HOT after every saccade. One might object that this consideration is tendentious because the opposite claim
appears equally probable. The objection would be that it is equally
probable that the visual system faced great selective pressure to stay
up to date, and thus the “refresh rate” for HOTs would be very high.
Yet, while it certainly is likely that there has been selective pressure on the refresh rate for HOTs, this claim is not a viable counter
argument in the present case. The reason is that on the miniature
timescale the generation of new HOTs is driven by visual transients
(i.e. fast changes in luminance or color in the retinal image produced
by sudden appearance, disappearance, or motion of objects). Most
change blindness paradigms is set up to mask these transients in different ways. Since we know that retinal input resumes after saccades
(cf. the quote from Rosenthal 2012 above) it appears that if the refresh rate of HOTs was as high as the objection has it, then change
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blindness phenomena would not be possible.
On the alternative interpretation I propose, the subject does not
have a HOT about the post-change state and consequently is in the
same conscious state he or she was in before the saccade. One might
protest that this interpretation entails that the HOT represents the
pre-change state, even though this state no longer exists, viz., that
the HOT survived the saccade but the pre-change first-order state
did not. However, this is not the claim I want to make.
I suggest that the pre-change state may survive the saccade, and
consequently that the HOT (whether a new one or one that was generated before the saccade) that is about this state can be a correct representation of it.4 This is in line with the consideration that both preand post-change states can exist in the system. Now, because retinal
input to visual cortex resumes after saccades, one might conclude
that the pre-change state has been overwritten, and then my claim
that it may survive would be false. However, to emphasize, I am not
claiming that the pre-change state necessarily lingers as raw sensory
information in the early visual areas. It is possible that any information in these areas is overwritten once retinal input resumes after
saccades, as Rosenthal suggests. Nevertheless, there is mounting
evidence that visual information about previously attended scenes is
retained in other areas (see e.g. Hollingworth and Henderson 2002).
In fact, it is reasonable to think that such information is retained in
memory and plays different roles, say, for learning from perception
and action as well as the recall of visual scenes in the environment.
It might also linger in short term memory in the absence of salient or
competing external input.
Moreover, from a theoretical standpoint, defendants of the HOT
theory cannot pursue this line of thought because it allows for the
4

One could object here that the proponents of HOT theory need not be committed to a new HOT being generated after the saccade. Certainly, some versions
of HOT theory (e.g. Van Gulick 2004) could pursue this reply. However, on most
versions of HOT theory (including the one proposed by Rosenthal) a HOT is individuated at least partly by its content. This means that a HOT cannot change its
content, so claiming that the pre-change HOT survives and changes its content
is not an available position. Furthermore, since it introduces no discrepancies
between the HOT and its content, it is unclear how this position would support
misrepresentation.
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NC interpretation. The SICB paradigm was initially preferred over
the flicker paradigms, because it could avoid the NC interpretation.
On the NC interpretation, there is no discrepancy between the firstorder state and the HOT and thus nothing follows with respect to
misrepresentation. Thus, from a theoretical standpoint, claiming
that the pre-change state has disappeared does not salvage the SICB
data as evidence of misrepresentation.
To summarize, I agree with Rosenthal that because retinal input
resumes after the saccade, there is reason to believe the post-change
state exists. My claim is that the pre-change state exists in addition
to the post-change state. Rosenthal, along with most participants
in the misrepresentation debate, believe that an individual can have
unconscious mental states (see e.g. Rosenthal 1997: 731-734, 2000a:
203, Rosenthal 2004a: 162). This means that on their view, we can
allow that after the saccade both the pre- and post-change states exist simultaneously as first-order states, perhaps in different cortical
areas.
The view that the pre-change state exists does not as such seem
very controversial. In fact, it appears that defendants of the possibility of misrepresentation have to endorse this view in order to avoid
the NC interpretation. Therefore, the interpretation that a HOT
represents the pre-change state is a viable position.

4 Three possible replies
It is hard to see how the defendants of the possibility of misrepresentation might counter the alternative interpretation of the SICB data.
To do this, it seems they need to provide evidence of the representational relations that actually obtain when misrepresentation occurs.
Remember that misrepresentation means that the HOT either represents another first-order state than the subject experiences (mild
misrepresentation) or it does not represent any first-order state at all
(radical misrepresentation). Of course, in the cases where subjects
do detect the changes, we can know that they are correctly representing the post-change state, and have succeeded in comparing
it to the pre-change state. However, there appears to be no way of
determining what representational relationship obtains in the cases
where changes are not detected. Furthermore, if evidence of the
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representational relations nevertheless could be produced, it would
be sufficient to determine if misrepresentation was possible, and the
SICB data would be superfluous.
Since we have no evidence about the representational relation in
case of SICB, there is no way to know whether the HOT represents
the pre-change or the post-change state. Call this the interpretation
problem. Next, I will consider three possible lines of reply to the interpretation problem that the proponents of misrepresentation might
pursue. The replies attempt to save SICB as evidence of misrepresentation in three different ways. The first line of reply questions
whether it is reasonable to say that the HOT is about the pre-change
state. The second line of reply accepts that there is a problem but attempts to show that, even if the HOT is representing the pre-change
state, misrepresentation still occurs. The third line of reply objects
that due to a proviso in the HOT theories, the HOT cannot be allowed to represent the pre-change state in SICB, as I have suggested.

4.1 The first line of reply
The first line of reply denies that the HOT is about the pre-change
state. If this is true, we can infer that the HOT is about the postchange state, and misrepresentation follows. The reply can be developed in two ways; I will argue that neither is successful. The first
way to develop it is to claim that the HOT in fact cannot be about the
pre-change state. Conceivably the motivation for this claim would be
the belief that the pre-change state somehow is degraded or ceases
to exist. Do we have any reason to believe that the pre-change state
disappears? There does not seem to be any empirical evidence in
support of this. On the contrary, if the evidence (cf. Hollingworth
and Henderson 2002) pertaining to the storage of visual information
outside of the early visual areas is correct, this is reason to believe
the pre-state exists. However, a more important consideration is
the following: If SICB is to count as evidence of misrepresentation,
there must not be any reason to believe that the pre-change state has
disappeared. Remember that SICB was favored because the traditional flicker paradigm was subject to the NC interpretation. The
NC interpretation explained the experimental effect by positing that
the pre-change state was disrupted. Because of the disruption, the
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subjects could not perform the necessary comparison of the visual
stimuli to detect the changes.
As against the explanation of change blindness by failed comparison, it might be objected that change detection does not require
comparison. The argument would be that change monitoring is
sufficient. Suppose a subject is monitoring a green screen in order
to detect when it changes its colors. It would seem that the subject
merely needs to represent the current color and register that it disappears to report that the color has changed. Comparison would not
be necessary. Similarly, once the color has changed, it would seem
that the subject does not have to represent the pre-change color of
the screen to report that there was a change. However, the objection
misses the point. In the traditional change blindness tasks, the subjects are not informed about what aspects of the visual stimuli will
change. This means that they cannot key their attention to a single
feature and wait for it to change. Subjects are required to report
what has changed, and because they are unaware of which object
or property will change, they have to monitor as many features of
the display as possible and actively search for a change. In addition,
to succeed on the task, it is not sufficient to assert that ‘something’
has changed or that there was a change. Subjects sometimes report a
“feeling of change” without being able to pinpoint what has changed
and in which respect (see e.g. Simons and Rensink 2005). This behavior is taken to indicate the presence of implicit change detection.
To actually know that a change has taken place requires being able to
describe what the change consisted in5.
The other way to develop the first line of reply is to argue that the
post-change state constitutes the relevant first-order state. Supposedly, it is the relevant state, because it is the state that actually corresponds to the concurrent visual input. On this approach, the argument is that in SICB, misrepresentation occurs because the HOT
fails to represent the relevant first order state. As I see it, there are
two problems with this view. The first problem is that it introduces
a criterion of relevance into a theory that aims to explain the difference between conscious and unconscious mental states. The criterion does not receive any independent support, and since it serves
5

I am thankful to an anonymous referee of this journal for raising this issue.
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no other purpose in the theory than to secure SICB as evidence of
misrepresentation, it is ad hoc. Furthermore, introducing the notion
of relevance in this manner consists in a significant modification of
the HOT theory. A seemingly normative or at least arbitrary criterion would be an uncomfortable amendment to a theory that seeks
to provide an objective explanation of consciousness.
The second problem for this way of developing the first line of
reply is that introducing relevance appears to change the notion of
misrepresentation. It amounts to a bait and switch maneuver in order
to save the SICB data as evidence of misrepresentation. The notion of
misrepresentation originally was defined in terms of the discrepancy
between a HOT and its target state. Suggesting that misrepresentation occurs when a HOT is not representing the relevant state appears to introduce a different notion. What exactly such a different
notion of misrepresentation might consist in is moot, and a separate
question. What matters here is that this is not the notion of misrepresentation that SICB was introduced to support.

4.2 The second line of reply
The second line of reply to the interpretation problem is to argue
that the conclusion still follows. This line concedes that there is no
way of knowing whether the HOT represents the pre-change state
correctly or not. However, SICB nevertheless presents evidence of
misrepresentation. We may now ask: In what way the HOT misrepresents its target in such a case? The answer is that the HOT misrepresents the pre-change state in the sense that it represents its content
(the pre-change visual stimulus) as externally present, when the visual
stimulus in fact has been replaced by the post-change stimulus. Supposedly, misrepresentation obtains because the HOT describes the
individual as seeing x, when the individual in fact is seeing y.
It may appear as if the second line of reply preserves the notion
of misrepresentation as a discrepancy occurring between a HOT and
the state it is about. But this appearance is misleading. First, the question is in virtue of what the previously correctly representing HOT
suddenly became a misrepresenting HOT? The HOT did not change
its contents, and neither did the state that it was about. The change
that turned the correctly representing HOT into a misrepresentation
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was, it seems, external to the subject. The change was to the visual
stimuli, not to the visual experience. This means that the misrepresentation occurs because there is a change in how the mental content
corresponds to the external world. Plainly, the alleged misrepresentation occurs because the state that the individual is conscious of
herself as being in does not correspond to external reality. Like on
the first line of reply, this move appears to change the notion of misrepresentation. On the original definition, the discrepancy concerns
the relation between the subject’s experience and her first-order visual state.
In addition, notice that the understanding of misrepresentation as
a discrepancy between (conscious) mental content and the external
world is uncontroversial. The view that we sometimes may be wrong
about states of the external world is uncontroversial. I may occasionally see a cow and think it is a horse, but this is inconsequential to
the notion of misrepresentation that SICB is introduced to support.
Thus, it appears that the second line of reply fares no better than
the first line of reply. Both lines of reply save the argument from
SICB by changing the notion of misrepresentation. While these replies may secure that SICB remains informative about the nature of
misrepresentation, they do so at the cost of changing the notion of
misrepresentation that the SICB data originally was intended to be
evidence of. Crucially, these changes apparently render the notion of
misrepresentation defended irrelevant to the debate in which SICB
was supposed to figure as an argument.

4.3 The third line of reply
The third line of reply argues that a proviso of the HOT theories
prevents the interpretation of the SICB data that has been presented
here. In original formulations of the HOT theory a mental state is
conscious when it is accompanied by a HOT (e.g. Rosenthal 1997:
741). This claim is usually taken as the condition that a HOT must
be roughly simultaneous with the mental state it is about. Call this
the simultaneity criterion. The simultaneity criterion is well justified.
The basic motivation is that it is undesirable that a HOT makes an
individual conscious of herself as e.g. ‘seeing her grandmother now’,
when she really was seeing her grandmother yesterday. Our con-
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scious awareness should customarily be about whatever our firstorder states currently represent.
There are two ways of responding to the objection based on simultaneity. The first response consists in challenging the simultaneity criterion. The second response consists in showing that even if
the HOT is technically representing a state of the past it nevertheless
satisfies the simultaneity criterion. I will consider these responses in
turn.
The first response challenges the scope of the simultaneity criterion in the following way. It seems that there is a tension between
on the one hand, holding the simultaneity criterion and on the
other, embracing the possibility of radical misrepresentation. If it
is allowed that HOTs can occur in the absence of first-order states,
how is it possible to hold that a HOT must be simultaneous with the
first-order state it is about? Simultaneity is a two-place relation, and
therefore depends on the existence of two relata. This problem is
akin to another issue in the debate on misrepresentation. It has been
argued (e.g. Block 2011a) that if the HOT theories view conscious
states as the upshot of a two-place representational relation between
a HOT and a first-order state, then conscious states cannot occur in
radical misrepresentation because one of the relata is missing. With
respect to this issue, the proponents of HOT theory have replied that
conscious states do not depend on the existence of such a two-place
relation. A HOT is in itself sufficient to bring about a conscious state
(Rosenthal 2011). This reply works because a representational relation may take inexistent objects as one of the relata, as when one
thinks of the Easter Bunny. However, this kind of reply cannot help
solve the simultaneity problem, because a thing cannot be simultaneous with something that does not exist. The simultaneity criterion
must be framed as a relation between an existing first-order state
and a HOT.
Given that the simultaneity criterion has a legitimate role to play
in the HOT theory, how might it be saved? A straightforward possibility comes to mind: The simultaneity criterion is only intended to
hold in the normal case, which means that the possibility of misrepresentation, falling outside of the normal case, is in the clear. However,
this view precludes the third line of reply, because that line of reply
presupposes that the simultaneity criterion holds for the SICB data.
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Arguably, cases of SICB do not count as normal. Thus, if the scope
of the simultaneity criterion is narrowed to the normal case, apparently, the criterion cannot be used to argue against the interpretation of CB put forward in this paper, viz., that the HOT is correctly
representing the pre-change state.
The second response to the reply in terms of simultaneity emphasizes that the assumption that the HOT represents a pre-change
state does not entail that it cannot be simultaneous with the prechange state. Empirical research on conscious visual awareness suggests roughly 100 milliseconds (ms) of processing is required, after
a visual stimulus is presented to the retina, before the subject can
become consciously aware of it (e.g. Lamme 2003: 15). Since the
presence of a HOT reveals itself by the occurrence of conscious visual awareness, this means that it takes at least 100 ms for a HOT to
be generated. Thus, it seems that a latency of 100 ms between visual
input and the occurrence of a HOT is the minimum amount of time
that satisfies the simultaneity criterion. Hence, the lower threshold
of simultaneity roughly would be 100 ms, because below this threshold no HOT is generated.
The simultaneity criterion was introduced as a proviso against the
existence of HOTs about first-order states that belong to the past.
Supposedly, according to the objection from simultaneity, the prechange states of the CB paradigm are examples of states that belong
to the past, because too long a time has passed since they emerged —
“too long” in comparison to first-order states that have emerged later
such as the post-change states. The moment that delineates when an
episode in time starts to count as “too long”, can be conceived of as
the upper threshold for the simultaneity criterion. This means that
for simultaneity to hold, the HOT also must occur below certain latency. The exact latency of this upper threshold is an open question,
but it is reasonable to assume that there is some window to allow for
individual differences in neural processing. However, any estimate
of the upper threshold is likely to be arbitrary at this point. The
window might span very little time, or as much as several hundred
milliseconds. The exact range is inconsequential for the argument
here. The important point is that there is some wiggle room in exact
latency within which simultaneity can be said to obtain. Simultaneity thus does not seem entail that the HOT and the first-order state
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emerge at the same point in time or that they overlap in time.
Now, consider that the timescale on which saccades occur is
roughly between 5 and 80 ms (Grimes 1996: 90). Consequently, a
HOT existing after a saccade still will be below the lower threshold
of the simultaneity criterion because it will be maximally 80 ms removed from the visual input it is about. Furthermore, on the reasonable assumption that there is a window above the lower threshold,
within which simultaneity holds, it becomes even more plausible that
a HOT could represent the pre-change state while still satisfying the
simultaneity criterion.
To conclude, I have examined three lines of reply against my suggested interpretation of the SICB data. The upshot of this examination is that none of these lines of reply can sustain SICB as evidence
of misrepresentation. The first two lines of reply fail to preserve the
notion of misrepresentation that is at stake in the debate. The third
line is rejected on the basis of two independent arguments. Thus, the
interpretation problem remains: Since we do not have any reliable
evidence about the representational relation in the case of saccade
induced change blindness, there is no way of knowing whether the
HOT represents the pre-change or the post-change state. Pending
further argument or evidence, it seems that whether saccade induced
change blindness can be counted as evidence of misrepresentation
remains an open question.6
Asger Kirkeby-Hinrup
Dept. of Philosophy and Cognitive Science
Lund University
Box 192, 22100 Lund, Sweden
asger.kirkeby-hinrup@fil.lu.se
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Abstract
Reliable misrepresentation is getting things wrong in the same way all
the time. In Mendelovici 2013, I argue that tracking theories of mental
representation cannot allow for certain kinds of reliable misrepresentation, and that this is a problem for those views. Artiga 2013 defends
teleosemantics from this argument. He agrees with Mendelovici 2013
that teleosemantics cannot account for clean cases of reliable misrepresentation, but argues that this is not a problem for the view. This paper
clarifies and improves the argument in Mendelovici 2013 and responds
to Artiga’s arguments. Tracking theories, teleosemantics included, really do need to allow for clean cases of reliable misrepresentation.
Keywords
Teleosemantics, representation, intentionality, misrepresentation,
mental content.

In “Reliable misrepresentation and tracking theories of mental representation” (Mendelovici 2013), I argue that a certain prominent class
of theories of mental representation, tracking theories, have trouble
allowing for what I call clean cases of reliable misrepresentation, and
that this is a serious problem for them. In “Teleosemantics and reliable misrepresentation,” Marc Artiga (2013) provides an interesting defense of teleosemantics from this argument. Artiga agrees that
teleosemantics cannot allow for the relevant kinds of clean cases of
reliable misrepresentation, but argues that this is not a problem for
the view. This paper clarifies the argument from reliable misrepresentation (section 1) and addresses Artiga’s objections (section 2). If
I am right, then tracking theories really do need to allow for clean
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cases of reliable misrepresentation.

1 The argument from reliable misrepresentation
The argument from reliable misrepresentation against tracking theories proceeds in two steps: Step One argues that tracking theories
are incompatible with certain kinds of cases of reliable misrepresentation, clean cases of reliable misrepresentation. Step Two argues that
this is a problem for these views. This section explains key notions
and presents the two steps of the argument.

1.1 Key notions
Mental representation is the aboutness of mental states. A visual experience might represent that there is a cup on the table, a thought might
represent that grass is green, and a desire might represent coffee, or
that I obtain coffee.1 I will assume that there are mental representations, which are internal states that are the bearers of representational properties. What a mental representation represents is its content.
Tracking theories of mental representation are theories of mental representation that aim to account for mental representation in terms
of causal or other tracking relations between mental representations and properties, states of affairs, or other items. My argument
is aimed at tracking theories in general, but Artiga is exclusively
interested in defending teleosemantic tracking theories (see Millikan 1984, Papineau 1987), and in particular something close to
Millikan’s (1984, 1989) version of the theory. My main aim is to
respond to Artiga’s argument, so I will also focus on teleosemantics
and a Millikan-esque version of the theory as well. However, much
of the discussion applies to tracking theories more broadly.
Simplifying considerably, teleosemantics states that a representation
R represents a content C if it is a normal condition for the systems
that make use of R (R’s consumers) to perform their proper functions
1

My favored way of fixing on the phenomenon of mental representation is
ostensive. See Mendelovici MS: ch. 1 and Mendelovici 2010: ch. 2. See Mendelovici MS: ch. 1 for a defense of the claim that other ways of picking out mental
representation at least aim to include the ostensively defined phenomenon.
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that R corresponds to C. Let us unpack this a bit: Representations
have producers (or senders) that produce representations and consumers
(or receivers) that respond to representations. Producers and consumers might be systems in a single organism, or they might occur in
distinct organisms. An item or system’s proper function is what items
of its type did in its ancestors that resulted in their being selected
for by evolution. For example, although a heart may do many things
(pump blood, make noise, suffer certain kinds of blockages), it is its
pumping blood that resulted in its being selected, and so its proper
function is to pump blood. In order for something to perform its
proper function in the way that it did that resulted in its selection,
certain conditions have to be in place; these are normal conditions. The
normal conditions for a heart performing its proper function include
being part of an intact organism and receiving oxygenated blood.
Something might perform its proper function while in conditions
that are not normal (in other words, in abnormal conditions); in this
case, its success at performing its proper function is in some sense
accidental.
Like hearts, the consumers of representations have proper functions. It is a normal condition for them to perform their proper functions that they correspond to certain states of affairs, which are their
contents. Put otherwise, in order for representation consumers to
perform their proper functions in the way that was selected for by
evolution, a certain correspondence between representations and
certain states of affairs had to be in place. Representations represent
whatever this correspondence maps them onto.2
A characteristic example discussed by Millikan is that of beaver
tail splashes (see, e.g., Millikan 1989). Beavers splash their tails to
signal danger, which leads to other beavers taking cover. A tail splash
at a location at a time is a representation, with the splashing beaver
being the producer of the representation, and the onlooking beavers
being the consumers of the representation. If a beaver flees and there
is danger, the consumer succeeds in performing its proper function,
which might be to avoid danger, in a normal way. If a beaver flees
2
A thorough development of Millikan’s teleosemantics can be found in Millikan 1984. See also Millikan 1989 for an overview of some of the key ideas, and
Shea 2004 for a lucid explanation of the view.
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and there is no danger, the consumer does not succeed in performing
its proper function in a normal way. The normal condition for the
proper functioning of the representation’s consumer is that there be
a correspondence between the location and time of a tail splash and
the location and time of danger. So, a tail splash at location l and at
time t represents there is danger at location l and time t. While beaver
tail splashes are not examples of mental representations, the same
general principles apply to cases of mental representations.3

1.2 Reliable misrepresentation
It is generally agreed that a theory of mental representation must
allow for misrepresentation, representation that is false or inaccurate. In Mendelovici 2013: 423, I argue that just as we acknowledge
hallucination, illusion, and occasional misrepresentation as kinds of
misrepresentation, we should also recognize another kind of misrepresentation: reliable misrepresentation.
3
Millikan, and I assume other advocates of the version of teleosemantics that
Artiga aims to defend, rejects the view that propositional representations, representations representing entire putative states of affairs, are built up out of subpropositional representations, representations representing objects, properties, or other
subpropositional contents (see, e.g., Millikan 1984: 107). Since normal conditions are entire states of affairs, the contents of mental representations are, in
the first instance, propositional. (Millikan rejects a language of thought picture
(Fodor 1975). See Rupert 1999 for discussion.) However, she takes propositional
representations to have variant aspects and invariant aspects, aspects that do or do
not vary, respectively, between different representations in the same system. For
example, a beaver tail splash is a representation with a propositional form, representing the propositional content there is danger at location l and time t, for some
l and t. The representation is part of a system of representations, a system of
possible tail splashes, which have variant and invariant aspects, aspects that do
and do not vary, respectively, between different representations in the system.
The particular location and time can vary, so the aspects of the representation
corresponding to location and time are variant aspects, while the representation
of danger cannot vary and so it is an invariant aspect (e.g., beaver tail splashes
cannot represent the location of elephants, rather than danger). These variant and
invariant aspects play some of the same roles of subpropositional representations,
such as that of accounting for productivity. (See Martínez 2013 for discussion.)
So, for simplicity of exposition, I will take the term ‘representation’ to cover
these aspects.
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Intuitively, reliable misrepresentation is getting things wrong in
the same way all the time (Mendelovici 2013: 422). Reliable misrepresentations are not just wrong; they are systematically wrong. Unlike
hallucination and occasional misrepresentation, reliable misrepresentation is reliable; it involves misrepresenting in the same way all the
time. Unlike illusion, reliable misrepresentation is not compatible
with the overall veridicality of tokens of the representation in question; tokens of the representation in question are never veridical.
For example, suppose color anti-realism is true and nothing is
colored. Then, color experiences reliably misrepresent. They represent that certain objects have certain colors, are always nonveridical, and occur reliably in the same sets of circumstances (e.g., ripe
tomatoes tend to trigger representations of redness, a clear daytime
sky tends to trigger representations of blueness). Color experiences
get things wrong in the same way all the time. Similarly, suppose
moral anti-realism is true and nothing is right or wrong. Then, our
representations of rightness and wrongness reliably misrepresent.
They represent that certain acts are right or wrong, are always nonveridical, and occur reliably in the same sets of circumstances (e.g.,
murders tend to be represented as wrong).
While I think reliable misrepresentation is a natural phenomenon
whose precise boundaries we might only hope to discover by empirically investigating its similarities and differences to other nearby
phenomena, I will attempt to provide a more precise characterization of the phenomenon. Below is what a take to be an improvement
over my characterization in Mendelovici 2013, discussion of which is
relegated to a footnote.4
4
Mendelovici 2013b: 423 characterized reliable misrepresentation as follows:
An organism’s representation of type R reliably misrepresents some property P if
and only if

(RM1old) Some tokens of R are involved in attributive mental states that
represent objects as having property P,
(RM2old) Most or all of the relevant objects do not have P,
(RM3old) Tokens of R do or would nonveridically represent objects as having
P in the same types of circumstances on separate occasions.
The three clauses correspond to the three features of reliable misrepresentation: Representation, nonveridicality, and reliability. My proposed amended
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A representation R representing a property P reliably misrepresents for an organism O if and only if
(RM1) R represents P. (Representation)
(RM2) All of O’s propositional representations that use R to ascribe P to something are false. (Nonveridicality)
(RM3) Ascriptions of P using R reliably co-occur with the presence of some type of state of affairs. (Reliability)
In short, a mental representation reliably misrepresents for an organism just in case all its attributive uses in that organism are false and
occur in the same kinds of circumstances.
There are two points worth noting about this characterization:
First, a representation’s reliably misrepresenting for one organism is
compatible with the same representation not reliably misrepresenting for another organism. Suppose that color anti-realism is true and
there are no colored objects on Earth, but there are colored objects
on Colorful Earth, which is otherwise just like Earth. In this case,
characterization impoves upon this characterization as follows:
First, as Artiga 2013 rightly points out, (RM2old) is weaker than I intended,
since it allows the definition to include kinds of cases I do not want to call cases
of reliable misrepresentation. (This has also been suggested to me by FrédéricIsmaël Banville in conversation.) For example, suppose a representation R represents danger. Since, for many organisms, the cost of failing to flee when there
is danger is greater than the cost of fleeing when there is no danger, it would be
no surprise if such organisms would be set up so that most of R’s tokenings will
be false alarms. It might seem, then, that R would satisfy all the conditions for
reliable misrepresentation. To avoid this, as Artiga correctly suggests, ‘most or
all’ in (RM2old) should be changed to ‘all’ and calls the resulting notion that of
‘strong reliable misrepresentation.’ However, it is not clear to me that this case
would satisfy the original definition, since it is not clear that the false alarms
would occur reliably. Presumably all sorts of things could trigger the false alarms,
so tokens of R would not tend to occur in the same circumstances. However, to
avoid such worries, I have taken Artiga’s friendly amendment on board.
Second, (RM3old) can be misread as stating that R is nonveridical in the same
kinds of circumstances, rather than as stating that R occurs and is nonveridical in
the same kinds of circumstances. My new characterization rules out this potential
misreading.
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color representations reliably misrepresent for me, but not for my
Colorful Earth twin.5
Second, a representation R’s reliably misrepresenting is compatible with its occurrence in true propositional representations, so long
as these propositional representations do not ascribe the property R
represents to anything. For example, suppose again that color antirealism is true and our color representations reliably misrepresent.
Still, a thought that red is more similar to orange than it is to blue or
that a particular object is not red might be true.
In the color case, reliable misrepresentation is systematic in a way
that is not captured by my characterization: Not only does the representation of sky-blue misrepresent whenever it is used attributively, but so too do related representations of other colors. The whole
system of color representations reliably misrepresents. Whether we
want to build this into our characterization of reliable misrepresentation is an interesting question. I take reliable misrepresentation to be
a natural phenomenon, but it is unclear whether this kind of systematicity would be a feature of this phenomenon (one reason to think
it might be is that it distinguishes reliable misrepresentation from
certain kinds of illusions — see fn. 9). In any case, it seems that the
prime examples of reliable misrepresentation are systematic in this
way too.

1.3 Step One of the argument
We are now in a position to overview the argument from reliable
misrepresentation against tracking theories. Step One of the argument argues that tracking theories of mental representation cannot
allow for clean cases of reliable misrepresentation that are supposed
to get their contents from tracking.6
5

I am characterizing reliable misrepresentation as a feature of types of representations that they have relative to organisms that have their tokens. But we
might, instead, take reliable misrepresentation to be a feature of an organism’s set
of tokens of a representation or ability to token a representation.
6
Note that this allows that there can be clean cases of reliable misrepresentation of representations that are not supposed to get their contents from tracking,
e.g., representations that are supposed to get their content compositionally. I set
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Clean cases of reliable misrepresentation are cases of reliable misrepresentation that exhibit the likely features of reliable misrepresentation (Mendelovici 2013: 429). Since reliable misrepresentations are
reliable, they are likely to be useful for their bearers, stable across
generations, and such that they are tokened as a result of a robust
causal connection, so clean cases of reliable misrepresentation have
these features. However, this list of features is not meant to provide
a complete characterization of clean cases of reliable misrepresentation. In getting a clearer idea of the notion, it is helpful to keep
examples of putative clean cases in mind, such as that of perceptual color representations on the assumption of color anti-realism:
Perceptual color representations form a system of representations,
all of which misrepresent, occur reliably in the same circumstances
on multiple occasions, but are useful for their bearers, stable across
generations, and robustly causally connected to surface reflectance
profiles. There is nothing “fluky” or contrived about this case. As we
will soon see, it does not matter for the argument that the notion of
a clean case of reliable misrepresentation is fuzzy, since, as long as
there are cases of reliable misrepresentation that a tracking theory
inappropriately rules out, the theory is in trouble. So this understanding of clean cases of reliable misrepresentation will suffice for
present purposes.
While various tracking theories can allow for cases of reliable
misrepresentation, the kinds of cases they can allow for are unclean
in various ways. In the case of teleosemantics, reliable misrepresentation can occur in cases where our environment has changed from
that of our ancestors. Suppose that our ancestors had an internal
state, R, that co-occurred with the presence of items having property P and that this was helpful for our ancestors’ survival and reproduction, so R represents the presence of P. Suppose, further, that P
is part of a system of representations exhibiting variant and invariant
aspects, and r is an invariant aspect corresponding to the property P.
r would then represent P. But suppose now that our environment has
changed since the time of our ancestors and there no longer are any
aside such cases in what follows. Step One claims that some representations that
are supposed to get their contents from tracking are clean cases of reliable misrepresentation.
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Ps. Suppose also that r’s misrepresentation is reliable; representations
with aspect r occur regularly in some circumstances, say, in the presence of the property Q. We now have a case of reliable misrepresentation that is compatible with teleosemantics.
However, this setup tends to be unstable: selective pressure turns
this case of reliable misrepresentation into a case of reliable veridical representation in subsequent generations. Since mere reliability
tends to be useful for survival and reproduction (see Mendelovici
2013: 428-9), r’s co-occurring with P is likely to be helpful to our
survival and reproduction, and so, in subsequent generations, representations involving r will come to represent the instantiation of
Q , and r itself with come to represent Q. Which descendants will be
affected will depend on when selective pressure kicks in to preserve
or change the proper function of the consumers of representations
involving r, but as soon as such selection takes place, r comes to represent Q rather than P. The kind of reliable misrepresentation that
teleosemantics can allow is unstable, giving way to reliable veridical
representation in one’s descendants. Thus, although teleosemantics
can allow for reliable misrepresentation, it cannot allow for clean
cases of reliable misrepresentation. Similar kinds of arguments show
that other kinds of tracking theories cannot allow for clean cases of
reliable misrepresentation.7
7
An anonymous reviewer suggests another way in which teleosemantics can
allow for reliable misrepresentation. As noted above, it is possible for something
to perform its proper function in abnormal conditions, or “by accident.” This involves performing its proper function by doing something other than what its ancestors did that led to its being selected. To borrow an example from Millikan,
a chameleon’s pigment-changing mechanism might have the proper function of
altering the chameleon’s skin pattern to match what it sits on. A normal condition
for its proper functioning is that it in fact matches what it sits on. But a chameleon’s
pigment-changing mechanism might still perform its proper function without
matching what it sits on; it might cause the chameleon to stand in such stark contrast to its surroundings that a passerby feels sorry for it and moves it to a matching surface. The chameleon’s pigment-changing mechanism performed its proper
function, but not in the way that its ancestors did. It performed it “by accident.”

Similarly, a representation’s consumer can perform its proper function in abnormal conditions. If the environment changes such that normal conditions no
longer ever obtain but abnormal conditions do sometimes obtain, a representation’s consumer might continue to perform its proper function in these abnormal
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conditions. The suggestion is that the representation would then reliably misrepresent — all its instances would be false and occur in the same abnormal conditions. If there is no selective pressure against this setup, future generations might
also come to have the same representation that reliably misrepresents.
However, in order for this to be a case of reliable misrepresentation, the representation would have to occur in the same abnormal conditions on multiple occasions. While it is possible that it does, it seems more likely that the representation
would occur in all sorts of different conditions, and that, while sometimes its
consumers will “get lucky” and perform their proper functions “by accident,” in
most cases they will not perform their proper functions at all. Consider again
the lucky chameleon. Suppose the chameleon’s environment changes and all the
surfaces it can access are colors it cannot match. There are some surfaces it can
match, but it can only access them by being placed there by a human being. The
chameleon’s pigment-changing mechanism can still perform its proper function,
but only in abnormal conditions in which a human being feels pity for it and moves
it to a matching surface. But, unless there happen to be sympathetic bystanders
attending to it when required, its pigment-changing mechanism will sometimes
change colors and not perform its proper function at all.
In order for the anonymous reviewer’s case to be one of reliable misrepresentation, the representation in question will have to occur regularly in the abnormal
conditions. But then if it occurs regularly in the abnormal conditions, and if its
occurring regularly in these conditions helps its consumers perform their proper
functions, then it is likely that natural selection will favor preserving the consumers’ behaviors, and the abnormal conditions will become the normal conditions
for proper functioning in future generations. Since representations represent the
normal conditions for their consumers’ proper functioning, the representation
in future generations will no longer reliably misrepresent, but reliably veridically
represent these new normal conditions. In short, the setup would be unstable.
Returning to the case of the chameleons, suppose that in the new environment, there are in fact sympathetic bystanders constantly attending to the chameleons. The pigment-changing mechanism is now useful to chameleons because it
changes their skin to a pity-inducing color, which causes humans to move it to safety. But since the mechanism’s behavior is useful, it is likely that selective pressure
would help preserve it in future generations. As a result, the present generation’s
abnormal conditions for the proper functioning of the mechanism will become
some future generations’ normal conditions. The case is unstable.
Finally, even if the case of reliable misrepresentation were stable across generations, it would be unclean in other ways. For one, it requires consumers to perform their proper functions “by accident,” which is very unlike the prime example
of a clean case of reliable misrepresentation, that of the reliable misrepresentation
of colors.
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The tracking theory’s inability to allow for clean cases of reliable misrepresentation arises from the fact that tracking theories peg
veridicality to various kinds of nonsemantic success, kinds of success
distinct from veridicality. In the case of teleosemantics, a token representation is nonsemantically successful when it occurs in the same
conditions that our ancestors found themselves in when the representation was useful for survival and reproduction. This does not
mean that failure to be nonsemantically successful requires failure
of a representation’s consumers to perform their proper functions,
but rather that the normal conditions for performing their proper
functions do not obtain, so that if they do perform their proper functions, they do so “accidentally.” Unfortunately, for representations
that are supposed to get their contents directly from tracking, the
conditions in which a representation is nonsemantically successful
are of the same type as the conditions that fix the content of the
representation, so it is impossible to misrepresent in nonsemantically
successful conditions. This means that whenever misrepresentation
occurs, something nonsemantic has to have gone wrong. Representations are never just nonveridical; they are nonveridical and unsuccessful in some other way as well. The problem with clean cases
of reliable misrepresentation is that nothing nonsemantic has gone
wrong. Clean cases of reliable misrepresentation are useful, stable,
and the result of a robust causal relation. Apart from being false,
they are perfectly well-behaved. Since tracking theories require
misrepresentation to be accompanied by a nonsemantic defect, and
since clean cases of reliable misrepresentations are nonsemantically
successful, tracking theories cannot allow for clean cases of reliable
misrepresentation.8
Relatedly, we should accept that there are other cases of unclean reliable misrepresentation apart from those described. For example, suppose, for some fluky
reason, there is never nectar in a certain direction d of any bee hive. Then bee
dances “stating” that there is nectar in direction d will misrepresent. Suppose further that there is an environmental condition that reliably causes bees to dance
dances “stating” there is nectar in direction d. Then the bees’ representation of d
will reliably misrepresent, but this will not be a clean case of reliable misrepresentation.
8

Although Mendelovici 2013b does not argue that there are clean cases of
reliable misrepresentation, I make such arguments in Mendelovici 2013a, 2014,
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1.4 Step Two of the argument
Step Two of the argument argues that it is a problem for tracking theories that they cannot allow for clean cases of reliable misrepresentation. This is because a theory of mental representation should allow
for clean cases of reliable misrepresentation. Reliable misrepresentation is a kind of misrepresentation, just like hallucination, illusion,
and occasional misrepresentation. Just as it would be inappropriate
for a theory of mental representation to allow for only contrived
cases of these other kinds of misrepresentation, it would be inappropriate for such a theory to allow for only unclean cases of reliable
misrepresentation. In Mendelovici 2013b: 436, I claim that it is clear
from a pretheoretical perspective that a theory of mental representation should allow for clean cases of reliable misrepresentation, but I
also offer two further considerations that support the claim.

The psychological consideration
The first consideration is that allowing for clean cases of reliable misrepresentation offers us the resources needed to make good sense
of certain kinds of cases in which a representation helps us perform
various tasks involving the discrimination and re-identification of
objects, but is also involved in various mistaken inferences. For example, our representations of heaviness allow us to discriminate between objects of different weights and to re-identify objects based on
how heavy they feel. However, our representations of heaviness lead
to some mistaken inferences, such as that an object that is difficult
to lift on Earth will also be difficult to lift on the moon. An appealing explanation of this pattern of reactions and inferences is that our
perceptual representations of heaviness reliably misrepresent: they
represent an intrinsic property of objects but reliably track a relational property holding between objects and other objects. It is an
open empirical question whether this is the correct story of representations of heaviness; however, it is quite plausible that some repMS: ch. 2. Bourget and Mendelovici 2014 also considers the case for the existence
of clean cases of reliable misrepresentation and the problems they give rise to for
tracking representationalism.
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resentations might warrant such a treatment. This possibility should
not be foreclosed on the basis of a theory of mental representation.

The metaphysical consideration
The second consideration in favor of allowing for clean cases of reliable misrepresentation is that failure to do so leads to surprising and
unwarranted metaphysical conclusions, such as realism about various represented properties. The tracking theory licenses inferences
from the fact that we represent P in nonsemantically successful conditions to realism about P, where realism about P is the view that P is
instantiated. For example, if we represent colors in nonsemantically
successful conditions, then the tracking theory allows us to conclude
that color realism is true. In other words, the tracking theory entails the following conditional for any content P that we represent by
tracking:
(REAL) If P is represented in nonsemantically successful conditions, then realism about P is true.
(REAL) is a consequence of any theory of mental representation that
doesn’t allow for misrepresentation in nonsemantically successful
conditions. The problem is that (REAL) is false. Accepting it is incompatible with the normal ways in which we think we should settle
questions of realism. In cases where the existence or non-existence
of P is contingent, we normally think that in order to decide on realism about P, we should figure out what would count as an P and then
check the world for evidence of P. In cases in which the existence of
P is supposed to be necessary or a priori, different methods apply; for
instance, we might consider whether P plays certain theoretical roles
that cannot be played by anything else. But (REAL) allows us to bypass these usual methods. We can tell that the antecedent of (REAL)
is satisfied without figuring out what would count as P and checking
the world for signs of it, or employing other normal methods for
finding out about it. All we have to do is check ourselves for experiences of P and check to see if those experiences are nonsemantically
successful. But this makes establishing realism too easy.
One way to summarize the two considerations is this: Tracking theories inappropriately prejudge certain empirical questions,

70

Angela Mendelovici

questions concerning certain psychological and metaphysical facts.
This is inappropriate in part because, despite being touted as “naturalistic” and in line with scientific world views, tracking theories are
often established without investigating the psychological and metaphysical facts they prejudge.
Above, I noted that there is some fuzziness in the notion of a
clean case of reliable misrepresentation. But we can now see why
this does not affect the argument: The problem is not so much that
tracking theories cannot allow any instances of a general category of
misrepresentation, but that there are such instances that they do not
but should allow.

2 Response to objections
This section overviews and responds to various objections recently
made in Artiga 2013. Artiga mainly agrees with Step One of my argument.9 His disagreements are with Step Two.
9

Artiga presents the case of the Ebbinghaus illusion as an example of reliable misrepresentation that teleosemantics can account for, although he does not
claim this is a clean case of reliable misrepresentation, and so he does not take this
to challenge Step One of my argument. While I agree with Artiga that teleosemantics can account for this case, it is not clear to me that it is a case of reliable
misrepresentation at all. Artiga writes:
[I]n the best-known version of the Ebbinghaus illusion, two circles of identical size are placed near to each other and one is surrounded by large circles
while the other is surrounded by small circles; the first central circle then appears smaller than the second central circle. In this case, the selection and existence of a mechanism producing representations of size is explained by the
fact that most of the time it produces the right representations. Nevertheless,
there is a representation type R (the state that misrepresents the size of [the]
inner circle in the Ebbinghaus scenario) that reliably and systematically misrepresents a certain configuration. This state R, which reliably misrepresents
an inexistent size of certain circles, is a by-product of the representational
system that has earned its keep in evolution. This is a sort of case involving
strong reliable misrepresentation that can be perfectly accommodated within
teleosemantics. (2013: 270-1, footnote suppressed)
There are two ways of understanding what Artiga takes R to represent. On
one interpretation, R represents “the size of [the] inner circle,” (271) but on another interpretation, R represents “a certain configuration” (271). On the first
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reading, R is not a case of reliable misrepresentation, since many occurrences of
the representation of the particular size in question are veridical. For example, a
circle outside the context of an Ebbinghaus illusion might trigger a representation
of a circle as being that size. On the second interpretation, R is a representation
of the entire configuration of the inner and outer circles. Now, R should not be
a propositional representation to the effect that there is such-and-such arrangement of circles, since the characterization of reliable misrepresentation only applies to representations of properties. Instead, it should represent a property that
captures the arrangement of circles. For example, perhaps R represents a property attributed to space, that of containing such and such an arrangement of circles. Or
perhaps R represents a property attributed to sets of objects, that of being circles arranged in such and such way. Then, one might argue, R, which represents some such
property, misrepresents every time it is tokened in a particular individual and satisfies the other conditions on reliable misrepresentation. However, I don’t think
it’s clear that we have representations that represent such properties. While it is
plausible that the representational states we have while viewing the Ebbinghaus
illusion involve a representation representing the size of the inner circle, representations representing the size of the outer circles, and a representation that
there are such and such circles standing in such and such relations before us, it is
not clear that we also count as having a representation corresponding to the composite properties discussed above. This would require that the representations
representing the sizes of the inner circle and the outer circles come together in a
way that qualifies them as a further representation without thereby representing
an entire proposition. This would be analogous to a beaver’s tail splash representing danger at location l and time t involving a representation or aspect representing l
and t. It is an empirical question whether we have such a representation (or aspect
of a representation), but I am doubtful.
A better example of a persistent illusion that might be a case of reliable misrepresentation is the experience of the Penrose triangle, since in this case it is
more plausible that we have a single representation representing an (impossible)
shape property. However, this kind of case is very different from paradigm cases
of reliable misrepresentation, and might, at best, point to an inadequacy of the
characterization of reliable misrepresentation. In paradigm cases of reliable misrepresentation, such as the case of color, misrepresentation is not merely a special
case of a system of representations that might be otherwise generally veridical,
but is instead a feature of the core cases of the system of representations. Additionally, if reliable misrepresentation is to be contrasted with illusions, then
illusions should not generally qualify as cases of reliable misrepresentation.
A further condition that we might add to the characterization of reliable misrepresentation to rule out persistent illusions is the requirement that all representations of properties in a system of representations satisfy the first three conditions of reliable misrepresentation (see section 1.2). Alternatively, we could say
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That’s just what the theory says!
Artiga writes:
I agree [that the possibility of stable cases of reliable misrepresentation] is certainly ruled out by teleosemantics; according to the theory,
R represents Q iff Q causally explains the selection of the mechanism
producing R. However, that does not seem to be an unwelcome result,
but just a different way of stating the theory. If R represents whatever
feature explains its selection, it cannot happen that a feature explains
its selection and it is not represented by R. Why should that be a problem? (2013: 273)

I’m not sure if the teleosemanticist needs to say that represented
properties causally explain the selection of the mechanisms producing the representation in question, but I do agree that she is committed to represented properties playing some causal role in selecting
for a representation’s producing or consuming systems. I’m also not
sure that teleosemantics needs to be committed to providing necessary and sufficient conditions for mental representation, rather than
just sufficient conditions that apply to us. But these quibbles are inconsequential to Artiga’s point, which is just that the impossibility
of clean cases of reliable misrepresentation is part of what teleosemantics says. It’s not an objection to a theory that it says what it says.
Artiga also puts the point in a different way:
Every theory, teleosemantics a fortiori, is such that whatever meets
the sufficient conditions for being an F according to a theory is an F
according to the theory… In teleosemantics, those sufficient conditions involve a process of reliability and stability for a period sufficient
for selection of the sender-receiver configuration. Consequently, it is
that this is not a clean case of reliable misrepresentation, perhaps on the basis of
the fact that it is an isolated case of misrepresentation in an otherwise generally
veridical system.
In any case, it does not really matter if persistent illusions are clean cases of
reliable misrepresentation, since Artiga and I agree that, regardless of how they
are classified, they are cases that teleosemantics can accommodate, and also that
there are other cases that teleosemantics cannot accommodate. Our disagreement is over whether it is problematic that teleosemantics cannot accommodate
the latter cases, not over whether some other cases that it can accommodate
should be classified as the same type of case on some method of classification.
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certainly true that teleosemantics rules out a case in which Q is the
property that accounts for the selection of R and R does not represent
Q… (2013: 273)

Although Artiga does not put things in quite this way, one way to
understand his complaint is as being that the objectionable consequence of teleosemantics (its inability to allow for clean cases of reliable misrepresentation) is an immediate consequence of the theory,
and objecting to a theory on the basis of its immediate consequences
is question-begging, since it would not convince anyone who accepts
the theory.
It is true that the failure to allow for clean cases of reliable misrepresentation is a consequence of teleosemantics. It is also true that
it is possible to reformulate teleosemantics and the conditions in
which the relevant kinds of clean cases of reliable misrepresentation
occur such that this consequence can be recognized fairly immediately. Perhaps, on some ways of understanding teleosemantics and on
some ways of understanding the allegedly problematic consequence,
teleosemantics and the problematic consequence are equivalent.
However, this is neither here nor there. A consequence of a theory
is a consequence of a theory, no matter how immediate or how obvious it is on various formulations of the theory and the consequence.
The question that should concern us is whether the consequence is
acceptable. In Step Two of my argument, I offer specific reasons for
thinking that the consequence is unacceptable. One reason is that
it precludes certain kinds of explanations of certain patterns of reactions and inferences. Another reason is that it warrants certain
inappropriate metaphysical conclusions. Another, fairly flat-footed,
but I think compelling, reason is that reliable misrepresentation is
a type of misrepresentation, just like occasional misrepresentation,
hallucination, and illusion, and insofar as a theory should allow for
uncontrived cases of any kind of misrepresentation, it should allow
for clean cases of reliable misrepresentation. The mere fact that some
claim is a consequence, or even a direct consequence, of a theory
does not make it immune from criticism.
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Objection to the psychological consideration
Artiga (2013: 274, fn. 5) addresses the psychological reason for allowing for clean cases of reliable misrepresentation. The claim from
Mendelovici 2013b under dispute is that reliable misrepresentation
might be the best explanation of certain patterns of reactions and
inferences, so we should not rule out the possibility of this sort of
explanation on the basis of a metaphysical theory of mental representation. Artiga objects that, since certain (unclean) cases of reliable
misrepresentation are allowed by teleosemantics, this form of explanation is not in fact ruled out.
All this is true. However, the relevant kind of explanation is only
allowed in cases involving instability, that is, cases in which the relevant patterns do not persist over enough generations for there to be
the kind of selective pressure that could confer a change in content
to the representation in question. In stable cases, cases in which the
relevant patterns persist over generations in the relevant way, the
patterns cannot be explained in the way I describe. Since the reasons
for wanting to allow for the kinds of explanations I describe have
nothing to do with instability, it is inappropriate to restrict their application to unstable cases.

The allegedly inappropriate metaphysical consequences are
just fine if we assume teleosemantics
Artiga takes issue with the metaphysical consideration in favor of allowing for reliable misrepresentation. Recall that my worry is that
tracking theories entail (REAL).
(REAL) P is represented in nonsemantically successful conditions, then realism about P is true.
The problem is that (REAL) licenses inappropriate inferences from
claims that we represent P in nonsemantically successful conditions
to realism about P, which is in tension with how we generally think
we can and cannot settle questions of realism.
Artiga agrees that the tracking theory licenses such inferences,
but disagrees that this is a problem if we assume teleosemantics.
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In teleosemantics ‘P is represented in non-semantically successful conditions’ should be spell[ed] out as the claim that P was the property that
accounted for the selection of the sender-receiver system. Hence, the
problem should be cashed out as follows: if teleosemantics is right and
P is the property that accounts for the existence and selection for the
system, then one is committed to the (past) existence of P. Again, this
conditional seems true, but also entirely plausible. If a property P accounted for the existence of the representational system, P must have
been instantiated somewhere. (2013: 275, footnote suppressed)

Artiga offers further reasons for thinking that it is okay to assume
that represented properties were instantiated, which I will turn to
shortly. But let us consider this argument first. Artiga is claiming
that, from the perspective of the teleosemanticist, the allegedly unwarranted inference that is licensed by the tracking theory is in fact
entirely warranted. This is because the teleosemanticist understands
the antecedent of (REAL) as equivalent to ‘P was the property that
accounted for the selection of my sender-receiver system,’ which
makes (REAL) equivalent to (REAL´).10
(REAL´) If P was the property that accounted for the selection
of my sender-receiver system, then realism about P is true.11
While (REAL) seems to be in tension with our ordinary ways of
finding out whether realism is true, (REAL´) does not. However,
this does nothing to show that (REAL) is unproblematic. This is because (REAL´) does not have the objectionable features of (REAL);
it does not commit itself to a questionable connection between what
10

The teleosemanticist has room to deny that ‘P is represented in non-semantically successful conditions’ is equivalent to ‘P was the property that accounted
for the selection of the sender-receiver system’ if she claims to only provide sufficient conditions for mental representation and not necessary conditions or if she
weakens the modal strength of her theory, but I set this aside for now and assume
that the teleosemanticist accepts this equivalence.
11

For present purposes, we can assume that the past existence of P is sufficient for realism about P. However, if the antecedent of (REAL´) is suitably cashed
out so as to fully capture the commitments of the antecedents of (REAL´) assuming teleosemantics, it would also state or entail that my sender-receiver system is
stable in the relevant way and that I have tokens of the internal states tracking P.
This would entail the present instantiation of P.
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we represent in nonsemantically successful conditions and realism.
The situation is analogous to the following: Suppose the I’m Psychic Theory claims that I imagine something iff it’s true. This theory
entails (PSYCH):
(PSYCH) If I imagine that P, then P.
One might object to (PSYCH) in various ways; for one, it is incompatible with how we normally think we can come to know about
future events. Normally, we predict the future on the basis of present events and theories about what kinds of events they might give
rise to. But (PSYCH) allows me to bypass such tedious methods and
predict the future solely based on what I imagine, which may have no
causal connection to the alleged future events I predict. According
to the I’m Psychic Theory, however, I imagine something iff it’s true.
So ‘I imagine that P’ is equivalent to ‘P,’ and (PSYCH) is equivalent
to (PSYCH´):
(PSYCH´) If P, then P.
(PSYCH´) is clearly true and has no objectionable epistemological
consequences. But this does nothing to show that (PSYCH) is true
and similarly unobjectionable. (REAL) and (PSYCH) serve as bridge
premises linking claims about representation and imagination, on
the one hand, and claims about realism and truth, on the other. But
(REAL´) and (PSYCH´) are not bridge premises; they operate only on
one side of the relevant chasm, the realism/truth side. So, (REAL´)
and (PSYCH´) do not have the objectionable features of (REAL) and
(PSYCH). We can see this clearly by noting that (REAL´) makes no
mention of mental representation and (PSYCH´) makes no mention
of imagination.

Innately represented properties must have been instantiated in the past
In his paper, Artiga argues that the following principle is true:
(PAST) If a property P is innately represented, P was instantiated
in the past.
The argument for (PAST) proceeds by attempting to show that
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(PAST) receives widespread and legitimate endorsement by scientists and philosophers. If it is unobjectionable to assume (PAST), this
might motivate the claim that (REAL) is unobjectionable independently of Artiga’s previous argument. The problem, however, is that
there is little reason to think that (PAST) receives widespread and
legitimate endorsement.
As an example of the endorsement of (PAST) in philosophy, Artiga cites an objection to Fodor’s (1975) concept nativism:
Some people have suggested that human concepts like carburetor or
television cannot be innate because if they were, we would have to accept that there were carburetors and televisions at the time our ancestors evolved (Sterelny 1989; Prinz 2002: 229). (2013: 275)

However, this is not in fact the argument that Sterelny and Prinz
make. They argue that concepts like carburetor are not innate as
follows: Innate representations have to be selected for. In order for
a representation to be selected for, it has to have been useful to our
ancestors. But concepts like carburetor would not have been useful
to our ancestors. So, they could not have been selected for. So, they
are not innate.12 Sterelny and Prinz’s line of argument does not assume (PAST).
Sterelny and Prinz’s argument is more compelling than Artiga’s
suggested reconstrual. The problem with thinking that carburetor
was selected for is not that there were no carburetors in our ancestors’ environment, but that the concept carburetor would have
been useless for our ancestors. Now, perhaps part of the reason why
the concept would have been useless for our ancestors is that there
were no carburetors, but this is neither here nor there. The concept
could have been useless even if there were carburetors (indeed, it is
arguably useless to many people who have it today), and the concept
12
Prinz writes: “If prevailing theories of evolution are true, innate representational resources must be either selected for or generated as an accidental
by-product of things that were selected for. A concept like spatula could not have
been selected for, because it would have conferred no survival advantage in the
environments in which humans evolved.” (2002: 229)

Similarly, Sterelny writes: “innate concepts require a selective explanation;
an explanation showing that very concept conferred a reproductive advantage on
our ancestors.” (1989: 123, emphasis in original)
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could have been useful even if there were no carburetors (Mendelovici 2013b offers examples of such cases). Usefulness and accuracy
can come apart, and it’s usefulness that matters for selection, not
accuracy (except insofar as accuracy confers usefulness).
As an example of the endorsement of (PAST) in science, Artiga
presents the debate over the innateness of a fear of spiders. A consideration against the claim that a fear of spiders is innate is that only
a small percentage of spiders are poisonous, and so a fear of spiders
would not confer a significant selective advantage and would not
have been selected for. Thus, it is not innate. Artiga takes this line
of argument to assume (PAST). But it clearly does not for the same
reason that Sterelny and Prinz’s arguments do not assume (PAST).
What is required for a fear of spiders to be selected for is that it is
useful to our ancestors, not that it represents accurately. A representation’s usefulness and accuracy can come apart, allowing for useful
inaccurate representations and accurate useless representations.
In summary, Artiga’s arguments for the claim that (PAST) receives widespread and legitimate endorsement among philosophers
and scientists are unsuccessful. As I’ve argued, considered endorsement of (PAST) is neither widespread nor legitimate.13

We don’t know what we represent through introspection
In Mendelovici 2013b, I provide a specific example of the kind of
argument (REAL) licenses:
(P1) I represent redness. (Introspective observation)

13

Although Artiga’s paper suggests that the principle he aims to defend is
(PAST), in conversation, he has suggested a weaker principle:
(PAST-weak) If a property P is innately represented, P is likely to have been
instantiated in the past.
The claim that (PAST-weak) receives legitimate and widespread endorsement
is more plausible. However, this wouldn’t help the teleosemanticist, since (PASTweak) is too weak to legitimize (REAL). (REAL) does not claim that realism
about properties represented in nonsemantically successful conditions is likely to
be true, but rather that realism about such properties is true.
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(P2) My representations of redness occur in nonsemantically successful conditions. (Uncontroversial empirical assumption)
(REAL) If P is represented in nonsemantically successful conditions, then realism about P is true. (From a tracking theory)
(C) Therefore, realism about redness is true.
Importantly, both (P1) and (P2) can be known without examining
the world for traces of redness. (P1) can be known through introspection, and (P2) can be known through examination of the usefulness, stability, and robustness of our representation. We can assume
that the tracking theorist accepts that we can also know that a tracking theory is true, and hence that (REAL) is true, without examining the world for redness.14 The worry, then, is this: The tracking
theory allows us to move from an introspective observation and an
uncontroversial empirical claim to realism about redness, without
even requiring us to examine the world for redness. This is incompatible with our ordinary ways of settling questions of realism.
Artiga agrees that teleosemantics allows one to move from (P1)
and (P2) to (C), but maintains that this is unobjectionable. He suggests that I think that (P1) and (P2) are a priori and that this is precisely what bothers me.15 But this is not what I think and this is not
14
David Bourget has suggested to me that the tracking theorist could respond
that we are not in a position to know that (REAL) is true without first determining that realism about properties represented in nonsemantically successful
conditions is true. If this is right, then it is not problematic that (REAL) licenses
a move from (P1), (P2) to (C), since properly justifying (REAL) requires already
knowing the truth of (C). This is an interesting line of response on behalf of the
tracking theorist, though, as Bourget points out, it comes with the unfortunate
consequence that tracking theories have been accepted on inadequate evidence
all along. In order to properly justify a tracking theory, it is not enough to show
that it adequately accounts for cases of beavers, frogs, magnetotactic bacteria, and
even some cases of beliefs and desires; the tracking theorist must also argue for
realism about colors and other represented properties.
15

Artiga writes: “Since P1 and P2 seem to be a priori and C is clearly a posteriori, if we accept that P1-[(REAL)] entail C, we will be entitled to conclude
a substantive and a posteriori claim about the world (color realism) from certain
a priori claims and teleosemantics. I think this is precisely what worries Mendelovici…” (2013: 277)
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what bothers me. Nowhere do I say that (P1) or (P2) are a priori.16
(P1) is a posteriori because it is known through experience, even
though the relevant experience is introspection.17 (P2) is a posteriori because it is also known through experience; the fact that it is
uncontroversial does not make it a priori. The problem is not that a
posteriori conclusions can be drawn from a priori premises, but that
questions of realism can be settled on the basis of a theory of mental
representation and a posteriori but fairly innocuous and easily justified claims like (P1) and (P2).
Nevertheless, Artiga’s response to his apparent misconstrual of
my argument can also be offered as a response to the argument I
actually make. His response is that once we appreciate the kind of
empirical examination required to establish (P1) and (P2), it should
not be surprising or objectionable that a theory of mental representation allows us to conclude from them that color realism is true:
Teleosemantics is an externalist theory about content, so P1 and P2
are a posteriori claims through and through. What kind of property
I am representing with a red experience and what kind of situations
16

Mendelovici 2013b writes: “The trouble is not that tracking theories allow
us to infer a posteriori truths from a priori truths, but rather that they allow us to
make inferences that it seems we should not be able to make, whether or not any
of the premises we use are a posteriori.” (440)
Artiga acknowledges that I deny that my worry concerns moving from a priori premises to a posteriori conclusions, but interprets the following passage from
my paper as nonetheless supporting his interpretation: “But if tracking theories
are correct, then in order to establish realism about represented property P, we
needn’t check the world for evidence of instances of P. We can instead check
ourselves for nonsemantically successful instances of the representation of P.”
(Mendelovici 2013b: 437-8) It might sound like my claim that, on the tracking
theory, “we needn’t check the world for evidence of instances of P” in order to
draw realist conclusions about P means that the tracking theory allows us to draw
realist conclusions about P without checking the world at all, i.e., a priori. But
being able to draw realist conclusions about P without checking the world for P is
compatible with having to check the world for something in order to draw realist
conclusions about P. What we have to check the world for is the truth of (P1) and
(P2), which, as I claim in my paper, does not require checking the world for P.
17
Like Millikan, Artiga takes introspective knowledge of our own mental
states to count as a priori, so Artiga’s disagreement with me over whether such
introspective knowledge is a priori is likely merely terminological.

Clean Cases of Reliable Misrepresentation

81

are nonsemantically successful conditions (i.e. what sort of situations
accounted for the selection of the mechanism) are hard empirical questions that should be resolved by science. Consequently, even if teleosemantics is right, a considerable amount of empirical knowledge must
be gathered before anything like C can be established. (2013: 278)

In order for this kind of response to successfully respond to the argument I actually made, it should show that establishing the conjunction of (P1) and (P2) requires establishing that color properties are
instantiated through normal, presumably empirical, methods. We
should be clear that everyone should grant that there are ways of
establishing (P1) and (P2) that would proceed via establishing that
color properties are instantiated — for instance, we could establish
that (P2) is true by establishing that in nonsemantically successful
conditions, color properties are instantiated and then establishing
that we find ourselves in such nonsemantically successful conditions.
But the question is not whether there are ways of establishing either (P1) or (P2) that proceed via first establishing color realism, but
rather whether there are ways of establishing (P1) and (P2) that do
not require first establishing color realism. I claimed that there are.
Let us consider both premises separately to see if there is reason
to think that establishing either premise requires establishing color
realism. For teleosemantics, a representation’s nonsemantically successful conditions are what we might call its design conditions, the type
of conditions in which the representation’s occurrence in our ancestors helped them survive and reproduce. Now, one way of establishing that we represent colors in design conditions is by first finding
out precisely what the relevant design conditions are and then establishing that we represent colors in those conditions. This way of establishing (P2) would indeed involve establishing color realism prior
to accepting (P2), since design conditions would have to involve the
instantiation of color properties. (This is the way Artiga seems to
have in mind when he says in the above quotation that “what kind of
situations are nonsemantically successful conditions (i.e. what sort
of situations accounted for the selection of the mechanism)” is an
empirical question to be settled by science.) However, another way
of establishing that we represent colors in design conditions is by
first establishing that representing colors aids us in our survival and
reproduction in reliable and systematic ways and then inferring from
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this that being in the same kinds of states helped our ancestors in
the same ways. Unlike the way Artiga seems to have in mind, this
perfectly good way of establishing (P2) does not require that we first
establish color realism.
Let us now turn to (P1). Does establishing (P1) require first establishing that color realism is true? There are several ways of establishing what we represent without first having to establish that
what we represent is true, exists, or is instantiated. Perhaps the most
obvious way comes from introspection: In some cases, introspection
affords us access to the contents of our representational states; it tells
us which contents we represent. The case of conscious representational states, such as conscious thoughts or perceptual experiences
representing redness, seem to be good candidates for states that allow for this kind of introspective access. It is important to note that
none of this requires that introspection can reveal the content of all
mental representations (perhaps we have non-conscious representations that are introspectively inaccessible), or that introspection is an
infallible guide to content. All that is required is that, in some cases,
introspection provides us fairly good evidence that we represent certain contents. Assuming the case of color representation is one of
those cases, then this is enough to establish (P1), the claim that we
represent colors.18
Artiga (and Millikan) reject the claim that introspection provides
special access to representational states, so they would not accept
this way of establishing (P1).19 I think this position is overly skeptical
18
This also does not require that introspection can reveal the metaphysical nature of mental representational states or their contents. See Mendelovici
forthcoming and Mendelovici MS: ch. 1, where I argue that introspection can at
least sometimes tell us which contents we represent without revealing to us their
metaphysical nature (e.g., whether they are sets of possible worlds or structured
propositions) or the metaphysical nature of mental representation in general (e.g.,
whether it is a tracking relation, a relation to abstract entities, a relation to sense
data, or a non-relational state of subjects).
19

As an anonymous reviewer has pointed out, a central part of Millikan’s view
is the denial of what she calls “meaning rationalism,” which includes the view that
introspection and intuition provide insight into the contents of our representational states (see especially Millikan 1984: 91-2 and 326-7). However, meaning
rationalism involves a commitment to the infallibility of introspection, which I do
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about introspection. That I represent colors is immediately obvious
to me. I need not consider my dispositions to make inferences or
behave, or my social or physical environment in order to know that
I represent colors. That we represent colors is a datum, one that a
theory of mental representation has to explain. Further, one might
argue, it is through introspection that we get a grip on mental representation in the first place, and this way of getting a grip on mental
representation automatically affords us some pre-theoretic access to
mental representational states. But this is not the place to argue for
these claims.20 Instead, let me turn to another way in which we can
find out about the contents of our representational states without
introspecting upon them: by observing their psychological roles.21
not need in order to make my argument.
Millikan’s own view of self-knowledge is, roughly, that knowledge of what our
concepts represent is a matter of our (fallible) abilities to tell that two thoughts
represent the same content (Millikan 2000: chs. 10 and 13). “Knowing what I am
thinking of is being capable of coidentifying … various of my thoughts with other
thoughts of the same. It is being able to distinguish thinking of a thing again from
thinking of a different thing.” (Millikan 2000: 184) (See also Shea 2002 for an
overview.) Millikan does claim that this picture is only “[t]he closest thing that
actually makes some sense … to the yearned-for ideal of comparison of a thought
with its object bare within thought itself” (2000: 184), but it is not clear that it
comes close at all, since it only seems to deliver knowledge that two concepts
represent the same unknown thing, and knowing that two concepts represent
the same content does not help you know what that content is if you have no prior
access to either thought’s content. The kind of knowledge we obtain is analogous
to the knowledge we obtain by learning that two words whose meaning we do
not know are synonymous.
20

See Mendelovici 2010: ch. 2, MS: ch. 1, and Kriegel 2011: ch. 1.

21
Artiga’s rejection of introspection involves conceding that externalist
views like teleosemantics are in tension with introspective self-knowledge. He
suggests that this tension shows there is nothing new about my argument, since
we already knew that externalist theories like teleosemantics are in tension with
introspective self-knowledge (2013: 278). Of course, that externalism is incompatible with introspective self-knowledge is not what my argument intends to
show. My argument assumes a premise that is accepted by most participants on
the debates concerning introspective self-knowledge, which is that there is such
a thing as introspective self-knowledge, and attempts to show that together with
other assumptions, this gives rise to consequences concerning color realism and
other forms of realism. My overall argument is meant to show that clean cases
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Mental representational states play certain psychological roles,
including roles in inference, behavior, and the formation of higherorder thoughts about them. For example, from representing that
some object has a particular color, we are likely to represent that it
doesn’t have certain other colors, that it is a visible object, and that it
is similar to or different from other objects. We might utter certain
words, like ‘This is red,’ or approach or avoid it. We might form a
higher-order thought with the content I am thinking about a red tomato.
From these and other similar facts, we can home in on the content of
color representations without requiring us to know whether colors
are in fact instantiated. Again, this method does not need to be foolproof in order to provide sufficient evidence for (P1).22
of reliable misrepresentation are incompatible with tracking theories of mental
representation and that this is a problem for them. So, my argument does not boil
down to pointing out the tension between externalism and introspective selfknowledge. More generally, when one responds to an argument by biting a bullet,
one cannot conclude that the aim of the argument was to establish the bullet.
Artiga also suggests that if the worry boils down to a worry about the compatibility of tracking theories with introspective self-knowledge, then it is a problem for any externalist theory, not just teleosemantics or tracking theories more
generally, so “a defense will have to come from externalism, rather than from
teleosemantics.” (2013: 278) Of course, a problem for everyone is not a problem
for no one, so, to the extent to which accommodating introspective self-knowledge is a problem for externalism, it is a problem for tracking theories, including
teleosemantics. In any case, tracking theories are the main contenders for externalist theories of meaning, so even if my argument did boil down to pointing out
the tension between externalism and self-knowledge, and even if a problem for
all versions of a theory is not a problem for any specific version of that theory,
the worry would still be a fair one to raise against my target, which is tracking
theories in general.
22

One might object that knowing that we make inferences with a certain
content or have higher-order thoughts requires introspection of that content, so
although this method allows us to avoid introspection upon the representational
states we want to know about, it does not avoid introspection entirely. I agree
that the most natural ways of finding out whether you are making a particular
inference is to introspect, and the most natural way of finding out whether someone else is making an inference with a particular content is to ask them whether
they are, which will prompt them to introspect and then report on what they
find. This dependence on introspection of the most natural way of finding out
about what inferences we make illustrates the far-reaching consequences of re-
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More generally, the tracking theorist should accept that there is
a theory-independent way of finding out what we represent, a way
that doesn’t require first finding out what we track on their favored
tracking theory. As long as this way does not require establishing
realism about represented properties, we have a way of establishing
(P1) independent of establishing realism about redness, and we have
an argument for color realism that bypasses the normal ways of finding out whether realism is true. I will return to this point shortly.

We don’t know through introspection that we represent
Artiga argues that the rejection of color realism is compatible with
teleosemantics and the validity of the argument from (P1), (P2), and
(REAL) to (C):
[I]f we assume teleosemantics and grant everything I accepted in this
paper (including the inference from P1-[(REAL)] to C), is teleosemantics still compatible with color eliminativism? It clearly is. If science discovers that there is nothing our color experiences have been tracking,
then teleosemantics has to say that the mechanism that produces our
color experiences is not a representational mechanism. That is, it is possible that color experiences are not representational states. (2013: 278)

The suggestion is that we could discover that our color experiences don’t bear the relevant tracking relation to anything at all, and
so, we could discover that we don’t represent colors after all. (P1)
would then be false, which would block the argument to color realism (which would also be false) in a way that is fully compatible with
teleosemantics.
However, the same considerations that support the claim that
color representations represent colors also support the weaker claim
that they represent something. We can know from introspection that
our representations of redness are not empty, that they in fact have
contents. It is introspectively obvious that we think something when
we think about colors. (This is something that Artiga and Millikan
jecting introspection. But presumably the skeptic about introspection will allow
that there are other ways of finding out about what inferences we make, perhaps
through our behaviors. Something similar can be said for how we know about our
higher-order states.
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would deny. But surely the psychological role of color representations or other considerations that do not require realism about colors
can help establish that color representations represent something.)
Incidentally, the suggestion that our (pseudo-)representations
do not represent anything at all has unwanted consequences for the
tracking theorist. While it allows her to deny color realism, it does
so at the cost of making color anti-realism unthinkable if true. If
there are no colors, and if our color “concepts” (or whatever we use
to apparently think about colors) are supposed to get their content
through tracking, then we would have no concept of color, and the
thought color realism is false would not be thinkable.23 We would not
be able to represent to ourselves what it is that does not exist. Note
that we cannot deny the existence of colors by justing thinking to
ourselves that our “color” (pseudo-)representations fail to represent,
since there is nothing that makes them pertain to colors, so, again,
this thought will fail to tell us what it is that does not exist. One way
to see this is to note that the thought that our (pseudo-)representations fail to represent is fully compatible with the existence of colors.
Color anti-realism being unstatable if true is clearly absurd and a
high price to pay to block the argument from (P1), (P2), and (REAL)
to (C).24,25
23

The only way to avoid this consequence would to be to claim that color
(pseudo-)concepts are obtained not through tracking, but through composition of
other representations that do track something. But it does not seem that we represent colors through composition. In any case, we could run the same argument
with some other (pseudo-)concept that is supposed to get its content directly
from tracking.
24

An anonymous reviewer has suggested that empty (pseudo-)representations
might be cases of reliable misrepresentation, and so that taking color (pseudo-)
representations to be empty would be a way for teleosemantics to allow for the reliable misrepresentation of color. However, empty (pseudo-)representations are
not a kind of reliable misrepresentation, since reliable misrepresentation requires
representation (by (RM1)), and empty (pseudo-)representations do not represent.
Further, reliable misrepresentation requires falsity (by (RM2)), and empty (pseudo-)representations are arguably neither true nor false, since representing falsely
requires representing.
25
One might suggest that there is a difference between representing and
seeming to represent (see Millikan 1984: 326-7). Perhaps all we can conclude
from introspection and considerations of psychological role is that our color rep-
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Artiga’s suggestion that teleosemantics can allow us to discover
that we don’t represent colors comes dangerously close to the claim
that what we represent should be settled by theory, a claim that is
problematic regardless of what we think about introspective selfknowledge. While some cases of mental representation might have
to be settled by theory, many cases are such that we have some kind
of theory-independent access to them. Tracking theories are theories
of mental representation, not just theories about certain kinds of tracking relations. This is why they are in competition with one another
and with other theories of mental representation. Tracking theories
aim at a certain target, mental representation, and attempt to account for it. While there are different ways of fixing reference on
our target, we need to have some sort of theory-independent grip on
it in order for the disagreement between different tracking theories,
and different theories of mental representation more generally, to be
a genuine disagreement.26 If we had no theory-independent grip on
mental representation, then teleosemantics and other kinds of tracking theories would not be in disagreement. They would each be theories of their favored kinds of tracking relations and nothing more.
They might disagree on which tracking relations are most important, or which are useful for certain purposes, but they needn’t be in
competition with one another. All the tracking relations they specify
could peacefully co-exist. Since tracking theorists seem to take their
resentations seem to represent colors. I’m not sure how to understand this claim
other than as the claim that we represent that we represent colors. But then this
suggestion faces the following dilemma: Either representing that we represent P
requires representing P or it does not. (Representing that we represent P will require representing P on views of higher-order states on which lower-order states
or their contents are embedded or otherwise involved in the higher-order states
(see, e.g., Burge 1988), but such views of higher-order states are not mandatory.)
If representing that we represent P requires representing P, then we can establish
(P1) from the fact that we represent that we represent colors. If it does not, then
this is presumably because the content representing P is not composed of other
contents. But then we can run an amended form of the argument from (P1), (P2),
and (REAL), to (C) where ‘redness’ is replaced with ‘representing redness’ and
‘colors’ is replaced with ‘the representing of colors.’ Since this response accepts
that we represent that we represent redness, it should accept that the new version
of (P1) is true.
26

See Mendelovici 2010: ch. 2 and Mendelovici MS: ch. 1 for discussion.
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theories to be in competition, they should accept that they have a
common target, which requires that there is a theory-independent
way of fixing on this target.
With our theory-independent grip on mental representation come
theory-independent ways of finding out what certain mental states
represent. These ways might be based on introspection, intuition, or
observations of inferences, brain states, or behaviors. Indeed, tracking theorists seem to accept that we have a theory-independent way
of finding out about mental contents. This is clear in their discussions of the disjunction problem. The disjunction problem arises when
a theory of mental representation incorrectly assigns disjunctive
contents (e.g., horse or skinny-cow-on-a-dark-night) to mental representations that don’t have disjunctive contents (e.g., horse) (see Fodor
1987: ch. 4). In order for the disjunction problem to actually be a
problem, we need a theory-independent way of knowing that the
content of the relevant mental representations is not in fact disjunctive. Otherwise, we could just accept that certain theories claim that
certain (or all) contents are disjunctive. That tracking theorists tend
not to bite the bullet on the disjunction problem shows that they accept that there are ways of finding out what a mental representation
represents independent of a theory of mental representation. Based
on discussions of the disjunction problem, these ways seem to be
largely based on intuition and introspection; it’s supposed to just be
obvious that horse doesn’t represent horse or skinny-cow-on-a-dark-night.
All this is relevant to the argument for realism in two ways. First,
this means that teleosemantics (or any theory of mental representation) is not free to dictate the contents of our mental states. We have
theory-independent ways of finding out what we represent. While
some cases of mental representation might have to be settled solely
based on our theory, in many cases, pre-theoretical considerations
constrain or completely inform us as to what is represented. In the
case of perceptual experiences of colors and thoughts about colors, it
is pre-theoretically clear that the relevant representations represent
something. Suggesting that a tracking theory could inform us that we
don’t represent anything is no more convincing than suggesting it
could inform us that horse represents horse or skinny-cow-on-a-darknight. Tracking theorists should not bite the bullet on such cases,
because biting these bullets is in tension with acknowledging that we
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have a theory-independent way of finding out what our mental representations represent, and denying that we have a theory-independent
way of finding out what our mental representations represent is in
tension with taking tracking theories of mental representation to actually be theories of mental representation.27
27

It is not clear that the kind of self-knowledge provided by Millikan’s theory
(see fn. 19) provides us the kind of theory-independent grip on mental representation required to adjudicate disagreements between different theories of mental
representation on independent grounds. Millikan’s theory of self-knowledge is a
theory of how we come to know that two representations track the same thing, so
it seems the insight it takes self-knowledge to provide ends up being insights onto
what is tracked. If it turned out that her method delivered results that were at
odds with her tracking theory, then presumably she would claim that her method
delivered a mistake; after all, this method aims to find out whether we track the
same thing on multiple occasions, so if its results come apart from what we in
fact do track, we can conclude that it has made a mistake. This means that her
method does not provide an independent means of validating the predictions of
her theory; we could never use it find out that her theory was false.
Pietroski 1992 provides an imaginary case aimed at testing Millikan’s teleosemantics on independent grounds: He asks us to imagine two species, kimus,
and their only predators, snorfs. Kimus were originally color-blind, but by random mutation, one kimu has a representation R that is tokened in the presence
of red light. In the morning, red light emanates from the top of a hill. Evolution
eventually selected kimus that were fond of red light and hence would climb the
hill every morning, thereby avoiding being eaten by snorfs, which happen to not
be able to climb hills. Pietroski claims that Millikan’s theory delivers the wrong
result in this case: Her account predicts that R represents the lack of snorfs, a
snorf-free zone, or something else to do with snorfs, but, he claims, whether R
is a representation of red light, redness, something nice, or something else, one
thing it certainly is not a representation of is anything to do with snorfs. In making this argument, Pietroski assumes that we have an independent way of knowing the contents of representational states (his favored way appeals to the role of
mental representation in psychological explanations). Millikan bites the bullet
on this objection, claiming that R does indeed represent something to do with
snorfs. But if Pietroski’s case does not count as evidence against teleosemantics
from independent considerations pertaining to the content of representational
states, it is not clear what does.
See also Mendelovici and Bourget 2014, which argues that a naturalistic approach to mental representation requires more than reducing mental representation to the physical; it also requires being compatible with the theory-independent empirical evidence concerning what a representation represents.
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Second, as long as the theory-independent ways of finding out
what a representation represents don’t require ascertaining that realism about a candidate represented property is true, tracking theories will license unacceptable arguments from premises like (P1) and
(P2) to (C). In other words, even if we don’t know (P1) through
introspection, as I claim we do, we will still be able to bypass the
standard considerations for ascertaining realism about a represented
property as long as we are able to establish (P1) without checking
the surfaces of objects. So, tracking theories license inappropriate
consequences even if we deny introspective self-knowledge. Denying
introspective self-knowledge is not enough to make moves licensed
by (REAL) palatable; one must also deny other theory-independent
ways of finding out what our mental representations represent. But
denying that we have theory-independent ways of finding out what
our mental representations represent is in tension with taking tracking theories to actually be theories of mental representation.

3 Conclusion
In this paper, I’ve overviewed, clarified, and improved various aspects of the argument from reliable misrepresentation against tracking theories. I’ve also presented and responded to certain objections
made in Artiga 2013. If my arguments are sound, the argument from
reliable misrepresentation escapes Artiga’s objections, and tracking
theories still need to allow for clean cases of reliable representation.
I will close by summarizing my complaint against tracking theories, and against teleosemantics in particular, in an intuitive way:
There could be cases in which we keep track of some worldly property, A (say, surface reflectance profiles), but we do this by representing “to ourselves” something else, B (say, primitive colors). Perhaps we need to keep track of A, but we do not need to know just
what property it is, so it does not matter whether it is A or B that
we represent. It might even be easier or more economical for us to
represent B rather than A, perhaps because A is highly complex, while
B is not. All this could be as it should be by any standard other than
veridicality: the setup could be useful for us and our ancestors, and
it could result is as strong a connection between our representations
and B as we please. It need not be an accident or a byproduct of some
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other of our useful features. Teleosemantics, and tracking theories
in general, inappropriately rule out this possibility on the basis of
theory alone. But it is a live empirical possibility, one that should be
left open by any theory, especially one claiming to be naturalistic.28
Angela Mendelovici
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Abstract
This paper is about a certain view of intentionality, a problem faced by
the view, and two ways in which, it has been proposed, the problem
might be solved. The view is that every intentional state has an intentional object. The problem is that the putative intentional objects of
some intentional states do not, or even cannot, exist. The two strategies to solve the problem and secure the view are those implemented
by Tim Crane in his article “Intentional Objects” (2001). In this paper
I argue that both Crane’s implementations and the strategies in general are unsuccessful. By way of (partial) overview, I also discuss other
ways in which the problem has been addressed.
Keywords
Intentional objects, intentionality, Tim Crane, entity, existence.

1 A view and a problem
For a mental state to be intentional is for it to be about, or directed
at, something. Thought, love, belief, desire, fear, doubt are types of
intentional states: because to think is essentially to think of something, to love is to love something or someone, to believe is to believe that such-and-such is the case, and so on. Providing one shares
this intuition, how should one cash it out conceptually? Here is a
straightforward way to do so. For every intentional state, there is
something which the state is about: its intentional object. The characteristic aboutness of intentional states is simply the capacity, on the
part of those states, to acquaint subjects (minds) with intentional
objects. Call this construal of intentionality the Straightforward View.
The view is certainly straightforward, but it need not be correct: as philosophers started to realise at least as far back as in the 4th
and 3rd century BC, there seem to be counterexamples to it. These
Disputatio, Vol. VIII, No. 42, May 2016
Received: 12/11/2015 Revised: 20/02/2016 Accepted: 19/04/2016

94

Nicola Spinelli

are mental states that are intuitively intentional (i.e., in some sense,
about something), but that, one may argue, falsify the claim that all
intentional states have an intentional object — that for every intentional state there is something which the state is about.
Take, for example, such states as my thinking of Santa Claus or
the Quinean round square cupola on Berkeley College. Intuitively,
there is a sense in which these states are about something. Thus, they
should count as intentional. According to the Straightforward View,
if they are intentional it is because there is something which they are
about — because they have an intentional object. Santa Claus and the
round square cupola on Berkeley College, however, respectively do
not and cannot exist. If that is so, one might ask, in what sense are
my thinking of Santa or the cupola about something? Should we not
say that, in fact, there is nothing which those states are about — that
they have no intentional object? If we should, then the Straightforward View — the most immediate way to make sense of our intuitions about intentionality — must be discarded.

2 Some options
There are many possible reactions to the problem. Of the philosophers who have concerned themselves with these matters, some have
attempted to save the Straightforward View, while others have taken
different courses. Which course is best to take — that is a hard nut
to crack. Some options, however, clearly will not do. Here is one.
Suppose you want to salvage the Straightforward View; a natural way
to do so would be simply to deny that mental states that (mis)behave
the way my thinking of Santa or the cupola do are intentional. This,
however, would hardly be satisfactory. For one thing, it seems that
thoughts about existents and thoughts about non-existents instantiate the same type of mental state, namely, thought. As such, they
should admit of a unitary account. However, if one takes thoughts
about existents to be intentional and thoughts about non-existents
not to be intentional, it is not clear that one is then in a position to
provide such a unitary account. The same is true of any type of intentional state. Secondly, there surely is some intuitive sense in which,
if I am thinking of Santa Claus, I am indeed thinking about something. It seems that an account of intentionality that flatly denied this
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would just be inadequate.
Here are two alternative and more promising approaches (as we
shall see, examples of both can be found in the literature). The first is
to admit that some intentional states have no intentional object. This
would mean abandoning the Straightforward View and its characteristic construal of intentionality and aboutness, perhaps in favour of a
construal in terms of propositional representation and conditions of
satisfaction. According to this account, which we may call the Propositional View, for a mental state to be intentional is just for it to propositionally represent the world as being a certain way. If, as is the case
with Santa Claus and the round square cupola on Berkeley College,
the propositional content of a mental state includes some non-referring terms, then that content is just false, and the state represents
the world wrongly. However, insofar as it does represent the world,
it counts as intentional. This preserves the aboutness, and thus the
intentionality, of the relevant states, while avoiding the problem of
their alleged intentional objects being non-existents. This is John
Searle’s view in Intentionality (Searle 1983: Ch. 1, esp. 11-13, 16-18).
One worry with the Propositional View is that it seems go hand
in hand with descriptivism about proper names, i.e., with the view
that for every proper name a there is a collection D of descriptions
that constitutes the meaning of a. Following powerful criticisms
(most famously Kripke 1980), descriptivism has fallen into disrepute. This may be taken to speak against the Propositional View of
intentionality. But critics of descriptivism need not be correct: the
view still has some stout endorsers (unsurprisingly, Searle is one of
them). Another (and perhaps more pressing) problem is that while
it is plausible that all intentional states rely on, or are made possible
by, a propositional representation of the world — i.e., on an intentional state that is propositional in nature — it is not obvious that
all intentional states are propositional in nature. Phobias (peculiar
kinds of fear) are a case in point. For example, plausibly you can only
have arachnophobia if you are able to entertain the thought that there
are spiders in the actual or even in some possible world; to such an
extent, arachnophobic intentional states rely on propositional states.
Yet, it is not obvious that the arachnophobics’ obsessive and irrational fear of spiders can be reduced to fear, say, that there may be
spiders in the room (or even in the actual or in some possible world),
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that spiders may harm them, and so forth. It is therefore not obvious
that arachnophobic intentional states are themselves propositional in
nature. If this line of thought is correct, then there may be counterexamples to the core claim of the Propositional View, i.e., to the
claim that a state’s intentionality just is its propositionally representing the world.
Some philosophers, however, do not wish to forsake the Straightforward View, and are thus unwilling to buy into the Propositional
View. These philosophers might hold their ground by claiming that
items such as Santa Claus and the round square cupola on Berkeley
College have, in fact, an existence of sorts, and that, in this sense,
they are not problematic for the Straightforward View. Let us call
this option Existence Defended View. This is, in fact, a family of accounts differing from one another on the basis of how they implement the central idea that seemingly non-existent intentional objects
nonetheless exist.
One way to implement the idea is to endorse Franz Brentano’s
early view (the one offered in Psychology from the Empirical Standpoint,
1874), according to which intentional objects, as such, exist mentally.1 Thus, even though Santa Claus himself does not exist, insofar as
I think of him he exists in my mind, and is therefore not problematic
for the Straightforward View. The mental existence of intentional
objects is called by Brentano ‘intentional inexistence.’ This terminology is traced back to the Scholastics by most commentators and
to Aristotle by Brentano himself (Brentano 2015: 93). Be that as it
may, talk of objects existing merely in the intending mind can undoubtedly be found at least as far back as in the early Stoics, Zeno and
Cleanthes (Caston 2001, 2007).
One difficulty with this approach is that, as one may argue, it is
phenomenologically inaccurate. This can best be seen in cases of existent intentional objects. Suppose, for example, that I am thinking
about my house. Then my house should be the intentional object of
my current mental state. On Brentano’s view, however, this cannot
be: since intentional objects as such are mental items, the intentional
object of my current mental state will be, at best, a mental proxy
for my house. And yet it seems that when I think of my house, I
1

Brentano came to repudiate this view later in his career.
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think of it, not of a mental proxy. This, notice, is not to say that no
intentional object is a mental item. For example, I might be thinking
about my belief that Santa Claus does not exist — and since beliefs
are mental items, that particular belief, i.e., the intentional object
of my thought, will be a mental item, too. However, it will not be a
mental item in virtue of its being an intentional object (as Brentano
instead would have it).
Alternatively, one might turn to the distinction, due to B. Russell, between being and existence (Russell 1996: 449-450). The
thought is that, in order to be an entity, something need not exist: it
might just have being. Thus, there will be a sense in which Santa and
the cupola, although they do not exist, are entities. And if there is a
sense in which they are entities, then there is a sense in which they
are not problematic for the Straightforward View. Indeed, the reason
why, for Russell, we should make the distinction in the first place is
that it is the only, or at least the best way of explaining the fact that
we can think about non-existents. One problem here is that the distinction between being and existence is rather obscure. Moreover,
if the distinction is admitted solely on the basis that it (supposedly)
makes non-existent intentional objects intelligible, arguably it will
be obscure and ad hoc.
Yet another way to implement the Existence Defended View is
to endorse some form of Meinongianism. Meinong’s own strategy in
Über Gegenstandstheorie (1904) was to distinguish between the Sein of
an object (its existence or subsistence) and its Sosein (its being determined in a certain way), and to claim that the two are independent.
The idea is then that Santa Claus, insofar as he is determined in a certain way (i.e., insofar as he has Sosein), can be the intentional object
of, e.g., my thinking of him — even though, on the other hand, he
has no Sein. Of course, one should then explain how it is that something can be determined in any way, and be thought about, and yet
not exist — which seems exactly the problem faced by the Straightforward View. I should mention that Meinongianism can take several
forms, the most interesting of which is perhaps Modal Meinongianism (see for example Priest 2005 and Berto 2013). Discussing new
forms of Meinongianism, however, would take me too far afield; so I
will leave those views to one side.
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3 One more option and two routes to secure it
There is, however, at least one more option for endorsers of the
Straightforward View. Let us assume, contra Russell’s 1903 position,
that to be an entity is just to exist in the actual world. Let us also
suppose, contra Brentano, that when — say — we think about something, the object of our thought does not, from the sheer fact that it
is what we are thinking about, exist in our minds; and that, as a consequence, intentional objects are not, as such, mental items (though
some may well be). In so doing, we assume that what we think about
when we think of Santa Claus 1) exists neither extra-mentally (which
is uncontroversial) nor mentally in the actual world, and 2) since it
does not exist in the actual world, it is not an entity in any sense. In
other words, we assume that what we think about when we think of
Santa Claus is, quite literally, nothing.
Notice now, and this is the core insight of the proposal, that the
fact that the objects of some intentional states do not exist — i.e., the
fact that they are not entities — is only a problem for the Straightforward View if it is required, for something to be an intentional object,
that it be an entity in the first place. That is, the Straightforward
View really has a problem with intentional objects that do not exist
only if the following claim:
(A) To be an intentional object is to be an entity
is true. What endorsers of the view should do, then, is to find a way
to reject A.
There are several strategies to achieve as much. For example, one
may identify A with what is often called the relational view of intentionality, according to which intentional states are “about” something
because they relate a subject (a mind) to an entity — the background
thought being that for a relation to obtain its relata must first exist
— and then attack such a view directly, perhaps on the ground that
the existence of the relata is not a necessary condition for a relation
to obtain. But one might also take different, indirect routes: strategies
that explore the implications of claim A and argue that, since these
implications are incorrect, claim A must be false. I am interested in
two of these. (In fact, I am not sure there are others in the literature.)
One, which I shall call Route 1, attacks A by appealing to the kinds to
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which, if A were true, intentional objects should belong. The idea is
that if intentional objects were entities, they should belong to certain
kinds; but — so the strategy goes — they do not belong to any of
those kinds; therefore, A is false and intentional objects, as such, are
not entities to begin with. The second strategy I am interested in,
Route 2, attempts to reject A by showing that the terms ‘object’ and
‘entity’ do not admit of (unrestricted) intersubstitution. But, so the
strategy goes, they would if A were true. Thus, A is false, and intentional objects, as such, are not entities in the first place.
Both strategies are implemented by Tim Crane in his 2001 article
“Intentional Objects” (henceforth, IO). In more recent works, e.g.
Crane 2012 and Crane 2013, Crane has put things differently and, I
think, more effectively. This is not surprising: as I shall argue, Route
1 and 2 are in general unsuccessful and had better be abandoned. In
order to show that that is the case, I will first attack Crane’s implementations, and then generalise my objections to the strategies as
such. Admittedly, the generalisation is fairly straightforward; however, it is an important step, because it makes the discussion relevant
not only to Crane’s work, but to the whole debate on intentional
objects.
But before I go on to discuss Route 1 and Route 2, I need to say
something more about claim A. It admits of two readings. On one
reading, to be an intentional object is just to be an entity. We may
call this the equivalence reading of A and formulate it as follows:
(A1) a is an intentional object ≡ a is an entity
where ‘≡’ stands for strict equivalence (or mutual entailment). On
the second reading, which we may call the entailment reading of A, to
be an intentional object is partly to be an entity:
(A2) a is an intentional object ⊨ a is an entity
where ‘⊨’ stands for entailment. It seems to me that the reading
relevant to our discussion is A2 rather than A1. The reason is that
A1 is unnecessarily strong: if it were true, then — say — this table’s being an entity would entail its being something someone is
thinking about (or imagining or what have you). Unless you are a
(Berkeleyan?) idealist, that will not do. But surely you can hold that
non-existent intentional objects are problematic for the Straightfor-
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ward View without being a (Berkeleyan?) idealist. It therefore makes
sense for us to work not with A, but with its left-to-right direction,
A2: the claim, if you like, that to be an entity is a necessary, but not
a sufficient condition for being an intentional object.

4 Route 1
As we have seen, it is crucial to Route 1 that one should argue against
A, or rather (for the above reasons) A2, by appealing to the kinds to
which intentional objects would have to belong if they were entities.
Let us therefore state:
(B) To be an intentional object is to be an entity of a certain kind.
The strategy is then as follows (I will state it in terms of A2, because
— recall — I have argued, and established, that it is the only reading
of A that can be sensibly used in this context): claim that A2 entails
B; notice that B is false; conclude, by modus tollens, that A2 is false,
too. Formally:
A2 ⊢ B ¬B
―—―
¬A2
That Crane has something like this in mind in IO is, I think, apparent. Here is how he states his strategy. There is, he says,
an assumption shared by both unacceptable positions [i.e., according to
my nomenclature, the Propositional View and the Existence Defended
View]: that to be an intentional object is to be a thing or an entity of a certain
kind. … The common assumption is that to be an intentional object is to
be an entity. This is what I shall deny. … What I am denying is that being
an intentional object as such is being an entity of any kind. (Crane 2001: 340)

Here, the claims that to be an intentional object is (partly) to be
an entity (A2) and that to be an intentional object is to be an entity
of a certain kind (B) are treated, if we take Crane literally, as at
least equivalent: they are both referred to as ‘the assumption’ shared
by the Propositional View and the Existence Defended View. What
Crane wants to do, however, is to deny that to be an intentional object is to be an entity — i.e., to deny A2 — by denying that being an
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intentional object is being an entity of any kind — i.e., by denying
B. If this is Crane’s strategy, then, it seems to me, there is no reason
why he should require that A2 and B be equivalent — which, notice,
is the only difference between Crane’s strategy and Route 1 as I have
characterised it. All he needs is an entailment from A2 to B. Thus,
Crane’s argument is really an implementation of Route 1.
B, however, admits of more than one reading. In fact, it admits of
four. It may be read as stating that to be an intentional object is just to
be an entity of a certain kind, or as stating that to be an intentional
object is partly to be an entity of a certain kind. Just as we did with
claim A, we may call these the equivalence and the entailment reading
of B, respectively. This distinction is cross-cut by a second distinction. B may be read as stating that to be an intentional object is to be
an entity of some kind or another (i.e., to be an entity such that there
is a kind to which it belongs), or as stating that to be an intentional
object is to be an entity of a speciic kind. Call these the general and
the speciic reading of B, respectively. We thus have the following
available options: equivalence-generic (B1), entailment-generic (B2),
equivalence-specific (B3), entailment-specific (B4).
The third and fourth readings require further elucidation: what
is the specific kind in question? Crane seems to assume as a general
principle that, as he puts it, “when something is a thing of a certain
kind, there are general conditions that it meets which make it a thing
of that kind” (Crane 2001: 341). I read this as a conditional: if something is a thing of a certain kind, then there are general conditions
that it meets that make it a thing of that kind. Now, the idea that the
intended conditions “make” an entity belong to a kind has a sufficiency-clause ring to it. However, judging from Crane’s subsequent examples — “It is a necessary condition of being a mental event that it
exhibits either consciousness or intentionality or both” — he rather
thinks of the conditions as necessary. Therefore:
(P) If an entity a belongs to a kind k, then it has certain features
K1, …, Kn such that, for any entity x, if x belongs to k, then x
has K1, …, Kn
Under the specific reading, then, B states that to be an intentional
object is to be an entity that belongs to the kind to which all intentional objects belong — call it κ; and thus, given (P), that to be an
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intentional object is to be an entity which has those features that any
entity must have if it is to belong to κ.
Let us therefore state the four readings of B as follows:
(B1) a is an intentional object ≡ a is an entity of some kind or
another;
(B2) a is an intentional object ⊨ a is an entity of some kind or
another;
(B3) a is an intentional object ≡ a is an entity of kind κ;
(B4) a is an intentional object ⊨ a is an entity of kind κ.
This yields four lines of argument through which Route 1 may be
implemented:
(1) A2 ⊨ B1; ¬B1; therefore, ¬A2.
(2) A2 ⊨ B2; ¬B2; therefore, ¬A2.
(3) A2 ⊨ B3; ¬B3; therefore, ¬A2.
(4) A2 ⊨ B4; ¬B4; therefore, ¬A2.
I will only focus on (2) and (4): as I will show, if these arguments
are unsound, then (1) and (3) are, too. On the other hand, it is not
entirely clear to me whether Crane has in mind the specific or the
generic reading of B — i.e., whether his own argument is (2) or (4).
As we shall see, there is some evidence that he has in mind the specific reading of B (i.e., B4), and therefore that his argument should
be read as (4). So I will begin with the latter, and then go on to discuss (2) as well.
Argument (4) has two premises. First, that the claim that to be
an intentional object is partly to be an entity entails the claim that to
be an intentional object is partly to be an entity of kind κ. Secondly,
that the claim that to be an intentional object is partly to be an entity
of kind κ is false. Consider the first premise. The idea is that, if being
an entity is a necessary condition for being an intentional object, on
the other hand what it is for an entity to be an intentional object is
to have some features that are necessary for its being an intentional
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object — for its belonging to kind κ. Now, and this is the evidence I
referred to above, Crane’s arguments in IO, as far as Route 1 is concerned, are all intended to secure the second premise of (4), namely,
claim ¬B4 (viz., the claim that it is not the case that to be an intentional object is to be an entity of kind κ). In particular, Crane seems
to argue, on the one hand, that we should only accept A2 if there are
features that an entity needs to have to be an intentional object, and
on the other hand that there are no such features. He writes:
When something is a thing of a certain kind, there are general conditions that it meets which make it a thing of that kind. … There is
no necessary condition which something must meet in order to be an
intentional object, in the sense of there being something substantial
that all intentional objects have in common … There is nothing entities have to be, in general and in themselves, in order to be intentional
objects. (Crane 2001: 341-342).

To be sure, all intentional objects are what some intentional state
is about — they are the objects of a subject’s thought (or desire or
what have you). In this sense, they all share a qualification of sorts.
However, and this is Crane’s point, being what some intentional state
is about is no feature of an entity (it is no condition that the entity itself
satisfies): it is not a feature of the pine tree I see every day through
my window that I am now thinking of it. This, one might point out,
should not be particularly surprising: for it is intuitively awkward to
say that “what some intentional state is about” denotes a kind. Again
Crane:
Of course, it is true that all intentional objects are the objects of intentional states … But this doesn’t mean that the nature of intentional
objects is to be the objects of intentional states, in the sense that the
nature of physical objects is to have a certain spatio-temporal location
and to have certain physical properties. … When a real thing is given
or presented to a subject, there is nothing about it, considered in itself,
which makes it the object of that subject’s thought (Crane 2001: 342).

If this is correct, then claim B4 is false: it is not the case that to be an
intentional object is to be an entity that meets necessary conditions
for being an intentional object (i.e., for belonging to kind κ) — because there are no such conditions. Once we secure ¬B4, we can
proceed to deny A2 as per argument (4).
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There are at least two problems with this argument — I will discuss them in Section 6. There is, however, an alternative argument
available to Crane, which turns on claim B2 (instead of B4): to be an
intentional object is to be an entity of some kind or another. This is
argument (2). The first premise is very plausible indeed. If to be an
intentional object is partly to be an entity, then to be an intentional
object is partly to be an entity that belongs to some kind or another:
how could this be false? The thought that there might be an entity
that does not belong to any kind seems sheer nonsense. The next
move is to attack B2. Take Santa Claus and the round square cupola
on Berkeley College: do they belong to any kind at all? As far as Santa
is concerned, it is plausible to say that, had he existed, he would have
belonged to some kind (e.g., he would have been human).
However, since Santa Claus does not exist, and thus (recall the assumptions made in Section 3) he is not an entity in any sense, it seems
that he does not belong to any kind at all: for it is only entities that
belong to kinds. Things are perhaps even more straightforward with
the round square cupola on Berkeley College: indeed, since it could
not even have existed, not only does it not, but it could not have belonged to any kind at all.2 If this is correct, then B2 is false: it is not
the case that to be an intentional object is to be an entity of some kind
or another, for there are some intentional objects that are of no kind,
and even some that could not have been of any kind. Once we secure
this, we can proceed to deny A2 as per argument (2).

5 Route 2
Route 2 attacks claim A, too, but does so in a different way. (Here
I will be speaking of A instead of A2 because, as we shall see in
2

A view that Crane has not abandoned: compare Crane 2013: 63. But also a
view that, it is worth mentioning, is not entirely unexceptionable. Alberto Voltolini, for example, argues, discussing Crane, that “there are intentionalia that fall
under a good category [i.e., a genuine kind] and yet do not exist” (Voltolini 2013:
402). If Voltolini’s claim can be made good, argument (2) is flawed. However,
since, as I believe and will show, argument (2) is flawed even if Voltolini is wrong,
I will follow Crane in taking non-existent intentional objects not to belong to any
kind, on the ground that it is only what exists that can, in principle, belong to
some kind.

What it is to be an Intentional Object

105

Section 7, my objection to Route 2 is that Crane’s argument, to be
presented in a moment, refutes A but not A2.) The problem is, again,
the relationship between being an intentional object and being an
entity. Crane believes he can show that claim A is false, and that
to be an intentional object is not to be an entity, as follows. Notice
that, in ordinary talk, we sometimes speak of objects and of things,
or entities, interchangeably. That is to say, in some and perhaps several contexts of ordinary language the term ‘object’ is synonymous
with the terms ‘thing’ and ‘entity’. For example, we speak of physical entities and physical objects alike, or of the thing, or the object,
on that table. In other contexts, however, as Crane points out, the
terms are definitely not synonymous. In such phrases as ‘object of
attention’ and ‘object of desire’ (mark that both attention and desire
are intentional states) we cannot substitute ‘object’ with ‘thing’ or
‘entity’. This, Crane argues, would not be the case if intentional objects were, as such, entities: claim A entails the claim that ‘object’
and ‘thing’, or ‘entity’, are always intersubstitutable. But this claim is
false. Therefore, again by modus tollens, the former claim, A, is false
as well. See Crane 2001: 340-341.

6 Route 1 blocked
First consider argument (4):
A2 ⊨ B4; ¬B4; therefore, ¬A2.
It is not clear to me that Crane is in a position to secure either premise.
Consider ¬B4: it is not the case that to be an intentional object
is (partly) to be an entity of kind κ (i.e., of the kind to which intentional objects as such belong). Crane’s argument for ¬B4, recall, is
as follows. By principle (P), if an entity belongs to kind κ it must
have certain features K1, …, Kn that are necessary for its belonging
to κ; but there are no such features; therefore, no entity belongs to
κ — in principle.3 But then it cannot be true that to be an intentional
object is (partly) to be an entity of kind κ: because if it were true,
then, since no entity can in principle belong to κ, there would be no
3

It also seems plausible to me that if there are no features that an entity must
meet in order to belong to κ, there is no kind κ. But that is beside the point.
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intentional objects. Hence, ¬B4.
It seems to me that the argument is valid. But is it sound? There
is room for doubt: because arguably there are features that an entity
must have if it is to be an intentional object. For example, it will
have to be self-identical. Thus, the second premise of the argument
— i.e., the claim that there are no features that an entity must have
if it is to be of kind κ — is false, the conclusion is unwarranted, and
¬B4 is not secured.
True, Crane might have a couple of ways out. First, to claim that
self-identity is a relation (of an entity with itself) rather than a feature. So it would be up to his opponent to come up with a genuine
feature that did the trick (no one springs to mind). Second, to reformulate (P) by imposing a relevancy clause, and understand K1, …, Kn
not simply as necessary conditions for x to belong to k (in our case,
to κ), but as relevant necessary conditions. This would rule out selfidentity and all the relations and features that are necessary for an
entity to belong to any kind whatever.
Has either defence any potential? I am not sure. What this discussion clearly shows, however, is that it is at least not obvious that
Crane is in a position to secure ¬B4, the second premise of argument (4). I will leave it at that, because, as I will argue presently,
Crane has even bigger fish to fry, and a pan not nearly large enough.
So I concede to Crane that the second premise of argument (4),
¬B4, is true. What about the first premise, A2 ⊨ B4? Contra Crane,
I wish to argue that there is no such entailment — or, at the very
least, that we have no reason to think there is. This is because A2 and
B4 differ in their truth-conditions. Specifically, B4 seems to require
more from the world (so to speak) than A2 does. The reason is that
B4 carries an explicit commitment to the existence of kind κ: for
B4 to be true, κ must exist. A2, on the other hand, carries no such
explicit commitment: it is compatible with the claim that κ (the kind
to which intentional objects as such belong) does not exist. True,
A2 might be implicitly committed to the existence of κ. On such a
view, the role of B4 in the argument would be to make the commitment explicit and thus available to Crane’s attack. But is A2 implicitly
committed to the existence of κ?
In order to decide the question, we need to know exactly what
κ is. And the burden is on Crane to tell us. Notice that κ cannot be
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any trivial kind, such as, for example, the all-encompassing kind of
the self-identical entities: because, recall the foregoing discussion,
the features that an entity must have in order to belong to κ must be
non-trivial (otherwise, premise ¬B4 is lost). The main point, however, is that Crane gives us no reason to take A2 to be even implicitly
committed to the existence of κ. To such an extent, he fails to show
that the truth-conditions of A2 are at least as demanding as those of
B4, and thus fails to secure the entailment from A2 to B4.4
Argument (4), then, falls short of securing ¬A2: its second premise is dubious, its first premise even more so.
Consider now argument (2). Here the first premise is true: if to
be an intentional object is (partly) to be an entity, then surely it is to
be an entity of some kind or another — as every entity must belong
to some kind. The problem is the second premise, B2. For, recall,
the reason why B2 is taken to be false is that some intentional objects
do not exist, and therefore may not belong to any kind. But to say
that some intentional objects do not exist is just to say that they are
not entities; that is, the reason why B2 is false is that A2 is false. But
that A2 is false is supposed to be the conclusion of the argument! If
we already know that ¬A2, then surely we need not work our way
through considerations about the kinds to which intentional objects
would belong if they were entities: for we already know that they are
not entities. In this sense, argument (2) effectively begs the question
as to whether to be an intentional object is (partly) to be an entity,
and thus collapses on whatever argument there is to attack A2 directly. Therefore, argument (2) is not a good way of defending the
Straightforward View, either.
I have been focusing on arguments (2) and (4), and left (1) and (3)
to one side. In Section 3 I gave the following reason for doing so: that,
due to the nature of my objections, if they apply to (2) and (4), then
they also apply to (1) and (3). I now wish to show that that is indeed
the case. Consider (1) and (2). The only difference between them is
that B1 occurs in (1) where B2 occurs in (2). Now, my objection to
4

Notice that if there were reasons to think that A2 is implicitly committed
to the existence of κ, then the role of B4 in the argument would be very minimal
indeed: it would, after all, only be a reformulation of A2. At that point, I doubt
that appealing to B4 would pay any substantial dividend.
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(2) turns on the fact that the only reason we seem to have to affirm
its second premise, namely, ¬B2, is to deny A2: since ¬A2 is supposed to be the conclusion of the whole argument, so the objection
goes, then the latter is either useless or question-begging. These considerations, it seems to me, readily transpose to argument (1). For
why should we deny that the claims that to be an intentional object is
to be an entity, and that to be an intentional object is to be an entity
of some kind or another, are mutually entailing? That is, why should
we affirm the second premise of (1), ¬B1? The only option, as far
as I can see, is to do so on the ground that some intentional objects
are not entities — i.e., again by arguing that ¬A2. If that is so, then
arguments (1) and (2) really suffer from the same difficulty.
Now consider (3) and (4). I put forward two objections to them.
One, on which I did not put too much weight, is that Crane may not
be in a position to secure ¬B4; the other, that Crane is definitely not
in a position to secure A2 ⊨ B4. How do these fare with respect to
argument (3)?
The only difference between (3) and (4) is that B3 occurs in the
former wherever B4 occurs in the latter. And the only difference
between B3 and B4 is that, unlike B4, B3 is an equivalence (B4 is its
left-to-right direction). Now, in order to push (3) through, Crane
has to secure ¬B3. That can be achieved by securing the negation
of either of its directions. If I am right, Crane is not in a position to
secure the negation of the left-to-right direction, viz., ¬B4. If he is
in a position to secure at least the negation of the right-to-left direction of B3, however, he is able to secure the negation of the whole
equivalence. Is he in such a position? The right-to-left direction of
B3 is the claim that if an entity a is of kind κ, then a is an intentional
object. Since κ is, by definition, the kind to which intentional objects
as such belong, it seems that the claim that if an entity belongs to
κ then it is an intentional object must be true. But then Crane can
negate neither direction of B3, and therefore ¬B3 is out of his reach.
Therefore, argument (3) is unsuccessful: partly for the same reason
as (4), partly due to further issues.
The second objection transposes even more straightforwardly.
Here is why. Notice that if, as was the case with (4), we have no reason to think that the truth-conditions of A2 are at least as demanding
as those of B3, then we have no reason to think that the first premise
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of (3) — viz., the claim that A2 entails B3 — is true. And that seems
to be so. Indeed, the only reason we would have to take the truthconditions of A2 as being at least as demanding as those of B3 is that
A2 is at least implicitly committed to the existence of κ (because B3,
just like B4, is explicitly committed to it). However, as I have already
argued with respect to argument (4), Crane fails to give us any such
reason. Therefore, arguments (3) and (4) really suffer from the same
difficulties, and are both unsuccessful.
If all of this is correct, then Crane’s way of implementing Route 1
in IO falls short of securing the Straightforward View. On the other
hand, the problem seems to be general rather than specific to Crane’s
own arguments: I fail to see how one might amend the latter so as to
implement Route 1 in an effective way. Put otherwise, I do not see
how one might try to defend the Straightforward View by appealing
to the kinds to which intentional objects would belong if they were
entities, and yet escape the difficulties of Crane’s own arguments.
This is easy to see with respect to arguments (1) and (2) — which
I am not even sure are liable to be further generalised. As to arguments (3) and (4), in order to escape the objection one would have
to show that the truth-conditions of claim A2 and those of claims
B3 and B4 do not differ in the relevant sense, and that, therefore,
A2 does entail B3 and B4. But how is one to achieve this? If the
whole point of B3 and B4 is to bring a specific kind into the picture,
namely, kind κ; and if the reason for this is that, as far as A2 is concerned, that kind is not in the picture; and if this is what Route 1,
as a strategy, is all about; then it seems that the truth-conditions of
B3 or B4, or of any counterpart of them in any alternative version
of Route 1 must be more demanding than those of A2. If that is so,
then there cannot be any entailment from A2 to B3 or B4, or to any
of counterpart of the latter in any version of Route 1. In this sense,
trying to secure the Straightforward View through Route 1 seems
quite generally a bad idea.

7 Route 2 blocked
It is not clear to me whether Crane really thinks that failure of intersusbstitutivity is enough to secure the claim that to be an intentional
object is not to be an entity. Be that as it may, failure of intersubstitu-
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tivity seems, in fact, insufficient. Indeed, one is in a position to interpret the failure as indicating that ‘object’ simply has a richer connotation than ‘entity’ (or ‘thing’). In this sense, the intersubstitutivity
test does show that something more than being an entity is required
for something to be an intentional object — namely, that someone
thinks of the entity, or desires it, or what have you. What it does not
show is that being an entity is not a requirement altogether — that
it is not, at least, a necessary, albeit not a sufficient condition for being an intentional object. In other words, the intersubstitutivity test
shows that claim A1 is false: to be an intentional object is not just to
be an entity. As we have seen, however, A1 is too strong a claim, and
opponents of the Straightforward View need not endorse it. More
modestly, they can endorse A2. But A2 is precisely the claim that
failure of intersubstitutivity fails to refute: that being an intentional
object is partly to be an entity — that being an entity is a necessary,
though not a sufficient condition for being an intentional object.
If this is correct, then it takes more than the intersubstitutivity
test to show that to be an intentional object is not, at least partly, to
be an entity.
This is not merely a problem of Crane’s own way of implementing the strategy: there seems to be no way to amend the test so as
to make the general Route-2 case good. That is because synonymy is
essentially an equivalence relation, and there is no way of inferring,
from the sheer negation of an equivalence, the negation of either
of its two directions. Of course, you can draw the inference if you
know that one direction is false. But this is not helpful, here: for, in
order to infer ¬A2 from ¬A1, you would first have to secure
a is an entity ⊨ a is an intentional object.
But, as I have already pointed out, you can only do so under strong
Idealistic assumptions. If that is so, then either Route 2 fails or it
is committed to Idealism in a way, notice, that the Straightforward
View is not. Thus, in general, Route 2 is not a good way to defend
the view, for it only manages to do so (if it does at all) at the cost of
imposing further and quite substantial commitments to it.
I said that, if my objection is sound, then it takes more than failure
of intersubstitutivity to show that to be an intentional object is not,
at least partly, to be an entity. To be fair, in IO Crane has something
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more: a characterisation of what it is to be an intentional object in
terms of relativity to a subject and of an assimilation of the notion of
intentional object to that of a world in a non-metaphysical, subjectrelative sense. I believe that such a characterisation, if sufficiently developed and defended, might indeed give rise to a strong case against
claim A both in the A1 and A2 readings, and thus in favour of the
Straightforward View. Crane himself develops it elsewhere — in
Crane 2013, for example. Others in the analytic literature have done
so, too: see, for example, Smith 2002. As Crane (following Smith)
points out, Husserl also held a similar view. However, this line of
thought is nothing more than sketched in IO: it does not make an
argument. At best, it points to one. What is more important with
respect to the value of Route 2, an argument built on a development
of what we may call the subjective or phenomenological characterisation of the notion of intentional object might as well dispense with
the intersubstitutivity test, which does not seem to be able to do any
substantial work in it. If there is a way to make the Straightforward
View good, then, it is not Route 2.5
Nicola Spinelli
University of Warwick
n.spinelli@warwick.ac.uk
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Abstract
Wiggins’ (2012) argument against propositional accounts of knowing
how is based on a development of some considerations taken from Aristotle’s Nicomachean Ethics. Aristotle argued that the knowledge needed
for participation in an ethos cannot be codified in propositional form so
as to let it be imparted to someone who did not already have it. This
is because any putative codification would be incomplete, and require
that knowledge in order to extend it to novel cases. On a reasonable
interpretation of his argument, Wiggins claims that the same goes for
practical knowledge in general, and that this shows that a propositional
view of knowing how is incorrect. This paper shows that this argument
is unsound.
Keywords
Knowing how, practical knowledge, intellectualism, David Wiggins,
Aristotle.

1 Introduction
Wiggins (2012) proposes to argue for the conclusion that any propositional account of knowing how is incorrect. By ‘knowing how’ is
meant the kind of state a subject is in when it can be said of them
that they know how to do something. This is the state that one is in
when one has facility in a practice, some level of skill in or command
over an action or activity, such that one can be reasonably successful in one’s attempts to carry it out. The general form of a propositional analysis is one that holds that one knows how to do something
if and only if one knows some proposition. Usually, some scheme
of proposition that involves the practice in question is specified. In
this way, the propositionalist understands the possession of facility
in a practice as the possession of information about the practice. The
Disputatio, Vol. VIII, No. 42, May 2016
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non-propositionalist view is one that Wiggins finds in some passages
from Ryle (1949). This holds that facility in a practice is a state distinct from the possession of information about that practice, and instead understand it as some sort of complex of dispositions to act in
certain ways. Wiggins finds the propositionalist view in ascendance,
and proposes to show that there are demands on propositional accounts, inspired by some passages in Aristotle’s Nicomachean Ethics,
that present the propositionalist with a dilemma.
I will argue that this dilemma is not genuine, though the substance
of Wiggins’ argument exposes some interesting issues concerning
how to think properly about the relationship between possessing facility in a practice and possessing information about a practice.

2 The Aristotelian considerations
The main substance of the argument Wiggins presents against propositional accounts of knowing how is a development of some demands
on such an account that extend what we might call the Aristotelian
considerations, taken from the Nichomachean Ethics. These considerations are supposed to show that a propositional codification of what
Wiggins calls ‘the Aristotelian norm of being and doing’, (2012: 99)
and elsewhere participation in an ethos, or ethike arete, is faced with a
problematic dilemma.
Wiggins summarises the Aristotelian considerations like so:
There is no question of a simply propositional complete elucidation or
precisification of the Aristotelian norm of being and doing... If the subject matter of the practical is indefinite in the way Aristotle claims, and
if no finite specification or form of words (not even one deploying all
the resources of deixis or demonstration) can project the judgements of
the practically wise agent reliably and correctly into an open and indefinite future, then there must reside within the grasp that these agents
have of the spirit in which they are to act... some component of which is
inherently and irreducibly practical-cum-agential. (2012: 99-100)

The reason for this is that, in response to any proposed propositional elucidation of
the positive instructions and prescriptions, requirements and ideals by
which the adherents of a given outlook live their life together (2012: 104)
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which elucidation is put in the form of
self-sufficient statements of the form ‘It is always right, or just, or prudent,
or sensible (etc.), when so-and-so, to do such-and-such an act’ (2012: 104)

it can be argued that
seriously and strictly speaking, the resulting form of words will be
false and remain false (open to simply outrageous counterexamples)
however lengthy you make the specification of the so-and-so or the
such-and-such. (2012: 104)

Although one might appeal to the inclusion of demonstrative indication or ceteris paribus clauses in the proposition to avoid this problem by restriction, Wiggins argues that
if you save [the proposed elucidation] in that way, you sacrifice all the generality attaching to the injunction or principle you began with. You are
no longer in the business of characterising a whole outlook... (2012: 104)

Moreover,
How do we determine what it is for ‘other things to be equal’? This
is easy for one who is already party to the outlook… But in a context
where an outlook or mentality is to be redescribed in propositional
terms, that answer will only be available when the redescription is
complete. (2012: 104-5)

So the appeal to such restrictions is tantamount to tacitly abandoning the project.
The Aristotelian considerations take the form of a dilemma: either the propositional characterisation of ethike arete will be open to
counter-examples, and hence will be extensionally inadequate; or it can
be saved from these counter-examples, but only at the cost of the
new characterisation presupposing the knowledge that is supposed to
be characterised, and so cannot be used to get someone into a state
of ethike arete who was not in it before, and hence it is instructionally
inadequate.1
Wiggins says that he will “engage the philosophy of Aristotle with
that of Gilbert Ryle”, though he does not outline exactly how this is
to go. An indication is offered in the following passage:
1

This is not Wiggins’ term; I expand on this point below.

116

Henry Clarke

In what follows, a substantial part of the argument will turn upon examples where the doings, activities, or performances in question (like
the doings of the Aristotelian phronimos) involve a large and indefinite
plurality of considerations or concerns that have to be consulted or
drawn upon and kept simultaneously in play. These offer some of the
most salient or interesting obstacles to any wholesale reduction of other kinds of knowing to propositional knowing. (2012: 107)

The substance of Wiggins’ objection to propositionalism about
knowing how seems to be that the Aristotelian considerations in favour of the conclusion that ethike arete is irreducibly practical apply
equally to knowing how.2 In which case, a dilemma similar to that
outlined above would apply in the case of knowing how: either the
proposed propositional knowledge involves content that is open to
counter-examples, and hence is extensionally inadequate, or else can
be saved but in a way that presupposes what is meant to be conveyed,
and hence is instructionally inadequate.
The dilemma in the case of ethike arete was meant to show that
it is to be properly understood as practical knowledge,3 which is
consistently contrasted by Wiggins with propositional knowledge.4
The propositionalist could accept the distinction between practical
vs. non-practical knowledge, but reject the further claim that the
distinction tracked is the propositional vs. non-propositional knowledge distinction. If, on the other hand, the distinctions come together by stipulation, as seems to be the case in Wiggins’ discussion, the
propositionalist may reject the claim that knowing how is practical
knowledge. So Wiggins needs to show, in a non-question begging
2

There is much else in the paper that concerns arguments that have been
given for propositionalism, and positive suggestions about how having information relevant to a practice might itself depend on facility in the practice. I set these
aside for present purposes.
3

Wiggins says he prefers the terms ‘agential’ or ‘practical-cum-agential’
knowledge (see 2012: §12), though I will stick to ‘practical’. Practical knowledge
in the sense employed by Wiggins is to be distinguished from Anscombe’s (1957)
notion of non-observational knowledge of what one is doing; see Setiya (2008;
2012) for discussion of the relationship between these.
4
Wiggins also expresses the view that “in their however well motivated preoccupation with knowing how, Ryle or his followers have narrowed unduly the
scope of the practical/agential.” (2012: 113)
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way, that knowing how is practical knowledge in the stipulated
sense, and we may assume that this is what applying the Aristotelian
considerations to the case of knowing how is supposed to show.
One might worry about whether what I have just said is a fair interpretation of how Wiggins’ applies the Aristotelian considerations.
‘Instructional adequacy’ is not Wiggins’ term, and nor does he explicitly formulate a demand of that sort. However, a basis for interpreting Wiggins’ argument against propositionalism in this way, as
indeed concerning a dilemma of extensional and instructional adequacy, can be found reasonably clearly in some questions he raises
for the propositionalist in the light of the examples he gives.
Of the case of someone called Hannah who knows how to ride a
bike, he asks:
Would [propositionalism] help to show that Hannah’s competence, her
knowing how to ride a bicycle, was “piloted by [the] intellectual grasp”
of the true proposition which conveys the information that [propositionalists] credit her with having and acting by? [...] How could it show that Hannah’s grasp as they describe it is not rather, as Ryle might have proposed,
the “stepchild” of the know-how itself? (2012: 118; emphasis added)

Shortly after, a further question is raised with regard to a case he
describes, of an experienced ship’s pilot giving advice to someone
without their experience about how to deal with a particular situation in bringing a ship into a harbour:
Could some extension or elaboration of the advice that he offers for the
special case where the wind is from the north and the tide is ebbing
spell out everything that is involved here? Could this elaboration be set
out as a practically effective and immediately enactable procedure...? (2012:
119; emphasis added)

We also get the example of a retiring senior partner at a family
firm, who needs to communicate how the firm is to be run to his
successor:
The thing that [the outgoing senior partner] cannot do is to reduce all
the things that he practically knows into a form of words representing
the whole way in which he achieved what he achieved or a complete guide
or instruction book for his successor. There is no proposition, no conceivable form of words, that answers to and condenses his way of running
the show. Nor is there any way of doing things that he can demonstrate
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or put on display. When he advises his successor, what he reads off from
his experience and know-how furnishes insufficient materials for an
‘operating manual’ for competent performance by the senior partner. It cannot condense the whole substance of his control of an indefinite spread
of possible contingencies. (2012: 119-120; emphasis added)

That Wiggins emphasises the giving and using of advice, instructions, or guides to achieve skilful action, and asks whether such a
thing is possible, indicates that he is imposing the demand of instructional adequacy on the propositionalist, since that demand links the
possession of information to practical activity.
It is important to note, as does Wiggins, that the examples concern actions which express, exploit, or otherwise manifest the relevant
knowledge. They are in the first place examples of exercises of the
agent’s knowing how to do something.5 So there must be a way of
getting the examples to show something about the nature of knowing how itself, as opposed to exercises of knowing how. If there is
a dilemma for propositional accounts of knowing how, then something needs to be shown to link these doings with the sort of knowledge in question, to demonstrate that the dilemma applies. Wiggins’
concern with the problem of conveying knowledge makes this link,
and is relevant only if what is being demanded of the propositional
account of knowing how is something like instructional adequacy.
And if the demand for instructional adequacy applies, then presumably so too does the demand for extensional adequacy, since, in the
context of the Aristotelian considerations, the issue of instructional
adequacy arose as a result of the failure to achieve it.
I conclude that Wiggins can be reasonably interpreted as pressing
something like the dilemma found in the Aristotelian considerations
against the propositionalist.6

5
Compare the quotation above: ‘a substantial part of the argument will turn
upon examples [of] doings, activities, or performances’. (2012: 107; emphasis added)
6
There is perhaps room for other interpretations in Wiggins’ sometimes allusive discussion; I submit that the interpretation offered here makes most sense
of his appeal to the Aristotelean considerations.
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3 Evaluating the dilemma
I will now show that the dilemma is not a genuine one.
To begin with the first horn, it is not clear that the examples
Wiggins supplies give reason to think that propositionalism faces a
problem with extensional adequacy. Certainly, no principled reason
is given for thinking that, for any proposition that might be specified as the content of some state of knowledge that the agents in the
examples are alleged to possess, that proposition would be open to
counter-examples. Nor do the examples suggest ways in which counter-examples to the propositions that feature in the propositionalist’s
analyses might come about.
There is a good reason for this: the propositionalist is not committed to specifying propositions of the sort that would be open to
counter-examples of the kind that Wiggins envisions. A comparison with the Aristotelian considerations helps here. A propositional
characterisation of ethike arete consists of giving rules, of the form
‘it is always right to do action A in circumstances C’. A proposed
rule is counter-exampled by cases that match those circumstances
but in which it would not be right to do that action. By contrast,
a propositional account of knowing how need not specify propositions that provide rules that would need to cover potentially varying
circumstances. It does need to specify contents of states that can
be exercised in action, which exercises can be successful in some
circumstances. But then they are not open to counter-examples, at
least not in the same way that putative rules are, in virtue of the
“indefinite spread of contingencies”, which is what the examples are
meant to suggest.
Consider the by now most well-known propositional account,
due to Stanley and Williamson (2001). They propose that
(SW) S’s knowing how to ϕ consists in S knowing that w is a way
of ϕ-ing.
How might a proposition like the one that appears on the right
hand side be extensionally inadequate? Presumably on the condition
that w is not a way of ϕ-ing. But what would this involve? That w is
not always a way of ϕ-ing, a way that can be employed in all circumstances in order to ϕ, is not to the point. One can know that w is a
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way of ϕ-ing, attempt to ϕ in that way, and be reasonably successful
in doing so, even if it is not a way of ϕ-ing successfully in all cases.
This shows nothing about the cogency of the account.
This points to a difference between the task of characterising
what it is to participate in an ethos and that of giving a propositional
account of knowing how, one that is obscured by assimilating them
both to the broader category of practical knowledge.
It is worth noting the shape of the dialectic at this point. In the
Aristotelian considerations, the worry about instructional inadequacy got going because of extensional inadequacy. Can the worry
about instructional adequacy in the case of knowing how, the second
horn of the dilemma, be preserved even though the first horn is not
genuine? Arguably, yes. Recall that extensional inadequacy was to
be avoided by employing ceteris paribus clauses and what Wiggins
calls resources of deixis or demonstration; in other words, some nondescriptive element or direct reference to actions. The thought could
then be that, while ceteris paribus clauses are irrelevant, non-descriptive resources are needed despite the absence of problems with
extensional adequacy.
Consider again (SW), according to which knowing how is knowing of some way that it is a way of doing an action. The way figures
de re, as it were; referred to without being described.7 An agent who
knows how to do something might not be able to describe how they
do what they do. If one knows something in a descriptive way only
if one can give a description, then the agent’s knowledge is non-descriptive. Perhaps any viable account will need to allow for this. So
we can assume, for the sake of argument, that propositional accounts
do require non-descriptive reference to actions. In which case, the
worry about instructional adequacy would get going even without
extensional inadequacy. This suggests that the second horn of the
dilemma is still viable. But it is not clear that instructional adequacy
is really an issue.
It is worth touching on Ryle’s discussion at this point. The idea
that there is no proposition that is instructionally adequate is similar
to Ryle’s regress argument in The Concept of Mind:
7

Stanley and Williamson (2001) put this in terms of practical modes of presentation, an idea developed by Stanley (2011).
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The consideration of propositions is itself an operation the execution
of which can be more or less intelligent, less or more stupid. But if, for
any operation to be intelligently executed, a prior theoretical operation
had first to be performed and performed intelligently, it would be a
logical impossibility for anyone ever to break into the circle. (1949: 31)

Ryle’s regress argument was directed against what he called the
intellectualist legend, or intellectualism. This is a position on how intelligent or skilful activity is carried out, to the effect that intelligent activity is preceded by prior acts of consciously considering
propositions about how to do the relevant action. Propositionalism,
by contrast, is a position on the nature of a kind of state that can be
exercised in action, not about what happens in order for that state to
be exercised.8
Imposing the demand for instructional adequacy conflates issues
germane to propositionalism to those germane to intellectualism.
There is no obvious reason to think the propositionalist is committed to saying anything about the psychological processes undergone
in the exercise of knowing how, or how someone might come to be
in a position to do so. So when Wiggins asks
Would [propositionalist arguments] help to show that Hannah’s competence, her knowing how to ride a bicycle, was “piloted by [the] intellectual grasp” of the true proposition which conveys the information that
[propositionalists] credit her with having and acting by? (2012: 118)

the propositionalist can deny they are trying to show any such thing,
if being piloted by the intellectual grasp of a true proposition means
consciously entertaining and then acting on some information about
how to achieve success in bringing off one’s intentions.
The point I wish to make is that the charge of instructional inadequacy seems to be predicated on the thought that propositionalism
about knowing how entails intellectualism about action. One might
grant that the relevant propositions are not instructionally adequate,
but insist that this is only a problem if propositionalism implies intellectualism. Something must be said to show that the latter bears on
8

‘Intellectualism’ is commonly used as the label for what I have been calling
‘propositionalism’ (Stanley and Williamson 2001 being a good example). The
terminology is less important than the point that claims about the state of knowing how are logically distinct from claims about episodes of exercising it.

122

Henry Clarke

the former. It is unclear what this could be.
One reason Wiggins might have is his assimilation of both knowing how and ethike arete to the broader category of practical knowledge. If I have understood it properly, however, the dilemma was
meant to provide non-question begging reasons for thinking that
knowing how can assimilated to the category of practical knowledge,
so it cannot be based on that assimilation. Moreover, we have seen
a reason to think that this assimilation is faulty. And further, the
propositionalist might well be motivated simply to deny that commitment if they accept Ryle’s argument that it threatens to open up
a regress. There is no reason to take on a commitment not essential
to one’s theory that potentially threatens it, and so there is no reason
to think that a propositional account of having facility in a practice
and a propositional characterisation of what it takes to participate in
an ethos face similar problems. The propositionalist can, therefore,
reject the demand of instructional adequacy, and need not show that
it can be met.
It might be objected that an account of knowing how must make
at least some commitments about the way in which knowing how can
be exercised; at the very least, propositionalism is committed to the
idea that the content of the alleged propositional knowledge is involved in the psychological process leading up to actions that exercise it. It is not obvious that this is correct,9 but suppose we grant it
for the sake of argument. Does this point help Wiggins’ case?
We should distinguish moderate intellectualism,10 that explains action that expresses knowing how as being guided by states with propositional content, from strong intellectualism, that explains action
in terms of states with propositional content of a sort that require
9

See Dickie 2012 for related discussion on this point.

10

This is what Stanley (2011: 14) calls ‘reasonable’ intellectualism, which he
endorses (2011: 14-25, 184-5). On Stanley’s view, knowing that w is a way of
ϕ-ing can guide one’s attempts to ϕ through automatic mechanisms, not intelligent actions, that apply the knowledge when an agent intends to carry out an
action. Stanley’s account comes close to intellectualism of the form that Ryle was
arguing against, but the differences should not be overlooked. The intellectualist
legend that Ryle attacked holds that guidance is a matter of considering propositions, where such considering is not automatic but rather a potentially intelligent
act itself. This is stronger than Stanley’s notion of guidance.
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capacities to produce and understand sentences that express those
propositions. Strong intellectualism requires being able to discursively convey the propositions. In the case of moderate intellectualism, there is no commitment, as Fridland (2013: 887) says, to the
view that “the intelligence of a skill must be entirely accounted for in
propositional terms”, since that would be to simply conflate propositionalism with strong intellectualism about knowing how.
With the distinction between strengths of intellectualism in
mind, there is a question about what form might be required by
propositionalism for it to be defensible.11 A version of this question
also arises for Wiggins. It seems that the demand of what I have called
instructional adequacy, the demand that a propositionalist explanation of actions that exercise knowing how must be given in terms
of propositions that can be conveyed and grasped, indicates that he
assumes, if only tacitly, that propositionalism requires strong intellectualism. Even supposing that the propositionalist is committed
to some form of intellectualism, the propositionalist can consistently
deny the strong commitment.

4 Conclusion
A propositional view of knowing how does not come with the obligation to supply propositions to serve as rules, or to supply propositions that can be used as instructions. These points show that knowing how and ethike arete differ in some important respects. Wiggins’
argument against propositionalism based on the Aristotelian considerations ignores the differences between knowing how and ethike
arete, and conflates propositionalism with strong intellectualism. It
should therefore be rejected as unsound.12
Henry Clarke
Department of Philosophy
University College London
11

See Stalnaker 2012 for discussion in relation to Stanley’s account.

12
Thanks to Paul Snowdon for originally prompting me to write this paper;
thanks also to audiences at UCL and an anonymous referee for helpful comments
on earlier drafts.
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Seeing Things as They Are: A Theory of Perception, by John
R. Searle. New York: Oxford University Press, 2015, 240 pages,
ISBN: 9780199385157.
In Seeing Things as They Are, Searle aims to expose what he takes to
be one of the greatest mistakes in the philosophy of perception: that
of confusing the content of perceptual experience with the object
of perceptual experience. The result of this confusion, according to
Searle, is that we take ourselves to be aware of a table in the same
sense that we take ourselves to be aware of our experience of that
table; in other words, that we take ourselves to be seeing our own
experience of the table. As soon as one accepts that, then Direct Realism, the view that we directly perceive objects and states of affairs
out there in the world, will definitely be in trouble.
According to Searle, all of this will be seen as part of the Bad
Argument against direct realism once we accept his intentionalistic
theory of perception. On this theory of perception, ordinary cases of
perception consists of two phenomena: first, “ontologically subjective, conscious perceptual experiences in the head” (52), and second,
“ontologically objective states of affairs and objects in the world perceived, typically outside the head” (ibid.). The subjective perceptual
experiences are about the objective state of affairs and objects in the
world; they are direct intentional presentations of them. You perceive only the objective state of affairs, but you do so by means of
the subjective perceptual experience. In terms of awareness, you are
intentionally aware of the objective state of affairs and constitutively
aware of the subjective experience (25). On this theory, there really
is no question whether awareness of one’s experience blocks awareness of the world, as these are simply different kinds of awareness.
The first three chapters of Searle’s book are devoted to spelling
out the Bad Argument against direct realism and providing a barebones account of his own intentionalist view (with two appendices
Disputatio, Vol. VIII, No. 42, May 2016
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summarizing Searle’s theories of intentionality and consciousness).
Chapters 4 and 5 constitute what Searle takes to be the main intellectual thrust of the book (9): they attempt to show how the raw
phenomenology of perceptual experiences determine their content.
Chapter 6 criticizes Disjunctivism, a modern opponent of intentionalist views of perception according to which there is a crucial mental difference between cases of hallucination and cases of veridical
perception. Chapters 7 and 8 can almost be seen as an afterthought
to the contents of the book, where 7 briefly discusses unconscious
cognition and 8 briefly considers the classical philosophical problems
of perception.
There is no doubt that Searle provides a provocative discussion of
some interesting topics within the philosophy of perception. Searle
has little patience with sometimes “obviously false” (192) alternative views, and so his discussion of these views and their motivations
tends to be brief. Instead, Searle focuses on getting across his own
theory of perception, highlighting where other theories have failed
to incorporate some of its crucial aspects. The upside of this style is
that one does not have to go through several interpretations of an argument or endless back and forth between author and opponent, but
can instead easily grasp the ideas the author is putting forward. The
downside of course is that many opponents will find their own views
to be brushed aside without proper consideration, and will not be
easily convinced by Searle’s claims in the absence of additional arguments. In what follows I will discuss a few crucial points of Searle’s
theory of perception that appear in need of such additional arguments, i.e., the causal self-reflexivity of perceptual experience and
the backward road from features in the world to intentional contents
of perceptual experiences. Given that this is part of the main intellectual thrust of the book, this will provide the best way to critically
assess its content.
Let’s start with the notion of causal self-relexivity. As already mentioned, Searle takes perceptual experiences to be direct intentional
presentations of states of affairs and objects in the world. Every perceptual experience has an intentional content which specifies the
way the world perceptually seems to be (56). This content fixes the
conditions of satisfaction for the perceptual experience: only if the
world actually is the way specified in the content of the perceptual
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experience, will this perceptual experience be satisfied (57). This is
related to the fact that perceptual experiences have a mind-to-world
direction of fit: the perceptual experience is supposed to match the
world rather than that the world is supposed to change to match
the perceptual experience (as is the case with desires and intentions)
(56-7).
So far, being an intentional presentation like perceptual experience seems similar to being an intentional representation like belief.
Beliefs also have intentional contents with a mind-to-world direction
of fit which specify the way the world needs to be for the belief to be
satisfied. However, one crucial difference between the intentional
representation of belief and intentional presentation of perceptual experience is that the latter is “experienced as directly caused by the
conditions of satisfaction” (61). Not only does Searle claim that perceptual experience has a causally self-relexive feature to it in the sense
that its intentional content is not satisfied unless it is caused by the
state of affairs and objects that it represents (58); Searle also claims
that we experience the objects of perception as directly causing our
experiences of them (61). Taken at first glance, this seems to imply a hyper-intellectualization of perceptual experience that Searle
is intent on avoiding: experiencing objects as causing our experiences of them seems to imply that a perceiving subject is somehow
both aware of the world and his experience of that world. But Searle
explicitly claims that his account should also apply to animals (103),
for which such experiential self-awareness seems too cognitively demanding to achieve.
Searle already addresses this worry in the introduction, where
he mentions that “a persistent misunderstanding was that my [i.e.,
Searle’s] account made perception too complicated for animals to
grasp” (5). In response, Searle claims that animals can have complex intentional structures without having to think about the content
of those complex structures. The claim is merely that “when they
[i.e., animals] perceive something, they actually perceive it only if
the object perceived causes the very perception of it” (ibid.). However, this claim is crucially different from the earlier one. Although
most people will agree that to perceive an object that object must
also cause the perception of it, significantly less people will agree
that, in perception, we experience perceived objects as causing our
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perceptual experiences of them. The latter claim goes beyond the
mere conditions of satisfaction for perception to a claim about what
is phenomenologically present in a perceptual experience.
Searle’s only argument in favor of this strong claim focuses on the
phenomenological difference between perception and imagination:
Close your eyes and form a mental image of the scene around you and
imagine that you had the capacity to form a mental image that had as
much “force and vivacity” (to use Hume’s expression) as actually seeing
the scene. All the same, there would be a tremendous difference in the
phenomenology, because in the case of seeing the scene, you experience
the visual experience involuntarily. If you have your eyes open, you are
forced to experience the visual experience by the presence of the scene
in front of you. You experience the experiences as caused by the scene
you are seeing, whereas the visual images that you voluntarily form are
experienced as caused by you. (62)

In this line of argument, Searle again moves from a fact that most
people will accept, i.e., that there is a phenomenological difference
between seeing and visualizing a scene, to a more controversial explanation of this fact, i.e., that only the visual experience is experienced involuntarily, and ends up (even more controversially) identifying this explanation with the explanation that you experience only
the visual experience as caused by the scene you are seeing. The first
explanation is in need of further argument, as involuntary imagination could very well still be phenomenally different from perception. The second also needs further argument, as involuntary experience might also just be experienced as not caused by you rather than as
caused by the scene in front of you. Note that I am here just mentioning a few alternative hypotheses, plenty of others can and surely have
also been proposed (see Harmen Ghijsen, “Phenomenalist dogmatist
experientialism and the distinctiveness problem”, Synthese 191, 2014,
1549-66 for some of my own thoughts on this). The fact that Searle
does not even consider these possibilities is especially problematic
given his contention that the causal component of perception is “central to the explanation of how the sheer phenomenology of the subjective visual experiences fixes their intentional content, their conditions of satisfaction” (63).
This last remark brings us to the second point I would like to
discuss, namely, Searle’s explanation of how raw phenomenology
determines intentional content. To start this explanation, Searle in-
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troduces the notion of basic perceptual features, where a basic perceptual feature “is a feature you can perceive without perceiving any
other feature by way of which you perceive it” (112). According to
Searle, perceptual experience is hierarchical in the sense that some
higher level features, such as being a (specific kind of) car, can only
be perceived by perceiving lower level features, such as shapes, sizes
and colors. This hierarchical structure bottoms out in basic perceptual features, which can perhaps be thought of as colored shapes,
although Searle does not claim to provide a fully satisfying answer to
the question of which features are perceptually basic (113).
Searle can now focus on the question of how raw phenomenology
is able to determine the conditions of satisfaction for the basic perceptual features. How can the raw phenomenology of an experience
of red, say, come to determine that red must be present for this experience’s content to be satisfied? Searle’s answer depends partly on
the earlier discussed causal self-reflexivity of experience and partly
on what one may call a dispositionalist account of basic perceptual
features: “that qualitative character fixes red as the conditions of
satisfaction because (in part) the essence of redness is the ability to
cause experiences that have this character, and any perceptual experience is experienced as having its cause as its object” (124) —
the ‘in part’ is meant to convey that we might come to know more
about the physics of how these experiences are caused exactly (123).
Note that both parts are crucial to Searle’s proposal: it’s not just the
fact that redness causes this experience that makes it an experience
of redness; it is the combination of the fact that redness causes this
experience and the fact that this experience presents its perceptual
object (i.e., redness) as causing it. Mere causation would lead one to
the mistaken conclusion that painful sensations caused by red objects
would also present redness (119-20).
Searle extends this account to the presentation of higher-level features. For instance, for something to look like a California coastal
redwood is for it to cause a certain complex visual experience having
to do with shape, color, texture, etc. (144). So a visual experience
presents something as a California coastal redwood when it presents
a certain complex of visual features because for something to look
like a California coastal redwood just is for it to cause this complex
visual experience (and this complex visual experience in turn pres-
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ents the California coastal redwood as causing it). In effect, Searle
has constructed a “backward road” (130-1) from object to intentional
content because the object and its effects are crucially involved in the
way in which a perceptual experience is able to present it.
Now, we have already discussed some worries about the supposed causal self-reflexivity of perceptual experience, so here I want
to focus on a rather different worry, related to the brain-in-a-vat
scenario. It seems that, if Searle’s account of how phenomenology
determines content is correct, a brain-in-a-vat will be perceiving
the world accurately (contrary to intuition). This would be especially problematic given that Searle heavily criticizes causal externalist
theories of meaning for entailing a similar result for belief (157-8).
But it’s not clear how Searle can avoid this unwanted conclusion on
his own account; given that being red just is being capable of causing certain sorts of experiences, brains-in-vats will be having accurate perceptual experiences of the electrical stimuli that give rise
to them. For instance, the “Electrical Stimulus Red” (ESR) is what
causes red-experiences for the brain-in-a-vat, and so the brain-in-avat will be correctly presenting ESR when it presents that something
red is present and is causing the experience of red.
Searle responds to this worry by appealing to a difference between intentional causation and other types of causation:
In the veridical case, the object of perception is not just any old cause,
but the object which is presented to me in the perceptual experience.
But in the brain-in-a-vat case, the causation is not intentional causation.
The causation is just like the neurobiological causation, which is essential to any perceptual experience but which is not itself the object of the
experience. In the case of intentional causation, perceptual experience
must be experienced as caused by its objects and the intentional content occurs as part of a Network of intentional contents and against the
Background of capacities. (159)

The idea of this response is that the perceptual experiences of a
brain-in-a-vat present objects that are colored, have a certain shape,
are part of an independent world, etc., and also present that these
objects are responsible for causing these experiences, whereas none
of these objects are in fact causing the experiences. It’s just colorless,
shapeless, electrical stimulation (neurobiologically) causing the experiences, so there is in fact no intentional causation. However, this
response forgets that, for the brain-in-a-vat, colors and shapes just
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are those electrical stimulations, given that they are the ones causing
these experiences. So when the experience presents that there is a
red, round object causing this very experience, then that experience
is accurate: the thing normally causing this experience is in fact causing this experience of the thing, and is also presented as causing it.
So it seems that intentional causation will not get Searle off the hook
so easily.
Some crucial claims in Searle’s book thus appear in need of additional arguments to be fully convincing. However, it will certainly work as a provocative introduction to some of the philosophical
problems of perception.
Harmen Ghijsen
Centre for Logic and Analytic Philosophy
Institute of Philosophy, KU Leuven
Andreas Vesaliusstraat 2 - box 3220
3000 Leuven, Belgium
Harmen.Ghijsen@hiw.kuleuven.be

Semantic Externalism, by Jesper Kallestrup. London: Routledge,
2012, x+271 pages, ISBN 9780415449977 (pbk).
As Kallestrup announces at the introduction of Semantic Externalism
(2), the book examines the debate between semantic externalism
and semantic internalism: is meaning wholly determined by internal features of the speaker (internalism) or is it at least partially determined by external such features (externalism)? Throughout the
book’s seven chapters the author presents and discusses a variety of
interconnected topics in philosophy of language, mind and epistemology with the aim of arguing for semantic externalism. Two useful features of the book that make it a good introduction to the topic
are that every chapter ends with a summary and annotated further
readings. Another important feature is that the author critically assesses the main arguments for and against semantic externalism and
semantic internalism; this allows the reader to have a proper understanding of the debate and of the metaphysical and epistemic implications of the conflicting theories. In short, the book offers an excellent description and an excellent introduction to one of the liveliest
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debates in contemporary philosophy.
As semantic externalism is a reaction to Frege’s and Russell’s descriptive theories of names, the first chapter provides an introductory-level
presentation of descriptivism. Without much discussion, but with sufficient detail, Kallestrup lays out some core concepts and distinctions which are a necessary basis to follow through the whole debate.
What referring terms are, what is specific of their types, in what
respects the semantics of these terms differs from that of predicates
and sentences, what compositionality and substitutivity concerning
reference is, are some of the topics addressed.
Descriptivism is presented as both a theory of meaning and a theory of reference. As the first, it states that the meaning of referring
terms is given by definite descriptions, as the latter, it claims that
objects are referred by terms associated with most of descriptions in
a cluster (Searle’s “cluster theory”). Besides offering a brief presentation of descriptivism, Kallestrup also discusses whether Frege’s identity argument — a.k.a. Frege’s puzzle — supports descriptivism.
A point worth mentioning in more detail is his thoughts on the
relation between communication and Frege’s notion of sense. The
worry is that communication is at risk if senses determine meaning, for even though they are universal, they are also not necessarily
shared. Frege did not give much thought to the problem, saying that
as long as people shared the same sense, we could tolerate it (did
he meant that communication would be assured?). Still, Kallestrup
argues that sharing senses is not enough, because sometimes speakers also need to know that they share them. His counterexample
involves two speakers co-identifying a man with the description ‘a
very drunk American in the Cellar Bar last night’, and both naming
him ‘Jack’ without knowing the other has done the same. When, on
a later occasion, one tells the other ‘Jack got thrown out’, even if the
second rightly believes that the man he calls Jack got thrown out of
the Cellar Bar, Kallestrup claims that they did not communicate that
Jack got thrown out of the Cellar Bar, because they did not know
that they both use ‘Jack’ to refer to the same person. His diagnostic
is that:
Only by chance do we end up thinking about the same man in the same
way. For all I can tell, ‘Jack’ in your mouth picks out the quiet Scotsman in
the Cellar Bar last night. Such luck excludes knowledge of what you said.
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So, there are cases in which understanding requires not only that speakers
think of objects in similar ways, but also know that they do. (31-2)

We think otherwise. Firstly, the requirement that speakers know
that they are thinking of objects in similar ways does not seem necessary for communication to occur. It is too strong. Something weaker
like speakers believing that they are thinking of objects in similar
ways seems to us a more promising candidate as a requirement for
understanding. Secondly, if we doubt that ‘Jack’ in your mouth
means the same man we mean by ‘Jack’, then we do not believe that
that Jack was thrown out. Why would we? If we are competent users
of the language, then, unless we have some appropriate false beliefs
(e.g. that speakers do not use the same name for different persons),
we would immediately ask ‘Which Jack are you talking about?’ But
then, after disambiguation, the counterexample is gone because our
exchange would not be based on chance any more. As Recanati reminds us
[…] we keep monitoring each other’s understanding of what we are saying, making repairs when necessary, negociating meaning, etc. […] the
interactive nature of mutual understanding in communication is what
ensures convergence and content-sharing (Recanati, F. 2011. Truth-conditional Pragmatics. Oxford University Press: Oxford, p. 8).

Without accepting this, Kallestrup falls victim to his own criticism
of Frege, for he would also say we misdescribe much of our daily
conversations as communication. Moreover, it is unclear in what way
is this a specific problem for descriptivism.
The next chapter deals with an alternative to descriptivism: referentialism. Contrary to what he does in the previous chapter about
descriptivism, here Kallestrup presupposes some familiarity with the
theoretical background. For instance, while distinguishing rigid designation from direct reference, the distinction between de jure rigidity (said to pertain directly to referential terms) and de facto rigidity
(said to pertain to some descriptions) deserves little attention. Yet,
this distinction plays an important role in Kripke’s widely accepted
criticism of descriptivism. Nonetheless, this chapter provides a good
outlook on referentialism, focusing on Kripke’s famous modal argument but also considering with some detail the descriptivist wide/
narrow scope reply. Kallestrup presents this particular discussion
between referentialists and descriptivists in an accessible way.
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Chapter 3 connects the debate in philosophy of language between
descriptivism and referentialism with the more general debate between semantic internalism and semantic externalism. The main
point here is to provide further arguments against descriptivism, by
arguing against semantic internalism. Hence, Putnam’s Twin Earth
and Burge’s arthritis arguments are discussed. As a challenge to historical externalism, Davidson’s Swampman argument is also considered in detail.
At this point we have one remark regarding Kallestrup’s characterization of externalism. To go into this let us start by remembering
briefly Putnam’s argument. Putnam asks us to imagine a twin earth
where everything is exactly the same as our earth, except that water
in twin earth is not H2O, but XYZ. Now, when Mary and twinMary use the term ‘water’ they are not referring to the same thing
(twin-Mary refers to XYZ and Mary refers to H2O). Although they
share psychological states (including those about water), their use of
‘water’ is not co-referential. Thus, ‘water’ in twin earth and ‘water’
in earth differ in meaning. Putnam’s conclusion is that psychological
states are insufficient to determine meaning, and this undermines
descriptivism since it is committed to semantic internalism.
Kallestrup then goes on to explain what semantic externalism is:
[propositional] content is in part determined or individuated by features external to the individuals who are in states with that content, i.e.
that such content supervenes on the conjunction of internal features
(intrinsic physical, experiential, psychological properties) and external
features (62).

However, we think that this characterization excludes versions of
externalism which admit that external features alone can determine
meaning. A more precise characterization would say that propositional content is at least in part determined by external features.
Since Kallestrup himself offers this characterization at the introduction (2), this is probably an unintended omission. However, the
reader could be puzzled by such disparity.
Kallestrup also considers some internalist replies to the Twin
Earth argument. The most prominent is perhaps the one that takes
the natural kind term ‘water’ to have an indexical element. According to this solution, ‘water’ expresses the concept the watery stuff
of our acquaintance. Kallestrup responds by claiming that such
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solution fails to establish the existence of narrow content (67). If this
is right, then the reply fails to salvage the claim that the difference in
content comes down to an internal difference.
Chapter 4 focuses on the distinction between narrow content and
wide content. This is important because both Burge’s and Putnam’s
arguments in the previous chapter purport to show that (most) mental content is wide, not narrow — it is not determined by its intrinsic properties. However, these arguments fail to show that mental
content is wide “in circumstances in which (…) facts [related to such
content] are absent” (122). This is why Boghossian’s Dry Earth argument is examined in detail. The upshot of the argument is that
semantic externalists are committed to the claim “that Dry Earthlings express no concept by ‘water’” (123). Boghossian’s Dry Earth
argument shows that one needs to assess the different ways that narrow and wide content “hook on to the world” (122). This means
that semantic externalism also has metaphysical consequences and
that it can also be characterized as a metaphysical thesis: “representational states such as beliefs depend for their individuation on features
of the external physical, historical or sociolinguistic environment”
(117-8). Thus, an important issue to be addressed is how narrow and
wide content relate to the external world. For the case of narrow
content, Kallestrup argues that it should not be construed out of
intrinsic properties. The reason is straightforward: “narrow content
determines what (…) [is picked] out if the environment is so-and-so”
(122); therefore, it should be modelled on dispositional properties
instead.
The following two chapters are no longer focused on language
and mind, but on the putative epistemic implications of semantic externalism, mainly, its incompatibility with self-knowledge, on chapter 5, and its too-good-to-be-true denial of external world scepticism, on chapter 6.
After a fairly general introduction to self-knowledge, much of
chapter 5 rests on Burge’s epistemology and his specific view on selfknowledge. For Burge there are two kinds of warrant: entitlements,
which are epistemically externalist, and justification, which is epistemically internalist. On his view, just as perceptual beliefs may be
warranted for a subject S without S being able to justify them, the
same happens with self-knowledge. Both are entitlements, but while
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self-knowledge is warranted a priori, perceptual beliefs are warranted a posteriori.
But simultaneously accepting self-knowledge and semantic externalism brings about the worry of incompatibilism, that is, the
view that semantic externalism is incompatible with self-knowledge.
Building on Burge’s self-verifying judgements (second order necessarily true thoughts like Descartes’ cogito), Kallestrup’s conclusion
here is that “external individuation does not all by itself give rise
to additional difficulties in explaining how we can have privileged
knowledge of our own minds” (143).
Once we accept semantic externalism it appears pretty straightforward to accept that “[…] if our thoughts have their contents in
virtue of our standing in certain relations to our external environment, then introspective knowledge of those contents can afford us
similar knowledge of relevant environmental features” (162). This relates knowledge about our mental contents (discussed in the previous
chapter) with knowledge about the external world. Thus, semantic
externalism has the tools to argue against external world scepticism
by claiming that we can come to know environmental features via
introspection. The immediate concern here is that semantic externalism may imply “an a priori route to specific, empirical features
of the external world” (163) and such consequence is undesirable.
On the other hand, if it is not so, semantic externalism is seemingly
ill-equipped to deal with the sceptical challenges concerning knowledge about the external world. Chapter 6 deals with such issues and
challenges.
Since most sceptical arguments rely on the principle that “knowledge is closed under known entailment” (158) — or closure — Kallestrup
rejects it. We cannot review here all his arguments for its rejection,
but we find one of them particularly interesting. The argument rests
on Nozick’s sensitivity requirement for knowledge: “S knows that p
only if: were p false S would not believe that p” (165). Now assuming
that p is S is not a brain in a vat (BIV), then the requirement above
fails because S would still believe that p, that is, that she was not a
BIV, when she is in fact a BIV (according to the standard BIV story).
Yet, continues Kallestrup, the requirement is satisfied when p is S
has hands for “in the closest possible worlds in which S does not have
hands, she has stumps (or something similar), and so in those worlds
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S does not believe that she has hands” (165). Furthermore, she also
knows that if she has hands then she is not a BIV. So, having the antecedent of this conditional, together with S’s not knowing that she
is not a BIV, is all it takes for closure to fail. If this is right, the BIV
sceptical scenario does not show that we cannot know that we have
hands. Instead, together with Nozick’s sensitivity requirement it implies that closure is not universally true.
Chapter 7 offers the reader a tour on the metaphysical implications of semantic externalism, specifically implications that regard
mental causation. Here Kallestrup provides various reasons to consider the following varieties of mental causation: physical to mental
causation; mental to mental causation; and mental to physical causation. Two main problems with mental causation are afterwards mentioned: (i) “how mental states qua mental can cause something physical” and (ii) “how mental states qua contentful can cause something
physical” (188). While problem (i) is that mental causation threatens
the causal closure of the world, problem (ii) is that content seems
causally irrelevant and this is a challenge for semantic externalism.
Chapter 7 deals in great detail with the different strategies that semantic externalism may use to answer problem (ii).
Semantic Externalism is a great book for anyone who wishes to
dwell on the semantic externalism/semantic internalism debate. In
addition, owing to the intersection of topics it concerns, the reader is
offered a discussion of many famous arguments that he or she would
otherwise only get in more than a single book.
Ricardo Miguel
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On Inequality, by Harry G. Frankfurt. Princeton, New Jersey:
Princeton University Press, 2015, 120 pages, ISBN: 9780691167145.
On Inequality by Harry G. Frankfurt brings together slightly altered
versions of two journal articles that question the intrinsic or fundamental value of equality (Harry Frankfurt, “Equality as a Moral
Ideal”, Ethics 98(1), 1987, 21-43; and “Equality and Respect”, Social
Research 64(1), 1997, 3-15. See also “The Moral Irrelevance of Equality”, Public Affairs Quarterly 14(2), 2000, 87-103).
The first question that prospective readers of this book will be
asking themselves is how similar the material in the book is to the
two journal articles on which it is based. In addition to the brief discussion of Barack Obama’s state of the union address from December
2013 and Thomas Piketty’s Capital in the Twenty First Century, there
are a large number of small changes. More significant passages that
can be found in the original that are missing from the book’s version
of “Equality as a Moral Ideal” include the discussion of Thomas Nagel
and Ronald Dworkin (which can be found on pages 35-37 and 33-34
of “Equality as a Moral Ideal” respectively) as examples of thinkers
who make the sorts of mistakes Frankfurt urges us to avoid and the
appendix, which discusses John Rawls. Readers may welcome the
decision to include footnotes 11 and 12 of the original in the main
text of the book, which helpfully explain points about diminishing
marginal utility in a less technical manner than the original (26-27).
I could identify only a few very small differences between the original 1997 version of “Equality and Respect” and the book version.
The effect of the alternations is to make the material marginally
clearer and less cumbersome to read.
Many readers will be familiar with Frankfurt’s ground-breaking
and highly influential work in many areas of philosophy including
his 1987 paper “Equality as a Moral Ideal”, which inspired contemporary sufficientarianism, the view that securing enough of some
good(s) is an especially important moral demand. Readers are likely
to be less familiar with his 1997 “Equality and Respect”, which picks
apart the notions of respect and equality. Taken together the two
papers in this book argue for a rejection of intrinsic, fundamental or
non-derivative value of equality and argue that our reasons to value
equality can be traced back to sufficiency and respect. Throughout
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the book Frankfurt urges us to consider the mistake we make when
we constrain our reflections on what makes a life valuable by the
cost of other’s ambitions or work out what we owe to other people
based on comparisons with others and not the conspicuous features
of their situation, such as their needs and interests. I will now provide a summary of each paper in turn following each with some critical remarks before concluding.
In the first part of the book, “Equality as a Moral Ideal”, Frankfurt makes two main points. The first is that economic equality has
no intrinsic value and that an ideal of economic equality encourages
us to determine our life plans by comparing it to the costliness of
others’ plans. In Frankfurt’s own words:
the false belief that economic equality is important for its own sake
leads people to separate the problem of estimating their proper monetary ambitions from the problem of what is most fundamentally significant to themselves (13).

How much money a person requires to live a content or reasonable life, for that is what really matters, is highly unlikely to be the
same as what others require. Only where the same or equal amounts
of money are suficient are they actually morally desirable. Thus,
equality is not intrinsically or fundamentally valuable.
This brings us to the second aim, which is to show that sufficiency, not equality, ought to be our moral ideal and that “from the point
of view of morality, it is not important that everyone should have the
same. What is morally important is that each should have enough”
(7). In the end Frankfurt endorses a sufficiency principle that holds
that everyone should have enough and that a person has enough when
she is content with the level of contentment in her life. This level of
contentment is indicated by the absence of an active interest in securing more (53).
Before I make two critical points about the argument it is worth
stating the important contribution of the paper that this part of the
book is based on, which was to prompt many people to reconsider
the value of equality and the place of considerations of sufficiency
within distributive justice and ethics. Perhaps most striking is the
idea that if everyone had secured enough it would be of no consequence that some had more than others. It certainly prompts us to
think carefully about whether we care about people being equally
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well-off or well-off rather than badly-off, fundamentally. This and
other ideas in this paper have led to the development and theorisation
of sufficiency as a rival distributive ideal to equality. Such development is inconceivable without the publication of this paper.
The first critical point I will make concerns the target of Frankfurt’s attention: the intrinsic value of economic equality. Neither Piketty nor Obama, who are discussed in the introduction and preface,
make this claim. The attention that they pay to equality or inequality
could better be cashed out in terms of an instrumental concern that
inequality can be bad for other reasons. Nor are they claims that
contemporary political or moral philosophers make, who, insofar as
they endorse equality as fundamentally valuable prefer equality of
welfare to equality of economic resources and typically do not hold
equality to be the only thing that matters. (See, for example, Larry
Temkin, “Equality, Priority, and the Levelling Down Objection”, in
The Ideal of Equality, ed. by Matthew Clayton and Andrew Williams,
Macmillan, 2000, 126-161.) Even if one did hold the view that it was
in itself good for everyone to have equal money it is possible to hold
that there are other, weightier, fundamental values, which could lead
to an overall moral theory that was not vulnerable to Frankfurt’s
critique. As such, and insofar as we take these claims to apply only to
their intended target, the claims lack significance (and the re-issue
seems to lack motivation). When reading this part of the book it is
not hard to see that the arguments have wider application, but one
cannot help but be a bit annoyed that a straw-man stands in for equality.
A second critical point relates to objections that Frankfurt’s arguments are vulnerable to. In the last 27 years the doctrine of sufficiency has generated several compelling objections. I will note three such
objections. (Many of these objections, as well as a close study of the
anatomy of sufficientarian positions, are contained in Paula Casal,
“Why Sufficiency Is Not Enough”, Ethics 117(2), 2007, 296-326.)
The first objection, we might call the Indifference Objection and it
holds that the doctrine of sufficiency is implausible because it implies that we should be indifferent to inequalities among those with
enough. (The term ‘indifference objection’ comes from my “The
prospects for sufficientarianism”, Utilitas 24(1), 2012, 101-117. The
objection is noted in Richard Arneson, “Distributive Ethics and Basic
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Capability Equality: ‘Good Enough’ is Not Good Enough”, in Capabilities Equality: Basic Issues and Problems, ed. by A. Kaufman, Routledge,
2005, 17-43: 26-33; Yitzhak Benbaji, “The doctrine of sufficiency: A
defence”, Utilitas 17(3), 2005, 310-332; Yitzhak Benbaji, “Sufficiency or Priority?”, European Journal of Philosophy 14(3), 2006, 327-48;
Harry Brighouse and Adam Swift, “Educational equality versus educational adequacy: A critique of Anderson and Satz”, Journal of Applied
Philosophy 26(2), 2009, 117-128: 125-6; Casal, “Why Sufficiency is
not Enough”, 298-300 and 310-314; Nils Holtug, “Prioritarianism”,
in Egalitarianism: New Essays on the Nature and Value of Equality, ed. by
N. Holtug and K. Lippert-Rasmussen, Oxford, 2006, 125-155: 149154; Robert Huseby, “Sufficiency: restated and defended”, Journal
of Political Philosophy 18(2), 2010, 178-197: 190; Larry S. Temkin,
“Equality, priority or what?”, Economics and Philosophy 19(1), 2003,
61-87: 65-66 and “Egalitarianism Defended”, Ethics 113(4), 2003,
764-782: 765-6 and 769-776. For a similarly worrying implication
of this view see Karl Widerquist, “How the Sufficiency Minimum
Becomes a Social Maximum”, Utilitas 22(4), 2010, 474-480.) If there
are only two groups of people, one is extremely contented and the
other is adequately contented, it is plausible to think that any necessary taxation should be progressive and that any additional benefits
that become available should go to the least contented rather than the
most contented. (For an interesting discussion of how sufficientarians like Frankfurt may be able to explain why progressive taxation
is justified see Philipp Kanschik, “Why Sufficientarianism is not Indifferent to Taxation”, Kriterion 29(2), 2015, 81-102.) The doctrine
as stated cannot account for this intuition. More troubling, however,
seems to be the implication of the doctrine that we should be indifferent about wasting additional benefits or indeed levelling the
extremely contented down to the level of the adequately contended.
This is not a knock-down objection to the doctrine of sufficiency, but
some explanation and defence is required.
Another concern regards the threshold of contentment. (Casal,
“Why sufficiency is not enough”; Robert E. Goodin, “Egalitarianism, fetishistic and otherwise”, Ethics 98(1), 1987, 44-49; Huseby,
“Sufficiency: restated and defended.”) Frankfurt claims that a person
has enough when she is content with the level of contentment in her
life. But this is compatible with people being authentically satisfied
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with low levels of satisfaction or high levels of satisfaction because
they internalise pernicious norms about their own social status being
lower or higher than others. Here an egalitarian background, against
which conceptions of satisfaction are formed, seems appropriate.
But even with an appropriate background against which people form
their expectations, some people could form much more expensive
tastes and ambitions than others. It is not clear that resulting inequalities would be unproblematic if, for example, some get very large
and expensive houses while some live in small ones simply because
they have authentic preferences for them. (Gerald A. Cohen, “On the
currency of egalitarian justice”, Ethics 99(4), 1989, 906-944; Ronald
Dworkin, “What is equality? Part 1: Equality of welfare”, Philosophy &
Public Affairs 10(3), 1981, 185-246.) Perhaps our ambitions are something we should take responsibility for the costs of.
One final criticism is that the doctrine of sufficiency is radically
incomplete, offering us no guidance where we cannot ensure that
any or all people secure enough. This seems especially important
since it is possible that we will lack the economic resources to ensure that people have enough to be content with their level of contentment in the foreseeable future. One suggestion in the paper is
that we maximize the number of people who have enough, which
Frankfurt mentions when discussing the scarcity case, but that view
is highly problematic. (For advocacy of headcount sufficientarianism
see Dale Dorsey, “Toward a Theory of the Basic Minimum”, Politics,
Philosophy and Economics 7(4), 2008, 423-45: 432-7; Ed Page, Climate
Change, Justice and Future Generations, Edward Elgar, 2006, 85-95; Ed
Page, “Justice between generations: Investigating a sufficientarian approach”, Journal of Global Ethics 3(1), 2007, 3-20: 11; Roemer, “Eclectic Distributional Ethics”, 273-4 and 278-9; Frankfurt, “Equality as
a Moral Ideal”, 31.) It may lead to benefitting those who are close to
the threshold by tiny amounts at huge cost to those who are further
from the threshold. Of course, incompleteness is not an objection,
but it is a limitation that would need to be addressed before we could
endorse the doctrine.
In light of these criticisms an increasingly large body of literature
has taken on the task of defending sufficiency as a distinctive and
indispensable distributive ideal. Generally speaking advocates have
modified the doctrine of sufficiency to avoid or respond better to the
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objections in one of three ways.
Some have denied what Casal calls the negative thesis: that once
people have enough we have no reasons to be concerned about distributions. (Benbaji, “Sufficiency or Priority?”; Campbell Brown, “Priority or Sufficiency... or Both?”, Economics and Philosophy 21(2), 2005,
199-220; Shields, “The Prospects for Sufficientarianism”; Andrew
Williams, “Liberty, Equality, and Property”, The Oxford Handbook of
Political Theory, ed. by J.Dryzek, B. Honig and A. Philips, Oxford
University Press, 2006, 488-506: 501-3.) These sufficientarians
have stressed that securing enough is the first priority but thereafter
we should be concerned with inequalities or the least advantaged.
Others have utilised multiple thresholds. (Benbaji, “The doctrine of
sufficiency”; Casal, “Why Sufficiency Is Not Enough”; Huseby, “Sufficiency: restated and defended”; Roemer, “Eclectic Distributional
Ethics”.) These sufficientarians claim to have a high threshold above
which indifference is genuinely not troubling and a lower threshold
that captures the special urgency of meeting basic needs or securing
survival. Finally, some have adopted a pluralist currency and argue
that this can explain why we should not be concerned with inequalities because intuitively troubling inequalities are always insufficiencies in some dimension. (David V. Axelsen and Lasse Nielsen,
“Sufficiency as freedom from duress”, Journal of Political Philosophy,
24(4), 2015, 406-426; Huseby “Sufficiency: restated and defended”.
Capabilities theorists also seem to employ this feature. See Martha
C Nussbaum, Women and human development: The capabilities approach,
Cambridge University Press, 2000.) These views are themselves not
without their critics, but given the amount of well-establish literature devoted to criticising and defending the views it is a shame that
an updated version of the paper was not updated in light of them.
In the second part of the book, “Equality and Respect” Frankfurt’s target is different. Rather than criticizing economic equality
he focusses on equality of all kinds, including equality of welfare,
resources and opportunity. In particular, he contrasts the general
idea of equality, treating people the same, with the idea of respect,
treating people in accordance with their morally relevant features,
and argues again to the conclusion that equality has no inherent value
because equality is only valuable where it coincides with the demands
of respect, which is what really matters.
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The paper takes as its jumping-off point Nagel’s comment that
“How could it not be an evil that some people’s life prospects at birth
are radically inferior to others’?” (quoted in Frankfurt: 69). Two
main points are made. The first dovetails nicely the sufficientarian
arguments of the first part:
The egalitarian condemnation of inequality as inherently bad loses
much of its force, I believe, when we recognize that those who are
doing considerably worse than others may nonetheless be doing rather
well. (71).

This relative lack of concern we feel once we know that the least
well off in an unequal society are, in absolute terms, well off is one of
the important intuitive drivers in the work. Roger Crisp makes good
use of this intuition in his defence of sufficientarianism. (R. Crisp,
“Equality, Priority, and Compassion”, Ethics, 113(4), 2003, 745-63.)
Frankfurt explains the difference between respect and equality in
the following passage,
The most fundamental difference between equality and respect has to
do with focus and intent. With regard to any interesting parameter —
whether it pertains to resources, welfare, opportunity, right, consideration, concern, or whatever — equality is merely a matter of each person’s
having the same as others. Respect is more personal. Treating a person
with respect means, in the sense that is germane here, dealing with him
exclusively on the basis of those aspects of his particular character or circumstances that are actually relevant to the issue at hand. (77-78)

In arguing for respect and against equality as a presumptive or
default value, Frankfurt states that
It may be that the entitlements of all people to certain things are in
fact the same. If this were to be so, however, it would not be because
equality is important. Rather, it would be because all people happen to
be the same, or are necessarily the same, with regard to the characteristics from which the entitlements in question derive — for instance,
common humanity, a capacity for suffering, citizenship in the kingdom
of ends, or whatever. (75-76)

However, the idea of treating people in accordance with morally relevant characteristics and not in accordance with morally irrelevant characteristics, as an alternative to equality, is simply to go
back one step to a more formal notion than equality. It remains to
be shown that this view is best fleshed out in ways that are different from equality. No doubt many political philosophers, including
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Luck Egalitarians and Rawlsians, see their distributive principles as
entirely consistent with this idea. Moreover, in justifying principles
of justice itself through contractual procedures many believe that
we do well to ignore their differences and personal characteristics,
such as sex, race, religion, social class and particular plans or ambitions and only take our shared human capacities for moral and rational agency as a basis for the distribution of benefits and burdens.
(See for example R. Dworkin, Sovereign Virtue, Harvard University
Press, 2001; J. Rawls, Justice as Fairness: a restatement, Cambridge,
MA: Harvard University Press, 2001.) As such, it is not clear to what
extent these insights have not already been incorporated or rejected
in contemporary egalitarian theories, especially so-called relational
egalitarianism. (E. Anderson, “What is the Point of Equality?”, Ethics
109(2), 1999, 287-337; Christian Schemmel, “Distributive and relational equality”, Politics, Philosophy & Economics 11(2), 2012, 123-148;
Samuel Scheffler, “What is Egalitrianism?”, Philosophy & Public Affairs
31(1), 2003, 5-39.)
In summary, the papers in this book are extremely similar to
those readers will likely be familiar with and, for an academic philosopher, there’s nothing new of importance in this presentation.
However, the papers are interesting and important and should be
widely read.
Dr Liam Shields
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