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Editorial:
Disputatio’s 25th Anniversary

DOI: 10.2478/disp-2021-0004

By way of some historical remarks (updating those made by the pre-
vious editors in their May 2017 Editorial), 25 years ago, in 1996, 
a group of four university professors in Lisbon (João Branquinho, 
Fernando Ferreira, M. S. Lourenço and João Sàágua), helped out 
by a local student (Desidério Murcho), decided to start an academic 
journal devoted to analytic philosophy, a research tradition that they 
cherished but that was back then greatly underdeveloped in Portu-
gal. They wanted the journal to be rooted in Portugal—hence they 
arranged for it to be published by the Portuguese Philosophical Soci-
ety—but also to be open to international authors and to aim at a wide 
readership—hence they decided that it would be bilingual, publish-
ing pieces in either Portuguese or English. According to the journal’s 
policy, submitted papers would be blindly reviewed by highly com-
petent scholars (a practice that, at least in the humanities, was not as 
common in Portugal as it later came to be), and, to that purpose, the 
journal’s founders recruited as members of the editorial board five 
prestigious analytic philosophers (Kit Fine, James Higginbotham, 
Paul Horwich, Christopher Peacocke and Timothy Williamson). 
Wrapped in the appearance of a humble paper version, Disputatio was 
thus born.

In the subsequent years, many changes came about. After 
João Branquinho founded LanCog, a research group in analytic 
philosophy, as a part of the Centre of Philosophy of the Universi-
ty of Lisbon, Disputatio’s ownership was moved there in 2004 and 
stable funding by the Foundation for Science and Technology (Por-
tuguese government) was secured. Following a period when a paper 
version and an on-line version co-existed, Disputatio became on-line 
only and is now published by De Gruyter/Sciendo, with its entire 
archive available, fully open-access to its readers and free of charge 
to its authors. Throughout the years, the editors of Disputatio have 
been M. S. Lourenço (1996–2004), João Branquinho (2004–2014), 
Teresa Marques (2008–2017), Célia Teixeira (2015–2017), 
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Ricardo Santos (2017–) and Elia Zardini (2017–), while its 
managing editors have been Desidério Murcho (1996–2010), 
Célia Teixeira (2010–2014), José Mestre (2015–) and 
Diogo Santos (2019–). The editorial board was vastly enlarged. The 
University of Lisbon started hosting the Petrus Hispanus Lectures 
and, as a rule, the text of the lectures has been published in Disputatio, 
as has been the text of the Disputatio Lectures regularly delivered at 
the National Meeting in Analytic Philosophy of the Portuguese So-
ciety for Analytic Philosophy. Authors from all over the world have 
chosen Disputatio to publish their work and the journal has had the 
good fortune of counting on the expertise of referees from a wide-
ranging variety of universities. Disputatio is currently included in a 
great number of indexing services and platforms, some of which pe-
riodically assess its performance. For example, in the last Scimago 
Journal Ranking (2020), Disputatio was classified in Q1 (the first 
quartile), the leading philosophy journal in the Romance-speaking 
world. As current editors, we are proud of being heirs to this col-
lective history, delighted by the recent achievements and committed 
to further improving Disputatio’s stand as a major contributor to the 
advancement of research in analytic philosophy.

To celebrate Disputatio’s 25th anniversary, Timothy Williamson—
the Wykeham Professor of Logic at the University of Oxford and 
one of the leading philosophers of our time—was invited to give 
a lecture. Having supervised João Branquinho’s doctoral studies at 
Oxford, Williamson has been closely connected with Disputatio, 
and with the LanCog group, as an inspiring force and supporter of 
their development from the very beginning. The celebratory lecture 
was delivered on October 7th 2021 at the Faculty of Letters of the 
University of Lisbon and its text opens this issue. We are extremely 
grateful to Tim for his unswerving long-time support as well as for 
his precious contribution on this occasion.

Ricardo Santos and Elia Zardini
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Abstract 
The lecture starts by considering analytic philosophy as a tradition, 
and its global spread over recent years, of which Disputatio’s success 
is itself evidence. The costs and benefits of the role of English as the 
international language of analytic philosophy are briefly assessed. The 
spread of analytic philosophy is welcomed as the best hope for scien-
tific philosophy, in a sense of ‘science’ on which mathematics, history, 
and philosophy can all count as sciences, though not as natural sci-
ences. Arguably, experimental philosophy provides no plausible alter-
native methodology for philosophy, only a way of psychologizing it. 
However, it serves a useful purpose by highlighting the inadequacy of 
current methods for detecting errors in judgments on possible cases, 
which may result from reliance on possibly universal but imperfectly 
reliable cognitive heuristics. The problem is exacerbated by analytic 
philosophers’ tendency to regard increased flexibility in a theoretical 
framework as progress, where natural scientists would treat it as meth-
odologically vicious profligacy with degrees of freedom. The result is a 
familiar type of bad science, overfitting theory to uncritically accepted 
data. The recent ‘hyperintensional revolution’ may be an example of 
such overfitting, it is suggested. The lecture ends with a call for a more 
miserly attitude to degrees of freedom.

Keywords 
Analytic philosophy, tradition, hyperintensional, heuristic, sorites.

This lecture celebrates an historic occasion: the 25th anniversary 
of the journal Disputatio. I will start with a few historical remarks, 
sketching a big picture without attempting to fill in the details, and 
then move on to issues in contemporary philosophy.

When we look back on the history of philosophy in the late 
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twentieth and early twenty-first centuries, one of the most striking 
developments has been the global spread of analytic philosophy, under-
stood not in any narrowly doctrinal or methodological sense, but as 
a broad, dynamic tradition, always in flux, never homogeneous, yet 
held together by a complex network of interacting influences. In that 
way it is like many other intellectual traditions flexible enough to be 
capable of continually renewing itself. Such an understanding of the 
phrase ‘analytic philosophy’ best fits the way it is actually applied. In 
that spirit, Disputatio defines its remit as ‘all aspects of analytical phi-
losophy (broadly construed)’. Indeed, the founding and flourishing 
of Disputatio is part of the global development just indicated.

The journal’s title alludes to the institution of disputatio in medi-
eval universities, debates structured by formal rules, motivated in 
turn by principles of logic. Like the Petrus Hispanus Lecture series 
at the University of Lisbon, it rightly affirms the underlying con-
nections between analytic philosophy and much older traditions of 
rigorous philosophy.

Nevertheless, the phrase ‘analytic philosophy’ is most useful 
when confined to a historically delimited tradition, rooted in the 
late nineteenth century, and associated with the rise of modern 
logic. Much of the early action was in central Europe, but the po-
litical catastrophes of the mid-twentieth century largely expunged 
the tradition from those original homelands, while the consequent 
flow of refugees spread it elsewhere, above all to the United States. 
As a result, for decades after 1945, analytic philosophy was almost 
(but not quite) exclusively confined to the English-speaking world, 
in the sense of those regions where English is the dominant native 
language. Of course, such monolingualism was always anomalous; 
over my career, I have watched its gradual disappearance with relief. 
Analytic philosophy is now practised all over the globe, whatever the 
native language of the region—for example, Portuguese.

But doesn’t English remain the dominant language of analytic phi-
losophy? If you want to influence the direction of research on just 
about any given topic within it, you had better publish in English. 
Thus, although Portuguese and English are the two official languages 
of Disputatio, in practice almost all its articles are in English. Howev-
er, the reason why English dominates analytic philosophy is quite dif-
ferent from before. Analytic philosophy is now extensively practised 
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in non-English-speaking countries, but English remains its dominant 
language for the same reason as it is the international language of 
science, just as Latin was the European language of learning in the 
middle ages. If you want to make a difference to the direction of re-
search on just about any given topic in natural science, you had better 
publish in English.

Of course, the role of English as the international language of 
science has to do with the economic, political, and cultural position 
of the United States in the post-war period, and it gives an unfair 
head start to native speakers of English. But it does not prevent non-
English speaking countries from producing world-class research in 
natural science. Science benefits enormously from having a universal 
language of communication, and for the present English is the only 
feasible candidate. Similar remarks apply to philosophy, especially 
when conceived as part of the scientific enterprise, as much ana-
lytic philosophy has historically been, not least in the spirit of logical 
positivism.

Admittedly, some analytic philosophers reject any such ‘scientific’ 
conception of philosophy. The most salient example is Wittgenstein, 
who nevertheless clearly belongs in the analytic tradition by the op-
erative standard of his place in the relevant network of influences. 
His heirs, and others with a more ‘literary’ conception of philosophi-
cal writing, may feel more pull to exploit the full resources of their 
native language, and less to write in the international language of 
science. For similar reasons, ‘ordinary language philosophy’ done in 
English tends to marginalize non-fluent speakers of English.

Even such a scientific sub-discipline as the formal semantics of 
natural language can work in a similar way when the examples are 
mainly drawn from English. Although it is well understood that in 
principle all natural languages are equally good sources of examples, 
implementing that attitude in practice is harder: a robust method-
ology requires sample sentences to be evaluated by several native 
speakers, not just one, making a quorum harder to attain. Still, the 
philosophy of language has much to gain from a more multilingual 
approach, since it should help us avoid errors of over-generalization 
from special features of English, or any other single language.

We can also consider more abstractly the outward spread of an 
intellectual tradition from an initial base. At least in the early stages 
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of the process, we can expect that base to remain the centre of the tra-
dition—for instance, analytic philosophy—with a growing periph-
ery outside. The asymmetry between centre and periphery manifests 
itself in terms of the balance of intellectual trade: the centre is a net 
exporter of ideas, the periphery a net importer. Bibliometrics would 
provide a crude measure of the imbalance: the periphery cites the 
centre more than the centre cites the periphery. Another mechanism 
is travel to the initial base for purposes of study, and then return. 
If I may be permitted the vanity of a personal example, João Bran-
quinho—who took the lead in the founding of Disputatio—came 
to Oxford in 1988 for his doctoral studies, and was my first DPhil 
student there, before returning to be a Professor at the University 
of Lisbon. I must admit, though, that I had very little to teach him 
about rigour—he already had it in a high degree when he started.

In the longer run, however, the tradition has no need to remain as 
centralized as in those early stages. The net balance of trade in ideas 
may even be reversed. In particular, analytic philosophy since 1945 
has become less and less centralized, first through the multiplication 
of ‘centres’ within the English-speaking world and then through the 
spread of new ‘centres’ far beyond that world, where each centre 
produces ideas for export. A salient example is of course the Lan-
guage, Mind and Cognition Group (LanCog) in Lisbon, with which 
Disputatio is associated. Such a distributed tradition is healthier, for 
its larger gene pool of ideas makes it more robust. There is less dan-
ger of inbreeding.

Predictably, I regard the spread of analytic philosophy as progress. 
However, in characterizing it as an intellectual tradition, I did not 
define analytic philosophy by its virtues, but only by a particular 
network of influences. For all I said, those could be bad influences. 
Plainly, not all contemporary analytic philosophy is good philosophy, 
and not all contemporary non-analytic philosophy is bad philosophy. 
Moreover, the analytic tradition is dynamic, always in flux. In the 
mid-twentieth century, its most prominent strands were logical pos-
itivism and ordinary language philosophy, both of which arguably 
made very significant contributions to philosophical progress in their 
time, but nevertheless depended on now-obsolescent conceptions of 
linguistic rules. If the present global spread of analytic philosophy 
were merely the spread of logical positivism or ordinary language 
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philosophy, I would see little to celebrate in that spread. Fortunately, 
analytic philosophy, having learnt from both movements, has moved 
on.

So why is the global spread of the analytic tradition something to 
celebrate? In short, because for the foreseeable future the analytic 
tradition is the main home of scientific philosophy. 

I do not use the term ‘science’ in the narrow sense of natural 
science, which involves the use of experimental and observational 
methods. For instance, mathematics is a science, but not a natural 
science. I use ‘science’ in the much broader sense of systematic, criti-
cal, evidence-constrained inquiry into how things are on some topic. 
In that sense, the rigorous study of history based mainly on written 
documents also counts as a science, though not as a natural science. 
Thus scientific philosophy is philosophy done as a science, but that 
does not require the assimilation of philosophy to a natural science. 
Where appropriate, scientific philosophy will use the methods of 
modern logic and mathematics, or those of history. The evidence 
which constrains it can be anything we know. Where relevant, it 
includes whatever we know from natural science, but also from logic 
and mathematics and from history, and whatever else we know by 
using our usual cognitive faculties (there is no need to postulate a 
distinctive class of ‘philosophical intuitions’). Scientific philosophy 
follows the same general abductive standards for theory choice as 
the rest of science. Since clarity, precision, and rigour tend to serve 
those standards, scientific philosophy favours those qualities as far as 
feasible, again like the rest of science.

Of course, any such conception is contentious. Many philosophers 
regard scientific philosophy in that sense as impossible; some regard 
it as undesirable even if possible. I have defended both the possibility 
and the desirability of scientific philosophy elsewhere, and will not 
repeat that defence here. I am just putting my cards on the table.

I suggest that many—perhaps most—great philosophers before 
the analytic tradition did something like scientific philosophy, and 
that much—though not all—analytic philosophy, including, I am 
sure, all contributions to Disputatio, approximates to scientific phi-
losophy too. Presumably, most hard-line Wittgensteinians will deny 
that they are doing anything like scientific philosophy, and we can 
provisionally take them at their word. Conversely, I do not assert 
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that all contemporary scientific philosophy is analytic philosophy. 
Some textually and philologically meticulous research on the history 
of philosophy may count as scientific philosophy, given my broad un-
derstanding of ‘science’, even though it is not involved in the network 
of influences which constitutes the analytic tradition. However, in 
my experience, most contemporary research on non-historical philo-
sophical questions with a serious claim to be scientific philosophy 
does belong to the analytic tradition, and the spread of that tradition 
represents by far the best hope for the growth of scientific philosophy 
in the contemporary world.

Still, congratulating ourselves on how scientific we are is not the 
best use of analytic philosophers’ time. We do better to think about 
how we can become more scientific. That is my agenda for the rest of 
this lecture. I will explain a specific way in which analytic philoso-
phy is not yet scientific enough.

I will start with probably the most scientific branch of philoso-
phy: logic. In debates on alternative logics, a common move is to 
identify a putative principle of logic (such as the Law of Excluded 
Middle) whose failure one can in some sense conceive, and to assert: 
even if this principle in fact holds, it is too substantive to count as 
logically valid; it forecloses a question which logic should leave open. 
This move can sound admirably open-minded, and in that way scien-
tific. Call the underlying conception Neutral Logic.

Obviously, the general tendency of Neutral Logic is to weaken 
logic, to make as little as possible count as logically valid. Indeed, 
with sufficient ingenuity, one can in some sense conceive the fail-
ure of any putative principle of logic. Thus the natural conclusion of 
Neutral Logic is that no principle is logically valid, so logic is entirely 
useless. People who rely on Neutral Logic in arguing against clas-
sical logic typically conceal this natural consequence of their start-
ing-point from themselves, and perhaps from others, by focussing 
myopically on just one way of conceiving the failure of a putative 
principle. As a fall-back, they might claim that a small dose of Neu-
tral Logic is healthy, even if gorging on it would be fatal.

Consider the analogue of a small dose of Neutral Logic for math-
ematics as applied in natural science. One rejects a specific prin-
ciple of standard mathematics because one can in some sense con-
ceive its failure, claiming that it thereby forecloses a question which 



79Degrees of Freedom

mathematics should leave open. Such a move would reduce the ex-
planatory power of theories in natural science by eliminating some of 
their mathematical consequences. Of course, in particular applica-
tions one could still recover the relevant consequences by postulat-
ing them as ad hoc auxiliary hypotheses, but postulating an auxiliary 
hypothesis instead of deriving it from independent general principles 
still reduces explanatory power. The same goes for applying a small 
dose of Neutral Logic to the background logic in natural science. Not 
even a small dose of Neutral Logic is good science. It is a refusal to 
come to terms with the inherently risky nature of the enterprise of 
scientific thinking.

Logic is not a special case. Similar issues arise for any theoreti-
cal framework. There is a trade-off between flexibility and infer-
ential power. The more flexible the framework, the less powerful 
it is in extracting consequences from hypotheses. Conversely, the 
more powerful it is in extracting consequences from hypotheses, the 
less flexible it is. This trade-off is familiar in science. The flexibility 
of a model can be roughly measured by the number of its degrees of 
freedom, of adjustable parameters in the model. One might expect 
that the more degrees of freedom, the better. Isn’t freedom a good 
thing? The more parameters to be adjusted, the greater the model’s 
capacity to handle whatever nature throws at it. But that is not how 
scientists think. They regard a large number of degrees of freedom 
as a vice, not a virtue. By adding more and more degrees of freedom, 
one can fit just about any data, but in a cheap way which typically 
brings no insight.

The problem with having too many degrees of freedom is not 
just uninformativeness. It is also insensitivity to errors in the data, 
since the model can accommodate any data, however anomalous. An 
outlying data point stands out as a large potential error if you re-
strict yourself to fitting the data with a linear function, which has 
few degrees of freedom. By contrast, if you allow yourself unlimited 
degrees of freedom, you can always fit the outlying data point with 
a polynomial function of sufficiently high degree. But the latter ap-
proach typically leads to severe instability in the selected values of 
the adjustable parameters, and so in one’s hypotheses. To accom-
modate new data, you may need a polynomial of even higher degree, 
with quite different parameter values. The process of adjusting the 
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parameters fails to converge. Scientists call that methodological vice 
overfitting. Too much freedom is bad science.

Of course, not all functions in nature are linear. A quantity you 
are interested in may genuinely be related to another by a polynomial 
function of higher degree. But you are unlikely to find that function 
by adding more degrees of freedom whenever you need them for an 
exact fit with the data. You are far more likely to be sent off on a wild 
goose chase by excessive respect for data which contain some inac-
curacies. A better methodology is to be very reluctant to add new 
degrees of freedom, doing it only after potential sources of error in 
the data have been properly investigated and shown not to explain 
the evidence just as well.

Do these methodological morals apply to analytic philosophy? 
They should make us think more carefully about the standard method 
of conjectures and refutations. It is in effect the analogue for philosophy 
of a rather naïve version of Karl Popper’s falsificationism for natural 
science. Universal generalizations are conjecturally proposed, and 
tested by the search for falsifying instances. If such a counterexample 
is found, the conjecture is refuted, and the cycle begins again with a 
new conjecture. Whereas counterexamples in natural science come 
from real-life experiments and observations, in philosophy they of-
ten come from thought experiments. The logical basis of falsificationism 
is the elementary point that even one counterexample is inconsistent 
with the universal generalization. Epistemologically, however, the 
situation is more complex. How do we ensure that the supposed fal-
sifying instance is not based on some sort of error? The danger is that 
we then dismiss a true universal generalization as refuted once and 
for all, and never return to it.

One standard precaution in natural science is to require experi-
ments to be repeatable. Thought experiments in philosophy are de fac-
to subject to a similar requirement, since the community will not ac-
cept them if other philosophers do not share the original verdict. But 
repeatability does not suffice against all potential sources of error. 
For example, suppose that the result of the relevant type of experi-
ment depends on a systematic interfering factor of which the scientif-
ic community is unaware. The experiment has the same result each 
time it is repeated, but the interpretation of the result as establishing 
a falsifying instance of the conjecture at issue depends on neglecting 
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the interference, which happens each time. Sometimes errors are 
repeatable too. In such cases, even though the experiment is repeat-
able, simply to take the alleged falsifying instance at face value would 
lay one open to the charge of overfitting. A wider-ranging search for 
potential sources of error is more appropriate.

Proponents of the ‘negative program’ of experimental philosophy 
have campaigned against taking any results of philosophical thought 
experiments at face value. Much of the original campaign targeted 
repeatability. Some early results suggested that although the stan-
dard verdicts on classic philosophical thought experiments were 
repeatable amongst white males, they were not repeatable amongst 
non-whites and non-males, and so should not be treated as reliable. 
However, most of those early results were in turn later found not 
to be repeatable themselves, once the experiments were redone in 
accord with the standards prevalent in experimental psychology. 
Some framing effects may be more robust, such as some variations in 
verdict correlated with the order in which thought experiments are 
presented, but they are not very relevant to the long-term impact of 
thought experiments on the philosophical community, where ver-
dicts must retain conviction across a wide range of framing contexts.

In general, the negative program has not lived up to its early 
promise, or threat. As a program for the reform of philosophical 
methodology, it always had the central weakness that it offered no 
credible alternative. 

Of course, there was the idea that everyone should do experi-
mental philosophy, but it faces the problem that experimental phi-
losophy does not address most philosophical questions. For example, 
consider the question ‘Is torture always wrong?’ Experimental phi-
losophy may be able to find out whether most people think that torture 
is always wrong, but that is not the same question as whether torture 
is always wrong. We could link the two questions given the (not es-
pecially plausible) bridge principle that torture is always wrong if and 
only if most people think that torture is always wrong. But experi-
mental philosophy cannot establish that bridge principle. At best, it 
can establish whether most people think that the bridge principle holds, 
but that is not the same question as whether the bridge principle 
does hold. We could link the two questions given the (not especially 
plausible) bridge meta-principle that the bridge principle holds if and 
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only if most people think that that the bridge principle holds, but 
that is to embark on an infinite regress which will never pull any of 
the required links out of the hat. To insist that philosophers should 
do only experimental philosophy is in effect to tell them to stop ask-
ing philosophical questions and do psychology instead.

In practice, proponents of the negative program made only an 
apparently less extreme demand: that philosophers should stop rely-
ing on ‘philosophical intuitions’, such as verdicts on philosophical 
thought experiments. However, they were unable to demarcate a 
distinctive psychological category of ‘philosophical intuitions’ nar-
rower than the category of all judgments not based on conscious re-
flection. But all reflective judgments ultimately depend on unreflec-
tive judgments! Thus their methodological injunction inadvertently 
implied a ban on relying on any of our judgments at all, and so com-
mitted experimental philosophers to a general scepticism very far 
from their intentions. In response, some experimental philosophers 
tried restricting the ban to unreflective judgments about ‘unusual’ 
situations, such as those postulated in most philosophical thought 
experiments, on the grounds that our unreflective judgments had 
not been calibrated to deal with such situations. However, the class 
of ‘unusual’ situations remained hopelessly ill-defined. After all, 
linguists since Chomsky have emphasized that our language faculty 
must be able to deal properly with utterances of sentences we have 
never previously encountered. Indeed, we are always in an unusual 
situation, once enough detail is included. Thus a ban restricted to 
unreflective judgments about ‘unusual’ situations in effect licences 
experimental philosophers to apply their ban ad hoc, however it hap-
pens to suit them. That is hardly good science.

In short, the negative program of experimental philosophy of-
fers no coherent alternative methodology consonant with its ex-
treme rhetoric. Nevertheless, its radical gestures do point towards 
a genuine weakness in the current methodology. Philosophers are 
surely fallible in their verdicts on thought experiments—not because 
thought experiments are more problematic in principle than other 
forms of argument in philosophy, but because philosophers are hu-
man. For reasons already explained, the kind of fallibility we need 
to worry about is not idiosyncratic aberration but something much 
more systematic. In particular, we should worry about potential 
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sources of error built into the normal human cognitive apparatus, so 
that the errors they produce may even be human universals. As a re-
sult, a false verdict on a thought experiment may achieve consensus 
across ethnicities and genders. The usual methods of experimental 
philosophy are ill-designed to pick up that kind of unreliability. But 
the more urgent worry is that the standard methods of analytic phi-
losophy are also ill-designed to pick it up, because they tend towards 
overfitting. When there is consensus amongst philosophers as to the 
natural verdict on a thought experiment, they tend to accept that 
verdict as correct without more ado, and adjust theory accordingly.

Of course, the possibility in principle of humanly universal error 
is in itself just one more sceptical scenario, and no good argument 
for a sceptical conclusion. But in some cases we have positive reason 
to postulate such errors. In particular, we may have psychological 
evidence that the normal human cognitive apparatus includes various 
heuristics, ‘fast and frugal’ or ‘quick and dirty’ ways answering ques-
tions which are reliable enough to be useful, but still not perfectly 
reliable. For example, susceptibility to various visual illusions is built 
into the normal human apparatus for perceptual judgment, as a by-
product of otherwise valuable heuristics. The consequent errors are 
humanly universal just in the sense that humans are normally predis-
posed to make them, though we can inhibit that disposition to error. 
In the Müller-Lyer illusion, we are tempted to judge that one line is 
longer than the other, but, once we are in the know, we refuse to 
give way to temptation. Heuristics are not limited to perception; we 
need and use them in other cognitive processes too. Often, we have 
no pre-theoretic access to the fact that we are using an imperfectly 
reliable heuristic, or to what heuristic it is, or to its status as a mere 
heuristic rather than a universal rule. Such heuristics, I suggest, can 
produce cognitive illusions which lead us to make false judgments in 
philosophically relevant cases. I will propose some examples.

In his paper ‘A Puzzle about Belief’ (1979), Saul Kripke explains 
how our normal ways of ascribing beliefs can easily lead us into in-
consistency in quite ordinary cases. He plausibly suggests that English 
speakers rely on something like the schema “A normal English speaker 
who is not reticent will be disposed to sincere reflective assent to ‘p’ if and only 
if he believes that p”. Plausibly, users of other natural languages rely on 
analogous schemata. Call this family of schemata the assent principle. 
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Combined with the convincing principle that correctly translating a 
belief-ascription preserves its truth-value, the assent principle gen-
erates inconsistency in describing the beliefs of a bilingual speaker 
in realistically possible circumstances (the famous case of puzzling 
Pierre). Indeed, as Kripke also explains, the problem arises even in 
the monolingual case. 

Readers of ‘A Puzzle about Belief’ may interpret Kripke as sug-
gesting that our ordinary concept of belief is incoherent, or something 
like that. In response, some may attempt to qualify the assent prin-
ciple in more or less elaborate ways to avoid the contradiction. But 
there is a simpler possibility. The assent schema may be a normal 
heuristic for ascribing beliefs. After all, it provides a quasi-operational 
test for belief in terms of overt behaviour. Of course, the words ‘nor-
mal’, ‘reticent’, ‘disposed’, ‘sincere’, and ‘reflective’ provide some 
wiggle room, presumably intended to avoid obvious counterexam-
ples. But the underlying heuristic could be even simpler: “An English 
speaker will assent to ‘p’ if and only if they believe that p”. All the compli-
cations may be fall-backs we invoke when the basic heuristic fails. If 
this approach is correct, many of the apparent counterexamples to 
various theoretical claims presented in the voluminous and incon-
clusive literature on propositional attitude ascriptions may be errors 
generated by our implicit reliance on fallible heuristics. The many 
complicated accounts proposed for the semantics of propositional at-
titude ascriptions may just be artefacts of overfitting.

Another potential case of overfitting is the semantics of condi-
tionals. In my book Suppose and Tell: The Semantics and Heuristics of 
Conditionals (2020), I argue that our primary heuristic for assessing 
conditional sentences is the Suppositional Rule, closely related to what 
is often called the Ramsey Test, after Frank Ramsey. The rule is this: 
your hypothetical assessment of ‘C’ on the supposition ‘A’ should 
be the same as your non-hypothetical unconditional assessment of 
‘If A, C’ (also when both assessments are made on some auxiliary 
background suppositions). Thus if you hypothetically accept ‘C’ on 
the supposition ‘A’, you should non-hypothetically accept ‘If A, C’. 
Similarly, if you hypothetically reject ‘C’ on the supposition ‘A’, you 
should non-hypothetically reject ‘If A, C’. Moreover, your probabil-
ity for ‘C’ conditional on ‘A’ should equal your unconditional proba-
bility for ‘If A, C’. This rule fits how we naturally assess conditionals 
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by imagining that the antecedent holds and asking ourselves on that 
supposition whether the consequent holds. Nevertheless, the Suppo-
sitional Rule cannot be perfectly correct, for in many circumstances 
it mandates mutually inconsistent assessments, as can quite easily be 
shown (I omit details). Thus the Rule is best understood as a less 
than fully reliable heuristic whose distinctive cognitive function is to 
extract information in sentential form from our capacity to imagine 
in reality-oriented ways. But the literature on conditionals in natu-
ral language relies extensively on assessments of sample conditional 
sentences in line with the Suppositional Rule. Such assessments have 
been taken to motivate increasingly complicated semantic theories 
of plain conditionals, which freely help themselves to additional de-
grees of freedom (starting with a parameter for a similarity relation 
or selection function). In particular, such data are taken to refute 
the maximally simple material (truth-functional) interpretation of 
‘if’; that interpretation adds no degree of freedom to the semantics 
at all. Thus most current semantic theories of natural language con-
ditionals add degrees of freedom to accommodate data sets arguably 
generated by an inconsistent heuristic. This looks like a classic case 
of overfitting.

Heuristics may also underlie traditional philosophical paradoxes. 
For example, the Liar paradox results from a disquotational principle 
for truth, which is central to the ordinary practice of assessing truth-
ascriptions. Nevertheless, we might understand the disquotational 
principle as a heuristic which is reliable in all normal cases. 

Similarly, the Sorites Paradox is often attributed to a tolerance 
principle like this: if two arrangements of grains differ only in the 
presence of one grain, then one arrangement constitutes a heap if 
and only if the other does. On most views of vagueness, such a toler-
ance principle cannot be perfectly true, but is still ‘almost true’. In 
particular, on an epistemicist view, although it has false instances, 
almost all its instances are true. Thus it is a natural candidate for a 
heuristic. It conveniently economizes on judgment: once we have de-
termined perceptually whether an arrangement constitutes a heap, 
the tolerance principle permits us to continue relying on the result-
ing classification under slight variations of the arrangements, with-
out wasting time on a new perceptual determination (after all, the 
arrangement might no longer be in sight). 
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If the Liar and Sorites paradoxes depend on erroneously treat-
ing handy heuristics as would-be universal semantic requirements, 
then strategies of invoking non-classical logic or non-bivalent seman-
tics—in effect, helping oneself to more degrees of freedom—look 
like massive overreactions: yet more cases of overfitting.

In the final part of this lecture, I will discuss in more detail an-
other potential case of overfitting. First, some background. One 
major change in analytic philosophy is now often labelled ‘the pos-
sible worlds revolution’ or ‘the intensional revolution’. It is especial-
ly associated with the work of Saul Kripke, Robert Stalnaker, and 
David Lewis, though its antecedents can be traced further back in 
the history of modal and tense logic. In the 1960s and early 1970s, 
the main ideas of possible worlds semantics for modal logic became 
an important part of the intellectual toolkit of a younger genera-
tion of analytic philosophers, to be used wherever they might help. 
The semantic framework was ‘intensional’ rather than ‘extensional’ 
because it treated modal operators as operating on the intension of a 
sentence—its profile of truth-values across worlds—rather than on 
its extension—its truth-value at the actual world. Such frameworks 
also became standard in formal semantics as a branch of linguistics. 

Intensionalists regard extensional distinctions as typically too 
coarse-grained to do the required work. But then, from the 1980s on, 
a new wave of analytic metaphysicians started regarding intensional 
distinctions as themselves too coarse-grained to do the required work. 
An early example was the complaint against using the modal idea of 
supervenience to capture the relation between mental properties and 
physical properties (no possible mental difference without a possible 
physical difference), that since supervenience is not an asymmetric 
relation, it does not capture the asymmetric way in which physical 
properties are supposed to determine mental properties. A turning-
point was Kit Fine’s seminal critique in the early 1990s of Kripke’s 
modal rehabilitation of essential properties as necessary properties 
of an individual, which had been taken as one of the explanatory 
successes of the intensional revolution. Increasingly, metaphysicians 
started to hold that intensionality is not where the action is in meta-
physics, that it is instead with something more fine-grained, such as 
determination, grounding, fundamentality, or whatever. People now 
talk of the ‘hyperintensional revolution’ as having superseded the 
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intensional revolution. 
Methodologically, a key feature of the hyperintensional revolu-

tion is that it is driven by examples, especially by apparent counterex-
amples to intensional principles. The main argument of Fine’s classic 
paper ‘Essence and Modality’ (1994) is based on contrasts like that 
between (1A) and (1B):

(1A) It is essential to Socrates that he is Socrates.

(1B) It is essential to Socrates that he is a member of {Socrates}.

If one is willing to think in essentialist terms at all, one is liable to 
be struck by (1A) as true and by (1B) as false, at least until conscious 
theoretical commitments intervene; (1A) sounds like a truism, (1B) 
like the introduction of something extraneous to Socrates himself, 
his singleton set. Nevertheless, on standard views of the modal meta-
physics of sets, being Socrates is necessarily equivalent to being a 
member of {Socrates}. Thus, if (1A) and (1B) differ in truth-value, 
the sentence operator ‘It is essential to Socrates that’ is hyperin-
tensional. Consequently, essentialist ideas cannot be understood in 
purely intensional terms.

Fine’s argument is powerful. It is valid in form, and his assess-
ments of pairs such as (1A) and (1B) have been widely found convinc-
ing, not only by people with prior sympathy for his conclusion. Let 
us consider some more arguments of similar form for hyperinten-
sionalist conclusions about other matters.

Here is an argument that ‘because’ (read constitutively) is hyper-
intensional. Consider (2A) and (2B) (assume that grass is green):

(2A) The proposition that grass is green is true because grass is 
green.

(2B) Grass is green because the proposition that grass is green is 
true.

It is natural to assess (2A) as true and (2B) as false (a contrast antici-
pated by Aristotle): truth comes from the world, not vice versa. Nev-
ertheless, on standard views of propositions and truth, ‘The proposi-
tion that grass is green is true’ is necessarily equivalent to ‘Grass is 
green’ (importantly, sentential disquotation is not involved). There 
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is no intensional difference between (2A) and (2B). Thus ‘because’ is 
hyperintensional, the argument concludes.

We can reach the same conclusion by using a repetitious conjunc-
tion in place of a truth-ascription:

(3A) Grass is green and grass is green because grass is green.

(3B) Grass is green because grass is green and grass is green.

It is natural to assess (3A) as true and (3B) as false: we no more need 
‘and’ than we need ‘true’ to express the underlying fact. Neverthe-
less, ‘Grass is green and grass is green’ is necessarily equivalent to 
‘Grass is green’.

Here is a third argument of the same form for the hyperintension-
ality of ‘because’. Let Vera be a vixen (a female fox):

(4A) Vera is a vixen because Vera is a female fox.

(4B) Vera is a female fox because Vera is a vixen.

It is natural to assess (4A) as true and (4B) as false: we do not need 
‘vixen’ to express the underlying fact. Nevertheless, ‘Vera is a vixen’ 
is necessarily equivalent to ‘Vera is a female fox’. 

The trouble is that ‘vixen’ is synonymous with ‘female fox’, so by 
compositional semantics ‘Vera is a vixen’ is synonymous with ‘Vera 
is a female fox’ and (4A) is synonymous with (4B). But if (4A) and 
(4B) are synonymous, they cannot differ in truth-value! Something 
has gone wrong with the argument. 

One hypothesis is that the contrasting assessments of (4A) and 
(4B) were correct but ‘because’ covertly creates a quotational con-
text in which one is talking about the linguistic expressions ‘vixen’ 
and ‘female fox’, not about the non-linguistic property of being a 
vixen, in other words, the non-linguistic property of being a female 
fox. But if ‘because’ can covertly work like that in (4A/B), we need 
to determine whether it is working like that in (2A/B) and (3A/B) 
too. 

That is not what hyperintensionalists typically want. To make 
their hyperintensional point, they need to use ‘because’ with a non-
metalinguistic, metaphysical reading. On that reading, (4A) and (4B) 
cannot differ in truth-value, so one of the original assessments was 
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incorrect. Presumably, we made the error because we were dis-
tracted by superficial linguistic features of the examples. But since 
(2A/B) and (3A/B) are so similar to (4A/B), we need to check 
whether we made similar errors in assessing the former, again dis-
tracted by superficial linguistic features of the examples. The answer 
is by no means obvious.

Let us consider another case, this time involving the causal con-
struction ‘brought it about that’. Here is an argument that it is hyper-
intensional in its second argument:

(5A) Mary brought it about that John was a contributor.

(5B) Mary brought it about that John was a self-identical 
contributor.

Imagine an ordinary context in which (5A) is true. It is tempting to 
assess (5B) as false, on the grounds that Mary did not bring it about 
that John was self-identical: his self-identity had nothing to do with 
her. Nevertheless, ‘John was a self-identical contributor’ is neces-
sarily equivalent to ‘John was a contributor’. Thus ‘Mary brought it 
about that’ is hyperintensional, the argument concludes.

Here is a similar example. It concerns events in 1461, during the 
English War of the Roses. Richard is Richard Neville, Duke of War-
wick, known as Warwick the Kingmaker; Edward is Edward Planta-
gent, who became King Edward IV.

(6A) Richard brought it about that Edward was a king.

(6B) Richard brought it about that Edward was a male monarch.

As a matter of historical fact, (6A) is true. It is tempting to assess 
(6B) as false, on the grounds that Richard did not bring it about that 
Edward was male: his maleness had nothing to do with Richard. 
Nevertheless, ‘Edward was a male monarch’ is necessarily equiva-
lent to ‘Edward was a king’. Thus ‘Richard brought it about that’ is 
hyperintensional, the argument concludes.

The trouble is that ‘king’ is synonymous with ‘male monarch’, 
so by compositional semantics ‘Edward was a king’ is synonymous 
with ‘Edward was a male monarch’ and (6A) is synonymous with 
(6B). Thus (6A) and (6B) cannot differ in truth-value. Since (6A) is a 
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well-known historical truth, (6B) is true too. Thus, although Rich-
ard did not bring it about that Edward was male, it does not follow 
that he did not bring it about that Edward was a male king. But that 
has implications for our assessment of (5B) too: although Mary did 
not bring it about that John was self-identical, that does not show 
that she did not bring it about that he was a self-identical contributor.

What went wrong when we first assessed (6B)? In the example, 
‘brought it about’ is used in a robustly causal sense; a covertly quo-
tational reading is not plausible. More likely, the explicit inclusion of 
the otherwise redundant word ‘male’ somehow misled us into envis-
aging Richard’s having brought it about that Edward was male as an 
extra condition for the truth of (6B). Similarly, perhaps, the explicit 
inclusion of the otherwise redundant phrase ‘self-identical’ somehow 
misled us into envisaging Mary’s having brought it about that John 
was self-identical as an extra condition for the truth of (5B). In such 
ways, superficial linguistic features can easily deceive us into accept-
ing unsound arguments for hyperintensionality.

Something like that may be happening with (2A/B), (3A/B), and 
(4A/B). In particular, suppose (plausibly) that we tend to assess the 
truth-value of statements of the form ‘Y because X’ by assessing the 
helpfulness of the corresponding (putative) explanations of the form 
‘X. So Y’. Thus the statements (2A/B), (3A/B), and (4A/B) cor-
respond to the (constitutive) explanations (2A*/B*), (3A*/B*), and 
(4A*/B*) respectively:

(2A*) Grass is green. So the proposition that grass is green is true.

(2B*) The proposition that grass is green is true. So grass is green.

(3A*) Grass is green. So grass is green and grass is green.

(3B*) Grass is green and grass is green. So grass is green.

(4A*) Vera is a female fox. So Vera is a vixen.

(4B*) Vera is a vixen. So Vera is a female fox.

As explanations, (2A*), (3A*), and (4A*) look better than (2B*), 
(3B*), and (4B*) respectively. In both (2A*) and (3A*), the direction 
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of explanation is from the simpler and more elementary to the more 
complex and less elementary, which (other things being equal) is the 
cognitively helpful direction, and so the right one. By contrast, in 
(2B*) and (3B*) the direction of explanation is the opposite, which 
(other things being equal) is the cognitively unhelpful direction, and 
so the wrong one. In (4A*), the movement is from two words to 
one, but the two words (‘female’ and ‘fox’) seem simpler and more 
elementary than the one (‘vixen’), so the direction of explanation is 
still the cognitively helpful one, whereas in (4B*) it is the opposite. 
Thus the helpfulness of the explanations (2A*/B*), (3A*/B*), and 
(4A*/B*) predicts the perceived truth-value of the corresponding 
‘because’ statements (2A/B), (3A/B), and (4A/B).

The crucial point is this. The helpfulness of a (putative) explana-
tion is sensitive to its superficial linguistic form. For explanations are 
meant to provide understanding; how far they do so depends partly on 
their superficial linguistic features. In particular, perspicuity is an ex-
planatory virtue, but one can make an explanation less perspicuous 
by superficial linguistic changes, such as randomly substituting syn-
onyms for synonyms in some but not all occurrences or altering the 
order of exposition in confusing ways. Thus the helpfulness of expla-
nations will be sensitive to such superficial linguistic features. But 
if our assessments of the truth-value of ‘because’ statements derive 
from how helpful we find the corresponding (putative) explanations, 
those assessments of truth-value will also be sensitive to superficial 
linguistic features. Such sensitivity can be built into the truth-con-
ditions of ‘because’ statements only by giving them metalinguistic 
meanings, which for present purposes are irrelevant. Thus, as a 
guide to the truth-value of ‘because’ statements (read non-metalin-
guistically), the helpfulness of the corresponding explanations is at 
best an imperfectly reliable heuristic.

Similar considerations may help to clarify what is going on with 
(5A/B) and (6A/B). When we assess statements of the form ‘S 
brought it about that Y’, we may be envisaging a (putative) causal 
explanation of ‘Y’ in which S plays a central, active role. When ex-
tra conjuncts are added to ‘Y’, we expect the causal explanation to 
include a causal explanation of them too (otherwise, why bother to 
make them explicit?), still with S in a central, active role, on pain 
of inadequacy. For extra conjuncts such as ‘John was self-identical’ 
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and ‘Edward was male’, we realize that no such explanation can be 
included, and so are disappointed in the envisaged overall explana-
tion, with negative effects on our assessment of the truth-value of the 
statement ‘S brought it about that Y’.

Explanatory considerations may also be at work in Fine’s origi-
nal example, (1A/B). For we may expect something’s essence to be 
fundamental to explanations of its other properties (perhaps com-
bined with auxiliary hypotheses). We expect the name ‘Socrates’ 
to figure in good explanations of his non-essential properties. We 
do not expect the description ‘a member of {Socrates}’ to figure 
in such explanations, where it would normally introduce irrelevant 
complications. Thus, if we are using explanatory considerations as a 
heuristic for essentiality, that might well incline us to attribute op-
posite truth-values to (1A) and (1B). But explanatory considerations 
are sensitive to superficial linguistic features, and so are at best a fal-
lible guide to the underlying metaphysics. Consequently, even if one 
premise of Fine’s argument is false, it could easily strike us as true.

The hyperintensionalist ‘revolution’ is typically motivated by al-
leged counterexamples to intensionalism like (1A/B)–(6A/B), un-
critically taken at face value. Such a basis is taken to justify adding 
multiple degrees of freedom in hyperintensionalist theorizing. 

The most egregious case is ‘impossible world semantics’, where a 
world is any set of object-language sentences, however inconsistent 
or incomplete (though consistent and complete sets count as worlds 
too). The sentences true at such a world are all and only its mem-
bers. In selecting a model, one must choose not only which possible 
worlds to include, but also which impossible worlds. By contrast 
with possible worlds semantics, determining which atomic formu-
las are true at a world in no way constrains which truth-functions 
of those formulas are true at the world: the modeller has complete 
freedom to decide. Indeed, this kind of impossible worlds semantics 
abandons the constraint, central to most formal semantics, of seman-
tic compositionality, for the semantic profile of a complex sentence 
in a model is not determined by the semantic profiles of its constitu-
ent expressions in the model and the way they are put together. For 
instance, two formulas X1 and X2 may be true at the same worlds in 
a given model, even though their negations ¬X1 and ¬X2 are true 
at different worlds in the model. Similarly, the conjunctions X1 & Y 
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and X2 & Y may also be true at different worlds in the model. From a 
scientific modelling perspective, this looks paradigmatically like too 
many degrees of freedom.

Other forms of hyperintensional semantics are less profligate in 
adding degrees of freedom. For example, some hyperintensionalists 
(such as Fine himself) use forms of truthmaker semantics which respect 
the constraint of semantic compositionality. Nevertheless, they still 
multiply degrees of freedom. 

First, a model associates each atomic sentence with a set of truth-
makers, a subset of the overall set of states in the model. These truth-
makers are not intended to do the modal work of possible worlds, so 
they add degrees of freedom not compensated by any subtraction of 
degrees of freedom associated with possible worlds, since the latter 
are in effect still needed.

Second, even when the admissible sets of truthmakers are subject 
to structural constraints (such as closure under a fusion operation 
associated with the model), in a typical model there are still many 
more admissible sets of truthmakers to choose between for a given 
atomic sentence than the two standard truth-values. 

Third, since there seems to be no way to determine the truth-
makers for ¬X in terms of the truthmakers for X, the semantics 
typically has a model assign each sentence falsemakers as well as truth-
makers, so the truthmakers of ¬X can be the falsemakers of X and 
vice versa. That satisfies the letter of semantic compositionality, if not 
its spirit. However, since the set of falsemakers is independent of the 
set of truthmakers, this effectively doubles the number of degrees of 
freedom associated with the choice of a set of truthmakers for a given 
atomic sentence. 

Thus even truthmaker semantics vastly increases a model’s 
degrees of freedom. This is entirely typical of hyperintensional 
semantics.

In short, the self-proclaimed hyperintensional revolution involves 
multiplying degrees of freedom in order to explain data which may 
well be unreliable. That looks like a classic case of overfitting. Dis-
turbingly, there seems to be no awareness within the hyperinten-
sionalist camp that the programme carries these warning signs of 
bad science. The data are uncritically accepted, and the extra de-
grees of freedom are uncritically welcomed as increasing flexibility. 
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Consequently, the methodological challenges are not even being ad-
dressed. Of course, they might turn out to be just teething problems. 
If the programme can achieve enough explanatory success, it may 
eventually be vindicated. But, by normal scientific standards, merely 
accommodating data by multiplying degrees of freedom constitutes 
little in the way of explanatory success. It comes too cheap. Thus, on 
present evidence, the so-called hyperintensional revolution may well 
be a spectacular case of overfitting.

From this perspective, if analytic philosophy is to move up to 
the next level of methodological sophistication, it must take steps to 
avoid overfitting, by becoming less profligate in adding degrees of 
freedom, and more critical in assessing its data. For that purpose, 
talk of ‘philosophical intuitions’ is worthless. Instead, we should be 
asking ourselves what heuristics might have produced those data, and 
how reliable those heuristics are likely to be. That will be, not a rev-
olution, but a reform in philosophical method. I hope that Disputatio 
will play a role in this reform.
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Abstract
I defend the thesis that the constitutive aim of inquiring into some 
question, Q , is improving one’s epistemic standing with respect to Q.  
Call this the epistemic-improvement view. I consider and ultimately reject 
two alternative accounts of the constitutive aim of inquiry—namely, 
the thesis that inquiry aims at knowledge and the thesis that inquiry 
aims at (justified) belief—and I use my criticisms as a foil for clarify-
ing and motivating the epistemic-improvement view. I also consider 
and reject a pair of normative theses about when inquiry goes awry or 
is inappropriate. The first is the normative thesis defended by Dennis 
Whitcomb who claims that inquiry goes awry if it culminates in a be-
lief that falls short of knowledge and that one should not inquire into Q 
if one already knows the answer to Q. The second is the normative the-
sis defended by Jane Friedman who claims that one should not inquire 
into Q if one already believes some complete answer to Q. 

Keywords 
Inquiry, knowledge, belief, opinion, epistemic improvement.

1 Introduction

An examination of our pre-philosophical intuitions about when an 
agent is inquiring quickly reveals that not every instance in which an 
agent engages in the sorts of activities we associate with investigation 
counts as inquiry. This point is illustrated by Jane Friedman’s com-
parison of a pair of scenarios involving the British sleuth, detective 
Morse.1 In the first scenario, the detective is called upon to inves-
tigate a murder where the identity of the murderer is unknown to 
Morse. When he arrives at the scene, Morse engages in some of the 
activities typically associated with a criminal investigation, like ex-

1 Friedman 2019.
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amining the crime scene, interviewing witnesses, and taking notes.  
Call this the ordinary-Morse case.  In the second scenario, Morse is the 
one who committed the murder the night before, but is trying to 
conceal this fact from his fellow detectives. When he returns to the 
crime scene, he engages in the very same activities as in the ordinary-
Morse case: examining the crime scene, interviewing witnesses, and 
taking notes. Call this second scenario the criminal-Morse case.

Intuitively, Morse is not engaged in genuine inquiry in the second 
scenario. On the contrary, we would say that he is merely going 
through the motions in the criminal-Morse case. Hence, not every 
case in which an agent engages in activities like examining a crime 
scene, interviewing witnesses, and so on, can be described as genu-
ine inquiry. We may therefore ask what distinguishes the ordinary-
Morse case from the criminal-Morse case; why does the former but 
not the latter count as a genuine case of inquiring?  One answer is 
that in the ordinary-Morse case, he engages in the sorts of activi-
ties we associate with investigation with the aim of figuring out who 
committed the murder, while in the criminal-Morse case, he has no 
such aim given that he already knows the identity of the murderer.  
Hence, we may distinguish between genuine and ersatz cases of in-
quiry into a question by noting that in the former, the activities typi-
cally associated with inquiry are accompanied by the possession of 
a certain aim on the part of the agent. In the ordinary-Morse case, 
the agent has the aim of answering the question: who committed the 
murder? However, this aim is missing in the criminal-Morse case. 

On the present suggestion, what distinguishes genuine from 
ersatz cases of inquiry is the presence or absence of a certain aim.  
Moreover, insofar as the aim in question is supposed to serve as a 
basis for distinguishing between those question-directed investiga-
tive activities that are instances of inquiry and those that are not, we 
are here concerned with the constitutive aim of inquiry. The con-
stitutive aim of an activity, as I shall understand the expression, is 
that which makes that activity what it is and distinguishes it from 
all other activities. My goal in this paper is to go some distance to-
wards clarifying what that aim is in the case of inquiry. To this end, 
I will be arguing that one is inquiring into some question, Q , only if 
one is gathering or analysing information that, from one’s perspec-
tive, may potentially bear on answering Q with the aim of improving 
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one’s epistemic standing with respect to Q.2 Call this the epistemic-
improvement view.

Significantly, the epistemic improvement view represents an 
attempt to capture the constitutive aim of inquiry; the possession 
of which determines if a piece of information gathering/analysis is 
genuine inquiry. In order to illuminate the process by which I ar-
rive at the epistemic-improvement view, I will be employing two 
alternative accounts of the constitutive aim of inquiry as a foil: the 
first claims that inquiry aims at knowledge and the second claims 
that inquiry aims at (justified) belief. I shall argue that both of these 
alternative accounts should be rejected because they fail to preserve 
certain paradigmatic cases of genuine inquiry. I also consider, criti-
cise, and ultimately reject the normative proposals due to Dennis 
Whitcomb and Jane Friedman regarding when inquiry goes awry or 
is inappropriate.

2 Preliminaries

Before delving into my examination of some competing views of the 
aim of inquiry, let us circumscribe the focus and limits of the present 
investigation. Following Friedman, I hold that inquiry is an activity 
that takes place over a certain time interval, with an inquiring sub-
ject (or subjects) who may be credited with performing the activities 
associated with inquiry.3 I group said activities under the heading of 
information gathering and analysis. Information gathering involves 
seeking out or being attentive towards information that is relevant 
to answering a question, and paradigmatically includes the sorts of 
evidence gathering activities associated with the sciences. However, 
there are domains, like logic and mathematics, in which inquiry is 
less concerned with acquiring evidence and more concerned with 
analysing concepts in ways that may reveal heretofore unrecognized 
relationships and yield deeper understanding. Including analysis 

2 The present investigation will be limited to inquiry into/about a question. 
I wish to remain neutral with respect to whether the object of inquiry is always 
a question. However, I restrict my attention to inquiry into/about a question in 
order to keep my task in this paper more manageable. 

3 Friedman 2019: 297.
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among the list of activities associated with inquiry is meant to ac-
commodate such cases. If there are other investigative activities that 
do not fall under the umbrella of information gathering and analysis, 
then I am open to my account of inquiry being expanded to include 
such activities. However, the two broad classes of investigative ac-
tivities I have identified—information gathering and analysis—seem 
like a plausible starting point.

One issue on which pre-theoretical intuitions appear to diverge is 
whether one can inquire into a question one takes oneself to already 
have the answer to for the sake of persuading others to accept said 
answer. For example, suppose that I firmly believe that all life on 
earth has a common ancestor and that I consequently take myself to 
already have the answer to the following question: 

(Q1) Does all life on earth have a common ancestor?

Nevertheless, I may gather information that I take to bear on (Q1) 
in order to persuade my creationist neighbour to accept a positive 
answer to (Q1). Insofar as I take myself to already have the answer 
to (Q1), it is a widely held pre-theoretical intuition that I am not 
genuinely inquiring. However, while this appears to be the dominant 
intuition regarding information gathering/analysis carried out solely 
for the benefit of others, it is not clear that this intuition is univer-
sally held.

In cases in which our pre-theoretical intuitions fail to decisively 
settle a matter, I believe we may safely leave it up to our theorising 
to do so in a way that best preserves theoretical values like compre-
hensiveness, consistency, and usefulness. However, if our pre-theo-
retical intuitions lean more heavily in one direction (as I believe to be 
true in the present case), then our theorising should (all things be-
ing equal) favour the position that most closely aligns with the most 
widely held pre-theoretical intuitions. Given these methodological 
assumptions, and given the observation that most competent Eng-
lish speakers would not regard the information gathering I engage 
in solely for the purpose of persuading my creationist neighbour as 
genuine inquiry on my part, I think we may safely stipulate that, 
on the theoretical account of inquiry currently on offer, an agent 
engaged in information gathering and analysis qualifies as inquiring 
into some question only if the agent responsible for the information 
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gathering/analysis is among the potential epistemic beneficiaries of 
said information gathering/analysis. Given this stipulation, informa-
tion gathering/analysis that is carried out for the purpose of persuad-
ing others may count as inquiry, but only if the person responsible for 
the information gathering and analysis also intends to derive some 
personal epistemic benefit from doing so. Otherwise, I will say that 
the agent is engaged in mere information gathering, but that this infor-
mation gathering does not qualify as genuine inquiry.  

3 The knowledge-aim views

One natural suggestion for what makes an instance of information 
gathering/analysis qualify as inquiring into some question, Q , is the 
fact that it is carried out in order to achieve knowledge of the answer 
to Q.4 Insofar as the present suggestion purports to tell us which 
instances of information gathering/analysis are genuine cases of in-
quiry and which are not, it is a metaphysical thesis. As such, I shall 
call it the metaphysical knowledge-aim view.  

Of no less interest to the metaphysical knowledge-aim view is the 
following pair of normative claims defended by Dennis Whitcomb: 
(1) that inquiry goes awry if it culminates in a cognitive state that 
falls short of knowledge, and (2) that inquiry goes awry if one in-
quires into a question to which one already knows (or takes oneself 
to know) the answer.5 Let us refer to the conjunction of the preced-
ing pair of normative claims defended by Whitcomb as the normative 
knowledge-aim view. Unlike the metaphysical knowledge-aim view, 
the normative knowledge-aim view is silent on the question of which 
instances of information gathering/analysis are cases of inquiry and 
which are not. Instead, it purports to tell us when a particular in-
stance of inquiry goes awry.

Moreover, being committed to the normative knowledge-
aim view does not entail that one is committed to the metaphysi-
cal knowledge-aim view. For example, one may consistently hold 
that inquiry goes awry if it culminates in a belief that falls short of 
knowledge (a la the normative knowledge-aim view) but reject the 

4 For a defense of this sort of view, see Kelp 2014.
5 Whitcomb 2010: 676ff.



Avery Archer100

view that inquiry only qualifies as such if undertaken with the aim 
of achieving knowledge (a la the metaphysical knowledge-aim view).  
Nevertheless, the two views are consistent with each other. For ex-
ample, I may consistently hold that an agent is genuinely inquiring 
into Q only if they have the aim of achieving knowledge of the an-
swer to Q (a la the metaphysical knowledge-aim view) and also that 
inquiry goes awry if, as a matter of fact, it culminates in a belief that 
falls short of knowledge or persists even after the agent has achieved 
knowledge (a la the normative knowledge-aim view). This point is 
worth noting since there may be a temptation to view the metaphysi-
cal knowledge-aim view as precluding the possibility of inquiring 
into Q if one already knows the answer to Q. However, the meta-
physical knowledge-aim view imposes no such restriction. This is 
because the metaphysical thesis claims that an inquirer must have 
the aim of achieving knowledge and it is possible for an agent to have 
the aim of achieving knowledge even if they already possess knowl-
edge.  In sum, the metaphysical thesis still allows for the violation of 
the requirement imposed by the normative knowledge-aim view and 
is therefore consistent with the existence of said requirement. The 
upshot is that the metaphysical and normative formulations of the 
knowledge-aim views are independent but consistent theses.  

Whitcomb motivates (1) with the example of an agent who ends 
inquiry with a belief that falls short of knowledge: 

I pretty much always believe in late hours of the night that the grocery 
store is open, without checking any sort of schedule. Sometimes these 
beliefs are true and sometimes they are false. They never amount to 
knowledge; I hold them nonetheless. Something goes awry with these 
beliefs...Those beliefs end inquiry without knowledge...They are pre-
mature (and thus awry) just like it is premature (and thus awry) to stop 
eating before being nourished.(2010: 676) 

By Whitcomb’s lights, to stop inquiring before you know is like stop-
ping eating before you are nourished; in both cases the activity in 
question has been halted before its goal has been achieved. It is im-
portant to note that Whitcomb is not claiming that once one begins 
inquiry into some question one is obliged to continue inquiring until 
knowledge is attained. After all, there will be many cases in which 
one would be justified in abandoning a piece of inquiry before said 
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inquiry is completed. One may run out of time, have more important 
obligations arise, or discover that the question one is inquiring into 
cannot or is unlikely to ever be answered. These may all constitute 
good grounds for abandoning a piece of inquiry. However, the key 
thing to note in all of these cases is that inquiry is being abandoned 
prior to its goal being achieved. The grocery store example is meant 
to illustrate that if a piece of inquiry ends with a belief that falls short 
of knowledge, then it has not yet achieved its goal. This is why, ac-
cording to Whitcomb, something seems awry in the grocery store 
example: the agent treats his belief as though it were the satisfaction 
of a piece of inquiry despite the fact that the belief in question fails to 
constitute knowledge. Whitcomb concludes that “you should close 
inquiry with belief only if you do know.”6

Whitcomb motivates (2) with the example of an agent who con-
tinues to inquire into Q after they have acquired knowledge of the 
answer to Q:

I sometimes check my alarm clock five or more times before going to 
sleep. I know far before the fifth check that it is working, but still I 
continue to inquire. This continued inquiry goes awry. Why is that? 
Here’s why: continuing this inquiry is like continuing to eat after being 
nourished. (2010: 674) 

While the grocery store example is meant to illustrate that inquiry 
goes awry when it culminates in a belief that falls short of knowl-
edge, the alarm clock example is meant to illustrate that inquiry goes 
awry if one already knows the answer to the question into which one 
is inquiring.

4 Objections to the knowledge-aim views

I maintain that both the metaphysical and normative knowledge-aim 
views are too restrictive. First, the metaphysical knowledge-aim 
view is unable to accommodate the possibility of someone engaging 
in inquiry with the aim of arriving at a belief that they recognize falls 
short of knowledge. Let us call a belief that the believer recognizes 
falls short of knowledge an opinion. I maintain that it is possible for 

6 Whitcomb 2010: 680.
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an agent to engage in genuine inquiry with the aim of arriving at an 
opinion. Consider the following case. 

Modest econoMist: An economist recognizes that there is not 
currently sufficient information available for her to know that 
a heretofore untried economic policy proposal would yield the 
projected results. However, she carefully examines the limited 
information available bearing on the question with the aim of ar-
riving at an informed opinion on the question.

As the term is ordinarily employed, the economist’s act of examin-
ing the limited information available in order to arrive at an informed 
opinion would qualify as a genuine case of inquiry. This remains true 
despite the fact that the informed opinion she seeks constitutes a 
belief that she recognizes falls short of knowledge. Hence, our pre-
theoretical conception of inquiry allows for the possibility of an agent 
inquiring about some question with the explicit aim of arriving at 
an informed opinion on (as opposed to knowledge of) that question.  

Modest econoMist also poses a challenge to (1), the claim that 
inquiry goes awry if it culminates in a belief that falls short of knowl-
edge. This is because it is entirely appropriate for the modest econo-
mist to end her inquiry with the formation of an informed opinion 
as opposed to knowledge. Indeed, if we were to imagine that the 
modest economist knows that knowledge is unattainable due to the 
limited information available bearing on the question, it may argu-
ably be inappropriate for her to seek to attain anything more than an 
informed opinion under the circumstances.  

If this is right, then there must be something else going on in 
Whitcomb’s late night grocery store example that accounts for the 
intuition that something is going awry. An alternative, and I believe 
much more natural, explanation of why it is problematic for the agent 
to believe that the grocery store is open without checking any sort of 
schedule is that the agent’s belief is unjustified. On the present sug-
gestion, the problem in the grocery store case is not that the agent’s 
inquiry culminates in a belief that falls short of knowledge—which, 
as the modest economist example illustrates, is not intrinsically 
problematic—but rather that the agent’s belief is based on insuffi-
cient evidence.

Significantly, the immediately preceding diagnosis of what is 
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wrong with the agent in the grocery store example has little to do 
with the aim of inquiry per se. The grocery store example is a stan-
dard case of an agent forming a belief based on insufficient evidence, 
and this would be true whether the agent in question aimed at jus-
tified belief, knowledge, or certainty. For example, suppose I was 
merely interested in forming a justified belief about when the gro-
cery store was open and that I assumed that it was open without 
checking any kind of schedule. We would naturally conclude that I 
have no business believing that the grocery store was open given my 
lack of evidential support for this conclusion. This diagnosis would 
also apply if I were seeking knowledge or certainty about when the 
grocery store was open. Hence, the fact that we find the agent in 
the grocery store case problematic does not seem to turn on the 
fact that he stopped inquiring before securing knowledge since we 
would conceivably find the agent problematic if they were only in-
terested in securing a justified belief. If this is right, then it seems as 
though Whitcomb misdiagnoses what is going awry in the grocery 
store example.

Let us now turn to (2), the claim that inquiry goes awry if one 
inquires into a question to which one already knows (or takes oneself 
to know) the answer. One problem with (2) is that it is unable to ac-
commodate the appropriateness of someone engaging in inquiry with 
the aim of ratcheting up their knowledge to the status of complete 
certainty.7 This possibility is illustrated by the following example:

Other Minds: Jeanie recognises that while she knows both (i) 
that there is thinking currently taking place, and (ii) that other 
people have experienced mental states like pain, anger, and be-
lief; she is only completely certain (in the sense that she could 
not conceive of herself as being mistaken) about (i). One of her 
philosophy professors, who is generally reliable about such mat-
ters, informs Jeanie that there are philosophical arguments that 
would allow her to achieve the same complete certainty about (ii) 
that she currently enjoys with respect to (i). Moreover, she comes 
to believe it is possible to achieve said certainty based on her pro-
fessor’s testimony. Not satisfied with merely knowing that other 

7 Palmira (2018: 13) has emphasized the need to make room for inquiry in 
this context.
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minds exist, Jeanie desires to know this fact with complete cer-
tainty. To this end, she borrows several books from the university 
library on the topic of other minds in the hope that she could find 
an argument that would allow her to ratchet up her knowledge 
that other people have minds to the status of complete certainty.

As I am here using the expression, being completely certain that P en-
tails that one is unable to conceive of oneself as being mistaken about 
the truth of P. For example, I am unable to conceive of my being 
mistaken about the fact that there is thinking currently taking place.  
However, some caution is required on this score: saying that one 
cannot conceive of oneself as mistaken about the truth of P is differ-
ent from saying that it is impossible to imagine P being false. I can 
imagine a world in which neither I nor anyone else existed and in that 
world it would be false that there is currently thinking taking place.  
Hence, I have no difficulty imagining a world in which the proposi-
tion that there is currently thinking taking place is false. However, 
in order to be mistaken about the proposition that there is currently 
thinking taking place it would need to both be true that I am think-
ing that there is currently thinking taking place and false that I am 
thinking. But that would be a contradiction. 

Significantly, being certain that P—in the sense of being unable 
to conceive of oneself as mistaken about P—is not a requirement 
for knowing that P. For example, I take myself to know that all life 
on earth has a common ancestor. However, I can also imagine a sce-
nario in which scientist discover a new species of marine life with 
an entirely different genetic lineage to all other creatures on earth.  
Hence, although the theory of common descent is something I know 
to be true, I am still able to conceive of my being mistaken about its 
truth. In sum, the theory of common descent is not something I have 
complete certainty about, as the expression is here being employed. 
The claim that the agent described in other Minds does not have 
complete certainty about the existence of other minds8 entails that 
she is able to conceive of herself as being mistaken about the exis-
tence of other minds. However, she engages in library research with 
the aim of coming to grasp the proposition that other minds exist in 

8 Here and henceforth, I will be using the expression “the existence of other 
minds” as a shorthand for the claim that other people have experienced mental states. 
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such a way that it is no longer possible for her to conceive of herself 
as being mistaken about its truth.

As it so happens, there are some philosophers who think that 
Jeanie’s goal of complete certainty about the existence of other 
minds is attainable. For example, some have argued that mental 
terms—like pain, anger and belief—could only achieve meaning 
in a socio-linguistic context in which other language users had such 
mental states. P. F. Strawson endorses a view along these lines when 
he writes:

It is a necessary condition of one’s ascribing states of conscious-
ness, experiences, to oneself, in the way that one does, that one 
should also ascribe them, or be prepared to ascribe them, to oth-
ers who are not oneself. (1959: 99) 

According to such views, the mere fact that we can meaningfully ask 
if other people have experienced mental states like pain entails the 
existence of other people with said mental states. Whether we find 
such arguments persuasive (I personally have my reservations) is un-
important as far as the efficacy of my present argument is concerned.  
We can still conceive of Jeanie having the justified belief that she 
could achieve complete certainty about the existence of other minds 
based on the testimony of her professor who has a track record of 
being reliable regarding such matters. Moreover, insofar as Jeanie 
justifiably believes it is possible to achieve complete certainty about 
the existence of other minds, I submit that it is rationally permissible 
for her to have this as the goal of her information gathering/analysis.

Once it is granted that it is rationally permissible for Jeanie to 
engage in information gathering/analysis with the aim of achieving 
complete certainty about the existence of other minds, the final step 
of my argument is to insist that said information gathering/analysis 
is a genuine case of inquiry. On this point, I believe our ordinary 
linguistic practice is unequivocal. As the term is ordinarily used, 
Jeanie’s library research would naturally and unproblematically be 
described as inquiry. For example, we would not view Jeanie as sim-
ply going through the motions in the manner that criminal-Morse 
is going through the motions when he is interviewing witnesses and 
taking notes at the crime scene. Jeanie sincerely wishes to achieve a 
level of confidence—i.e., complete certainty—that surpasses what 
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is necessary for knowledge and her pursuit of this goal seems suf-
ficient to make her information gathering/analysis an instance of 
inquiry. Since this is not something that the knowledge-aim view 
makes either metaphysical or normative room for, I conclude that the 
knowledge-aim view should be rejected.

Whitcomb anticipates something along the lines of the above ob-
jection during his discussion of the alarm clock example. He writes:

You might object that it is a desire for reassurance or certainty…that 
drives my alarm-checking. But...if you asked if I knew the alarm was 
set, I’d respond with a sheepish “yeah I’m neurotic”, not a “yeah I know 
but I want certainty”. (2010: 675)

While the preceding analysis is plausible given the characterisation of 
the agent in the alarm clock case, the same could not be plausibly said 
of the subject, Jeanie, in Other Minds. The contention of Other 
Minds is not that every agent who inquires into a question they al-
ready take themselves to know the answer to is seeking certainty and 
that all cases of inquiring past the point of knowledge is therefore 
appropriate. Hence, we need not take issue with Whitcomb’s obser-
vation that something is going awry with the agent in the alarm clock 
example. The point of Other Minds is that inquiring into a question 
to which one takes oneself to know the answer in order to achieve 
complete certainty is not only possible, but may also be rationally 
permissible.

It may be objected that Jeanie is not actually inquiring into the 
question: “have other people experienced mental states?” but rather 
the related question “is it possible to be completely certain that other 
people have experienced mental states?” Fortunately, I believe there 
is a fairly straightforward test available for ascertaining what ques-
tion Jeanie is inquiring into; namely, by asking what it would take for 
the desire driving Jeanie’s inquiry to be satisfied. In Other Minds, 
it is stated that Jeanie already believes that it is possible to be com-
pletely certain that other minds exist. And yet, this is not enough to 
satisfy the desire driving her inquiry; she still feels motivated to go 
to the library and check out books on the topic. This indicates that 
Jeanie is not inquiring into whether it is possible to be completely 
certain that other minds exist. Furthermore, we may stipulate that 
achieving complete certainty about the existence of other minds is 
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both necessary and sufficient for the desire driving Jeanie’s inquiry 
to be satisfied. With this stipulation in place, the suggestion that 
Jeanie is aiming at something other than complete certainty about 
the existence of other minds seems unmotivated. 

Moreover, the burden of proof rests on the shoulders of those 
who wish to deny that Jeanie has complete certainty as her aim to 
explain why this is a metaphysical or psychological impossibility. For 
good or for ill, human beings have displayed a capacity to have a wide 
range of aims, from the pedestrian to the improbable. Absent some 
positive account of why the achievement of complete certainty about 
something one took oneself to know is not among the set of possible 
aims a human being could have, I submit that it is entirely reasonable 
to take the description of Jeanie in other Minds at face value.  

A second objection to (2) is that it is unable to accommodate the 
appropriateness of an agent inquiring about something she knows 
but that is temporarily inaccessible due to some kind of cognitive 
malfunction. Consider the following example:  

test taker: Lisa is taking an open book history of science exam, 
but has thus far not needed to consult her textbook or notes. 
Just as she is about to answer a fill-in-the-blanks question asking 
what year Marie Curie was born (a question for which she both 
knows and takes herself to know the answer), the invigilator an-
nounces that there is only five minutes left. The panic sparked by 
the invigilator’s announcement causes Lisa’s mind to suddenly go 
blank. She knows that if she had enough time to calm her nerves, 
the answer would come back to her. But time is not a luxury 
she currently has. Instead of waiting for her eventual recollec-
tion, she judges that it would be best to inquire anew and spends 
the next five minutes frantically leafing through the textbook.  
Unfortunately, time runs out before she could find the answer.  
Predictably, as soon as Lisa exits the examination hall, with the 
feeling of panic now gone, she easily recalls that Marie Curie was 
born in 1867.

In the above example, Lisa is displaying a phenomenon that psychol-
ogists refer to as “choking”. This is where the pressure caused by 
something like a high-stakes exam undermines the proper function-
ing of someone’s working memory, rendering known information 
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temporarily inaccessible.9 I take the following claims to be true about 
test taker. First, Lisa’s act of searching the textbook for the correct 
answer constitutes a genuine case of inquiry, as the term is ordinar-
ily used. Lisa is not like criminal-Morse who is merely going through 
the motions. Second, insofar as Lisa was able to recall (without any 
additional prompting) that Marie Curie was born in 1867 upon exit-
ing the examination hall, she knew all along when Marie Curie was 
born. After all, the date of birth of a historical figure is an external 
world fact, and one cannot gain new knowledge of an external world 
fact via reflection alone. Hence, if Lisa knew that Marie Curie was 
born in 1867 when she was standing outside the examination room, 
then this is not a piece of new knowledge. It follows that she already 
knew when Marie Curie was born. Lisa’s problem is that she was 
unable to access the knowledge she already possessed. Third, Lisa 
takes herself to know when Marie Curie was born. However, she 
recognises that in her panic-stricken state, it would take some time 
for her to call the relevant information to mind. She decides to in-
quire anew, not because she thinks she would be unable to eventu-
ally recall the answer unaided, but because she thinks the process of 
doing so would take too long given the time constraint of the exam. 
The lesson of test taker is that inquiry may serve as a happy alterna-
tive to waiting around until we recall some known, but temporarily 
inaccessible, piece of information.10

To recap, I claim that the metaphysical knowledge-aim view 
should be rejected because it is unable to accommodate cases like 
Modest econoMist—instances in which an agent recognizes that 
knowledge is unavailable but engages in inquiry in order to arrive 
at an informed opinion. I have also argued that Whitcomb’s norma-
tive knowledge-aim view should be rejected because it is unable to 
preserve the rational appropriateness of cases like Other Minds—
instances in which an agent engages in inquiry in order to achieve 
a level of confidence beyond what is strictly necessary for knowl-
edge—and test taker —instances in which time is of the essence 
and inquiring anew would be potentially faster than waiting for some 

9 For a discussion of “choking” and how to combat it, see: Ramirez and Beilock 
2011.

10 See and cf. Archer 2018: 601ff.
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known piece of information to come to mind unaided.

5 The Belief-Aim View

In the preceding section, I argued that the knowledge-aim view, in 
both its metaphysical and normative formulations, is too restrictive.  
It may be thought that the problem with the knowledge-aim view 
is that it sets the bar for the aim of inquiry too high. If the present 
diagnosis of what is going wrong with the knowledge-aim view is 
correct, then perhaps we can avoid its shortcomings by equating the 
aim of inquiry with a (justified) belief. Call this the belief-aim view.11  

Like the knowledge-aim view, the belief-aim view may take on 
metaphysical or normative guises. In its metaphysical guise, the be-
lief-aim view offers a criterion for distinguishing between ersatz and 
genuine cases of inquiry. On this suggestion, ordinary-Morse quali-
fies as genuinely inquiring into Q because he has the aim of arriving 
at a (justified) belief in the answer to Q , while criminal-Morse does 
not qualify as genuinely inquiring because he lacks this aim. In sum, 
according to the metaphysical belief-aim view, a piece of information 
gathering or analysis qualifies as an instance of inquiry only if the 
putative inquirer has the aim of arriving at a (justified) belief that PQ, 
were PQ is a complete answer to Q.

Unfortunately, the metaphysical belief-aim view also turns out 
to be too restrictive. Specifically, it is unable to accommodate cases 
of inquiry in which the agent already has a justified belief that PQ.  
Consider the following case:

extraterrestrial enthusiast: Myles believes that there is ex-
traterrestrial life based on the following considerations: the five 
elements necessary for life also happen to be the most common 
in the universe, the vastness of the universe offers numerous op-
portunities for life to evolve, and earth is unexceptional when 
compared to the billions of other earth-like planets. However, 
while Myles takes these considerations to be enough to make his 
belief justified, he does not take it to be enough to ground knowl-
edge. In order to have knowledge that there is extraterrestrial 

11 For a discussion of this sort of view, see Peirce 1877 and Lynch 2009.
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life, Myles believes he would either need to see direct evidence 
of extraterrestrial life (like fossils or actual life forms) or receive 
reliable testimony from someone who has observed such direct 
evidence. Since Myles has not received any reliable testimony on 
this point, when he is offered the opportunity to join a scientific 
expedition in search of direct evidence of extraterrestrial life, 
he jumps at the opportunity to acquire the kind of evidence that 
would elevate his (justified) belief to the status of knowledge.

While Myles believes he has ample reason to believe there is extra-
terrestrial life, he does not think the reasons he currently possesses 
is sufficient to secure him with knowledge. Most of us, at some point 
in our lives, have found ourselves saddled with a belief that we recog-
nise falls short of knowledge. For example, we can imagine someone 
who is unable to shake the belief that they are adopted, despite their 
parents’ denials. This may be due to factors like their striking lack of 
resemblance to their parents, the testimony of a long-time and trust-
ed family friend who claims to have met the person’s birth parents, 
and the repeated refusal of their parents to show them their birth 
certificate. We can imagine the individual acknowledging, when 
pressed, that they do not know for sure that they’re adopted, absent 
a DNA test or some similar confirmation. In sum, while they take 
the considerations on which their belief is based to be enough to jus-
tify their belief, they don’t think they are sufficient to secure them 
with knowledge. It seems perfectly intelligible that someone in this 
position may wish to elevate their belief to the status of knowledge 
and may seek out the evidence they take to be necessary for doing so.  
Similarly, Myles may not be satisfied with merely believing that ex-
traterrestrial life exists, even if he thinks said belief is justified based 
on the considerations adumbrated in the example. He may want to 
achieve the epistemically superior status of knowledge that there is 
extraterrestrial life and this desire may motivate him to seek out 
the kind of direct evidence he deems necessary for said knowledge.  
Hence, contra the metaphysical belief-aim view, it seems possible for 
an agent to inquire into Q even if they already (justifiably) believe PQ.  

Even if one rejected the metaphysical belief-aim view, one may 
still endorse the normative claim that one should not inquire into Q if 
one already believes PQ. This normative thesis has been defended by 
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Friedman, who endorse the following principle:  

Don’t Believe and Inquire (DBI). One ought not inquire 
into/have an interrogative attitude towards Q at t and believe PQ 
at t.12

One implication of DBI is that it would be impermissible to engage 
in inquiry in order to ratchet up one’s (justified) belief to the status 
of knowledge. For example, if I had the (justified) belief that there is 
extraterrestrial life, but did not take myself to have knowledge since 
I lacked what I took to be the requisite empirical evidence, then it 
would not be permissible for me to inquire further for the purpose 
of securing said knowledge. I take this to be an unacceptable and 
needless restriction on when it is permissible to engage in inquiry.

To sum up, I maintain that the metaphysical belief-aim view 
should be rejected on the grounds that it cannot accommodate cases 
of inquiry in which the inquirer aims to ratchet up their justified 
belief to the status of knowledge. I take extraterrestrial enthusi-
ast to illustrate that it is possible to inquire into Q even if one already 
(justifiably) believes PQ. Moreover, I maintain that normative thesis 
embodied in Friedman’s DBI principle should be rejected because it 
fails to accommodate the permissibility of inquiring in order to ratchet 
up one’s (justified) belief to the status of knowledge. I conclude that 
both the metaphysical belief-aim view and Friedman’s normative 
DBI principle should be abandoned.

6 The epistemic-improvement view

My diagnosis of why both knowledge and (justified) believing are 
unsatisfactory candidates for the constitutive aim of inquiry is that 
they both reduce inquiry’s aim to a single attitude or state. This im-
poses a significant restriction on what sorts of investigative activities 
may count as inquiry that departs from our everyday intuitions about 
when an agent is inquiring. If we hold that knowledge is the constitu-
tive aim of inquiry (a la the metaphysical knowledge-aim view), we 
will be unable to accommodate the possibility of an agent inquiring 
in order to arrive at an informed opinion. If we hold that a belief 

12 Friedman 2019: 303.
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is the constitutive aim of inquiry (a la the metaphysical belief-aim 
view), we will be unable to accommodate the possibility of an agent 
inquiring in order to ratchet up their belief to the status of knowl-
edge.

We may avoid the aforementioned unattractive consequences by 
dispensing with the assumption that inquiry aims solely at knowl-
edge or belief and instead conceive of inquiry as having the aim of 
improving an agent’s epistemic standing with respect to some ques-
tion. Specifically, I endorse the following necessary and sufficient 
condition for a piece of information gathering/analysis to qualify as 
inquiring into some question, Q:

The Epistemic-Improvement View. One is inquiring into some ques-
tion, Q , only if one is gathering/analysing information that one 
(tentatively) takes to be relevant to answering Q with the aim of 
improving one’s epistemic standing with respect to Q.

I hold that one has improved one’s epistemic standing with respect to 
some question, Q , just in case one has transitioned from an inferior 
to a superior grasp of the answer to Q. This includes the transition 
from having no opinion about what the answer to Q is to justifi-
ably believing a certain answer to Q , the transition from justifiably 
believing some answer to Q to knowing the answer to Q , and the 
transition from knowing the answer to Q to being completely certain 
about the answer to Q. I do not claim that the preceding list of tran-
sitions is exhaustive vis-à-vis examples of epistemic improvement.  
However, I believe the list, while incomplete, is suggestive enough to 
provide the reader with a fair idea of the sorts of transitions I have in 
mind.13 I maintain that information gathering/analysis that is under-
taken in order to facilitate any of the preceding transitions qualifies 
as an instance of inquiry. According to the present proposal, having 
the aim of improving one’s epistemic standing means that one has the 

13 The present framework generates a number of interesting questions: what 
is the upper limit to potential goals of inquiry? Should understanding be included 
as a goal of inquiry, distinct from knowledge? Or, alternatively, is understanding 
best conceived of as knowledge of the connections between various known items 
and therefore reducible to knowledge? While these questions fall outside the 
scope of the present investigation, I think they represent one of many strands of 
further investigation to which the present account lends itself.  
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aim of improving one’s grasp of the answer to Q in at least one of a 
variety of ways.

The epistemic-improvement view shares some similarities with 
the “naïve account of inquiry” defended by Nicholas Smith (2020), 
who claims that I inquire “in order to figure out the answer to my 
question” (p. 183). Both Smith’s naïve account and the epistemic-
improvement view are flexible in terms of which mental states may 
potentially serve as the endpoint of inquiry. Smith puts the point as 
follows:

What constitutes the inquirer’s having an answer to their question? 
An inquirer has answered their question when they have the appro-
priate mental state, directed in the appropriate way, at the answer to 
their question. Plausible candidates include belief, knowledge, or un-
derstanding. In other words, an inquirer has answered their question 
when they believe/know/understand the answer to their question. I 
won’t take a stand here on which mental state is the required one, 
because it seems to me that different questions may require different 
things of the inquirer with respect to the mental state that constitutes 
a successful termination of inquiry. (2020: 183) 

Smith’s expressed rationale for remaining open to different mental 
states being the termination-point of inquiry is that which mental 
state qualifies as answering a question may vary from question to 
question. However, what all cases of inquiry have in common, ac-
cording to Smith, is that the inquirer aims to “figure out” the answer 
to a question. By contrast, the epistemic-improvement view holds 
that the aim of inquiry is to improve one’s grasp of the answer to a 
question, which includes but is not limited to figuring out the answer 
to a question. The key difference between the two views is that the 
epistemic-improvement view allows for the possibility of inquiring 
into Q even if one takes oneself to have already “figured out” the an-
swer to Q. For example, in both other Minds and extraterrestrial 
enthusiast, the agents take themselves to already have the answer to 
the questions they are inquiring into. Jeanie takes herself to know 
that other minds exist and inquires with the aim of achieving com-
plete certainty. Myles believes that extraterrestrial life exists and 
inquires with the aim of transitioning from mere justified belief to 
knowledge. Given that neither Jeanie nor Myles are trying to “figure 
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out” the answer to a question, they would not qualify as genuinely 
inquiring on Smith’s account. In sum, I hold that Smith’s naïve ac-
count differs from and is inferior to the epistemic-improvement view 
because it is unable to accommodate the possibility of someone in-
quiring in order to ratchet up their belief to the status of knowledge 
or ratchet up their knowledge to the status of complete certainty.

Importantly, one does not only count as having inquired if one 
has achieved the aforementioned aim. Unsuccessful inquiry is still 
inquiry. This means that one’s information gathering/analysis need 
not actually improve one’s grasp of the answer to Q in some way. For 
example, it may turn out that what one takes to be the answer to Q , 
upon the completion of one’s information gathering/analysis, is far 
from correct. Even so, if one can be accurately described as having 
the aim of improving one’s grasp of the answer to Q , then (according 
to the account presently on offer) this is enough for one’s information 
gathering/analysis to qualify as an instance of inquiring into Q.  

It is crucial that the information being gathered/analysed be such 
that, from one’s perspective, it may be potentially relevant to an-
swering Q. This qualification is meant to exclude cases in which an 
agent is gathering/analysing information with the ultimate aim of 
improving her epistemic standing with respect to Q , but does not 
take the information being gathered/analysed to be relevant to an-
swering Q. For example, we can imagine a researcher, Usha, who 
arrives at her laboratory early in the morning to continue her inves-
tigation into Q. However, without the improved concentration that 
caffeine provides, she thinks she has little hope of making progress 
in her investigation. She walks over to the coffee machine and be-
gins reading the instructions on how to make herself a cup of coffee.  
Usha can plausibly be described as reading the instructions with the 
ultimate aim of improving her epistemic standing with respect to Q.  
However, her reading the instructions on the coffee machine can-
not be plausibly described as an instance of inquiring into Q.14 One 
diagnosis of why this is so is that Usha does not view the instructions 
on the coffee machine as potentially relevant to answering Q. If she 
did—e.g., if Q had to do with how coffee machines function—then 

14 I would like to thank an anonymous journal referee of an earlier version of 
this paper for drawing my attention to the present sort of case.
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her reading the instructions with the aim of improving her epistemic 
standing with respect to Q would in fact be an instance of inquir-
ing into Q. Hence, the stipulation that the putative inquirer view 
the information being gathered/analysed as potentially relevant to 
answering Q is meant to exclude cases like that of Usha; one’s in 
which an agent engages in information gathering/analysis with the 
ultimate aim of answering Q , but in which the agent does not take 
the information being gathered/analysed to be potentially relevant 
to answering Q.15

It is worth noting that the preceding characterisation of the epis-
temic-improvement view only requires that the agent view the infor-
mation being gathered/analysed as potentially relevant to answering 
Q. This is important because there will be occasions on which an 
agent’s grasp of Q is so precursory that she cannot be sure whether 
or not the information being gathered/analysed is in fact relevant to 
answering Q. For example, suppose that an epidemiologist, Chris, is 
tasked with finding a potential treatment for a heretofore unencoun-
tered strain of coronavirus. Chris may be described as attempting to 
answer the following question:

(Q2): “what is a successful treatment for the novel coronavirus?” 

Chris begins his attempt to answer (Q2) by gathering information 
relating to the successful treatment of Severe Acute Respiratory 
Syndrome (SARS) which he hopes, but is not sure, may be relevant 
to uncovering a successful treatment for the novel coronavirus. The 
fact that Chris is unsure that the information he is gathering is in fact 

15 It is important to distinguish between the claim that a piece of information 
is relevant to inquiry only if the inquirer views it as potentially relevant to 
answering Q and the claim that all inquiry aims at figuring out the answer to 
Q. I hold that the only information that can feature in my attempt to ratchet 
up my justified belief to the status of knowledge or my knowledge to status of 
complete certainty is information that is relevant to answering Q. Hence, even 
if an agent takes themselves to have already figured out the answer to Q , the 
attempt to improve their epistemic standing with respect to Q will demand that 
they limit themselves to information that they take to be potentially relevant to 
answering Q. Hence, there is no conflict between my rejection of Smith’s claim 
that all inquiry aims to figure out the answer to a question and my claim that only 
information that an inquirer takes to be potentially relevant to answering Q can 
feature in inquiry into Q.
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relevant to answering (Q2) should not disqualify his information-
gathering from constituting genuine inquiry into (Q2). This is an 
important allowance to make since there will be many instances in 
which at the very outset of inquiry into a question, we may not know 
enough to know whether or not the information being gathered/
analysed is in fact relevant to answering the question. However, we 
would still need such initial steps in the inquiring process to qualify 
as genuine inquiry. If this is right, then inquiry into Q should not 
require that one be sure that the information being gathered/anal-
ysed is in fact relevant to answering Q. Merely holding that it might 
be should be enough.

There are no doubt further refinements and precisifications that 
can be made to the analysis of the aim of inquiry offered in this paper.  
However, I hope to have convinced the reader that the epistemic-
improvement view is a more promising account than the knowledge-
aim and belief-aim views, and therefore worthy of further explora-
tion.  If I have succeeded on this score, then I would deem the above 
argumentation a success. 

7 Conclusion

The account of inquiry offered in this paper eschews the identifi-
cation of its constitutive aim with some single attitude or cogni-
tive state and instead identifies inquiry’s aim with facilitating the 
transition from one (epistemically inferior) state to another (epis-
temically superior) state. I take this to be the central insight of the 
epistemic-improvement view. This shift in focus vis-à-vis the consti-
tutive aim of inquiry generates a shift in our conception of inquiry’s 
normative profile away from that suggested by Whitcomb and Fried-
man. Instead of seeing the appropriateness of inquiry as tied to the 
achievement and/or possession of a specific attitude or state—i.e., 
knowledge or (justified) belief—the question of whether inquiry is 
appropriate gets framed in terms of whether it is fitting to seek a 
particular form of epistemic improvement in a given context.

The present account also has implications for our conception of 
the success-conditions of inquiry. The question of when inquiry is 
successful is distinct from the question of when it is appropriate. For 
example, suppose that I set out to answer the question: what is an 
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effective treatment for the novel coronavirus? Suppose further that 
my investigation is yet to yield an answer to this question. It may 
both be true that my inquiry is unsuccessful and that it is neverthe-
less appropriate for me to undertake the inquiry in question. Indeed, 
even if my inquiry ultimately fails to yield an answer to the question 
at hand (and therefore ultimately prove unsuccessful), it may still 
have been appropriate for me to undertake said inquiry. Appropri-
ateness has to do with whether I should embark upon or continue 
a piece of inquiry. Success has to do with whether my inquiry has 
achieved its goal. 

Both Whitcomb and Friedman appear to be primarily concerned 
with when inquiry is appropriate or goes awry. However, my dis-
cussion of their views may also have potential implications for the 
question of when a given inquiry is successful. For example, it may 
be held that inquiry is successful only if the inquirer achieves knowl-
edge. On this view, the inquiry of the agent described in Modest 
econoMist would be deemed unsuccessful. However, there is an al-
ternative conclusion available. Instead of holding that there is a single 
goal that determines whether or not an instance of inquiry is success-
ful, one may hold that the success-conditions of a piece of inquiry 
will depend on the context, motivations, and/or goals of the inquir-
ing agent. This is a conception of inquiry’s success-conditions that 
the epistemic-improvement view makes room for. On the present 
proposal, given that the inquiry of the modest economist was un-
dertaken in a context in which knowledge was known or justifiably 
believed to be unlikely or unattainable, and given that the economist 
only has the goal of arriving at an informed opinion, her inquiry may 
be seen as a success when an informed opinion is achieved. Likewise, 
given that the inquiry of the agent described in Other Minds, Jeanie, 
was undertaken in a context in which it was believed that complete 
certainty was attainable, and given that Jeanie has the goal of achiev-
ing complete certainty, the mere fact that she already has knowledge 
that other people have minds is not enough for her inquiry to count as 
successful. In sum, whether or not the inquiry of a particular agent 
qualifies as successful will depend, inter alia, on the motivations and 
goals of the inquirer.  

One diagnosis of why we may be attracted to the claim that 
there is a single state—like knowledge or (justified) belief—that 
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constitutes the success-condition of inquiry is that we are inclined 
to view inquiry’s success-conditions as analogous to the correctness-
conditions of an attitude. For example, it is widely held that a belief 
is correct just in case the proposition believed is true. This remains 
the case irrespective of the context in which the belief was formed 
or the believer’s motivations or goals for adopting the belief in ques-
tion. However, since inquiry is an activity rather than an attitude, 
conceiving of the success-conditions of inquiry as being analogous 
to the correctness-conditions of belief may be too hasty.  In the case 
of many activities, whether or not they are deemed successful will 
depend on the goals of the actor and how, when, and/or why the 
activity is undertaken. What a combined analysis of the Modest 
econoMist and Other Minds cases suggest is that inquiry may be 
one such activity. 

The immediately preceding points are meant to be suggestive 
rather than decisive.  An in-depth analysis of the success-conditions 
of inquiry falls outside the scope of the present investigation. My 
aim in sketching the above competing conceptions of the success-
conditions of inquiry is to highlight just one potential area of further 
exploration that serious consideration of the epistemic-improvement 
view may illuminate. Hence, while the epistemic-improvement view 
has been offered as a metaphysical thesis about which instances of 
information gathering/analysis qualify as genuine inquiry, it may also 
deepen our understanding of when inquiry is both appropriate and 
successful.16
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Abstract 
In this paper, we consider the relative significance of concrete and ab-
stract features for the identity and persistence of a group. The theo-
retical background for our analysis is the position according to which 
groups are realizations of structures. Our main argument is that the 
relative significance of the abstract features (structural organization 
of the group) with respect to the significance of concrete features (the 
group’s members) can vary across different types of groups. The ar-
gumentation will be backed by introducing the examples in which we 
show that this difference in significance can affect the identity and per-
sistence of the group.

Keywords
Social groups, structuralism, metaphysics of groups, abstract features, 
concrete features.

1 Introduction 

Social groups are common in our lives and can play significant roles 
in them. For instance, awareness of belonging to a social group can 
significantly affect somebody’s identity. Social groups are also very 
important for the functioning of human society and can be seen as 



Andrea Berber & Strahinja Đorđević122

a kind of invention, akin to artifacts and technological innovations, 
that in many respects determine the character of contemporary so-
ciety (Epstein 2019: 4899–900). If we try to imagine the economy, 
science, judicial system, or government without any kinds of social 
groups, we will quickly realize how important they are in organizing 
our lives. There is an astonishing diversity of social groups, such as: 
genders, races, committees, sports clubs, music groups, symphony 
orchestras, research teams, political parties, people with average in-
comes, groups on social networks, et cetera. 

The great diversity, widespread presence, and indisputable sig-
nificance of social groups in our lives, combined with the fact that 
no significant philosophical attention has been dedicated to social 
groups until recently (Uzquiano 2004, Effingham 2010, Ritchie 
2015, Moltchanova 2019, Thomasson 2019), can represent a strong 
motive for a philosophical analysis. An additional impetus for philo-
sophical analysis may also be that some philosophical problems for-
mulated in a different context may also re-emerge in the context of 
social group analysis such as the problem of the persistence and iden-
tity of objects over time (for example see Faller 2021). Also, certain 
philosophical concepts, significant and developed in other contexts 
such as sets or fusions, figure in the debate about social groups.1 This 
means that this debate may have a broader philosophical significance 
than it seems at first glance. Perhaps some solutions, as well as con-
ceptual refinements and clarifications developed in this context, can 
be applied to other contexts.

Our methodological strategy is as follows. We have chosen the 
social group theory proposed by Ritchie (2013) as the starting point 
for the analysis. According to this theory, groups are realizations of 

1 Fusionism holds that a group is a fusion, or in other words, a whole which 
comes to existence when its members fuse. In other words: “x is a fusion at a time, 
t, of a class, S, iff (1) every member of S is a part of x at t, and (2) every part of x at 
t overlaps-at-t some member of S.” (Sider 2001: 58) This view considers parthood 
of members of a particular group to be crucial for the definition of a group. Fu-
sionism is defended by Theodore Sider, who thinks that fusion’s identity relies on 
the mutual relation between the fusion and its parts. It should be noted that Sider 
introduces parthood as part of his temporal mereology, but since there is specula-
tion that all physical objects could be seen as a group of events (Sider 2001: 75), 
this might qualify as a position in the field of group metaphysics. 
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structures. We consider that Ritchie has identified a necessary con-
dition for the aggregate of people to be considered a group, and that 
is a certain structure that these people together realize. Although 
we start from the assumption that owning a realized structure is 
necessary for the existence of a group, we will reconsider whether 
this position is sufficient to incorporate all the significant factors for 
the identity and persistence of groups. Against this theoretical back-
ground, we will consider the problem of the significance of the con-
crete and the abstract in social groups with respect to the identity and 
persistence of groups. We will point out certain shortcomings of the 
structuralist view of groups. We will begin with section 2, where we 
will offer an overview of the different philosophical positions when it 
comes to the interpretation of social groups. The structuralist posi-
tion, which we think comes the closest to properly describing social 
groups, will be presented in section 3 along with the dilemmas that 
arise from it. The potential significance of concrete members will be 
the main preoccupation in section 4, while in section 5 we will deal 
with the importance of structure and the problem of its flexibility. 
Section 6 will be reserved for classifying the types of groups with 
respect to the changeability of the abstract and concrete elements 
in it and for the further elaboration of the factors that influence the 
identity of groups. In the concluding section, we will summarize our 
main points and give some suggestions for further research.

2 The philosophical analysis of social groups

There have been different attempts in the philosophical literature to 
offer a universal theory of groups that answers the question ‘what 
are groups?’ or, more precisely, ‘what kind of entities are groups?’.2 

2 In addition to trying to offer a universal theory of groups that would en-
compass all existing types of groups, there are approaches that attempt to build 
a theoretical framework for groups without offering a single theory that they 
claim is universally applicable. One such approach is presented in Epstein (2019) 
who offered analytical means for determining the metaphysical nature of groups 
(so-called profiles), without proposing a single universal definition for all groups. 
We have chosen the first approach. Although there is a real chance that it is not 
possible to arrive at a single universal theory of groups, we believe that universal 
theories are the best starting point for analysis.
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In order to answer these questions, different theoretical approaches 
can be used. Groups can be viewed as non-singular pluralities3, fu-
sions, aggregates4, sets, sui generis entities, or realizations of struc-
tures. The question to which much attention has been paid in trying 
to figure out the nature of groups is whether groups can be reduced 
to some ontologically more primitive entities. With regard to this 
issue, we can distinguish two general points of view: group non-
reductionism and group reductionism. Group non-reductionism im-
plies that groups cannot be reduced to other ontological categories, 
while reductionism implies that groups should be identified with 
some ontologically more basic entities such as sets/fusions/aggre-
gates of their members or with all of their members taken together.

In this research, we will not engage in the controversy between 
non-reductionism and reductionism for we believe that compel-
ling arguments against reductionism have already been made (e.g. 
Uzquiano 2004, Ritchie 2013). We intend to tackle the question of 
what constitutes the metaphysical nature of groups, which has been 
left completely unresolved in the debate over reductionism and non-
reductionism. As Nikk Effingham notes, setism, the theory he pro-
poses, as well as rival approaches such as sui generis theory or fusion-
ism, do not answer the question of what determines the properties 
of groups and thus leave the metaphysical structure of the groups 
completely unexplained. (Effingham 2010: 260–1) Accordingly, the 
question of the metaphysical nature and structure of the group would 
remain whether we accept some kind of reductionism or Uzquiano’s 
sui generis theory.5 If we accept that groups are sets, fusions, or ag-

3 The view that groups are non-singular pluralities sees groups as nothing 
more than group-wise arranged individuals, which means that a group is, essen-
tially, individuals that make the group when taken together. 

4 Theory of aggregates tells us that groups are aggregates. We can say that 
something is an aggregate if and only if their member-components (which are de-
termined by plural constructions) are not identical to each other and two ag-
gregates should be considered identical if and only if they have the same member-
components.

5 The theory proposed by Uzquaino (2004) opposes reductionism and claims 
that groups are sui generis entities that cannot be identified with any already known 
metaphysical category. Uzquiano’s main focus is to argue against reductionism, 
but we do not receive additional information about the groups themselves except 
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gregates, we still have to answer the question of what distinguishes a 
group from other sets, fusions, or aggregates which are not groups, 
and if we accept that groups are sui generis, we still have to answer 
the question of what defines the metaphysical character of a group. 

One proposal that tries to answer what constitutes the metaphys-
ical nature of groups is the theory developed by Katherine Ritchie 
(2013, 2015, 2020). According to Ritchie, groups are realizations of 
a group structure, with structures being understood as “complexes/
networks of relations that make available nodes/positions that might 
place additional requirements on their occupiers” (Ritchie 2020: 
5). The structure is realized in the event that all the nodes or po-
sitions specified by it are occupied. Thus the identity of groups is 
not determined only by the set or aggregate of its members but by 
the particular positions members occupy and the relations between 
these positions. We should note that Ritchie (2015) differentiates 
between two types of groups: organized social groups such as courts, 
committees, and teams, and unorganized social groups like Blacks, 
women, and lesbians. The organized social groups are characterized 
by their organizational structure while unorganized groups are char-
acterized by the apparently shared features of all members. In addi-
tion, organized groups, unlike unorganized groups, have collective 
intentionality which allows functional integration and cooperation. 
Also, membership in organized groups is on a voluntary basis. The 
understanding of a group as the realization of a group structure ap-
plies only to organized groups. In this research, we will consider 
only organized social groups that have a clearly defined structure 
because we intend to analyze the relationship between the structural 
and concrete properties of groups.

3 The structural account of groups and related dilemmas 

Our opinion is that the proper understanding of the group’s struc-
ture is an important and unavoidable aspect of the analysis of the 
group and its essence. As already mentioned, Katherine Ritchie was 
the first author to point out the importance of structural organiza-

that they cannot be identified with sets, fusions, or aggregates and that the groups 
should be treated as a basic and irreducible ontological category.
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tion for understanding groups and offer a positive thesis about the 
nature of groups’ structures. With this in mind, we will explain her 
position in more detail with a special focus on additional dilemmas 
and questions that arise if we take it as a starting point. 

Her main point can be summed up in the thesis that groups are 
realizations of a group structure. In order for a group’s structure 
to be realized, its nodes (which Ritchie also calls ‘places’) need to 
be occupied by concrete members. The nodes or places are defined 
through all of their functional relations with other nodes in the 
group. These functional relations that connect nodes are called edg-
es.6 The structure of a group is a network formed by all the nodes and 
the edges that connect them. Take, for example, a team in a 4×100 
metres relay race in athletics. We can see that the node ‘sprinter 
number 1’ is functionally related to the node ‘sprinter number 2’ 
by the giving-the-relay-baton-to relation. On the other hand, ‘sprinter 
number 2’ is functionally related to the node ‘sprinter number 1’ 
by the receiving-the-relay-baton-from relation. The node ‘sprinter num-
ber 2’ is functionally related to the node ‘sprinter number 3’ by the 
giving-the-relay-baton-to relation, and ‘sprinter number 3’ is related 
to ‘sprinter number 2’ by the receiving-the-relay-baton-from relation. 
Following this structural organization, ‘sprinter number 3’ is re-
lated to ‘sprinter number 4’ by giving-the-relay-baton-to relation, and 
‘sprinter number 4’ is related to ‘sprinter number 3’ by receiving-the-
relay-baton-from relation. But, due to the group’s structure, the node 
‘sprinter number 4’ lacks the giving-the-relay-baton-to relation, in a 
similar manner that ‘sprinter number 1’ lacks the receiving-the-relay-
baton-from relation.

6  There are three possible ways of seeing a group as a structural realisation in 
accordance with different relations between different nodes in different types of 
groups (Ritchie 2013: 269). The connections between nodes can rely on more or 
less stronger (heavy) edges, with cases where the relation between nodes is firmer 
should be considered as heavily weighted edges, while looser and more flexible 
relations should be viewed as lightly weighted edges. Another view is that there 
is no difference in the strength of edges, but only nodes and edges and different 
kinds of relations between nodes. According to this view, groups could be seen 
as a realisation of a class of structures where all structures are similar but slightly 
different. The third position is that the reference of a term ‘group’ is vague, but 
that all groups are realisations of a structure with nodes and edges, albeit struc-
tures could be different with respect to kinds of relations between the nodes.
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The node is considered to be occupied when some particular 
position, which is defined by some functional role in the group, is 
captured by one person. Nodes could be various things, from posi-
tions in sports (shooting guard in basketball, goalkeeper in associa-
tion football) to roles in musical bands (singer, guitarist, keyboard-
ist, drummer). For example, if we have a musical group, we consider 
that a person who plays the guitar is a member of the band which 
occupies the node ‘guitarist’. We should mention that one member 
can occupy more than one node in the same group. This means that 
one member could simultaneously occupy multiple nodes, such as 
‘guitarist’ and ‘singer’, in the case that they are both a singer and a 
guitarist in a musical band. Also, there can be more than one posi-
tion defined by the same role—for example, if we have two or more 
solo guitars in a musical band or a goalkeeper and their substitute in 
a football team.

Functional relations in a particular group could be hierarchical or 
non-hierarchical. For example, some battalions in a particular army 
hold functional relations that are hierarchical. So, the node labeled 
‘Captain’ is hierarchically lower with respect to the node labeled 
‘Major’, just as both ‘Captain’ and ‘Major’ are hierarchically lower 
than the node labeled ‘Lieutenant Colonel’. However, if we take the 
example of a musical group, the relations between the nodes defined 
by the different instruments that members play are not hierarchi-
cal—the guitarist is not hierarchically superior to the keyboardist 
and vice versa. 

Ritchie postulates that there are certain features that groups share; 
she sees these features as criteria that need to be satisfied in order for 
something to be called a group. The first criterion she emphasizes 
is Members–Times, which tells us that the group can vary members 
over time without its identity being endangered. Just as this criterion 
tells us about the condition that a certain group can have different 
members at different times, the second criterion, known as Members–
Worlds, tells us that a group can have different members in different 
possible worlds. Existence–Times tells us that a group does not have 
to exist at all times, which allows for a certain group to come into 
existence and cease to exist at any given time. Similarly, Existence–
Worlds postulates that, if a particular group exists in one given world, 
it does not have to exist in all worlds. The fifth condition, which 
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Ritchie calls Space, implies that groups can have spatial extensions, 
which means that they can be located in space. The final criterion 
called Coincidence observes that groups that share the same extensions 
can be different from one another, in the sense that we can have two 
non-identical groups realized by the same members. Ritchie points 
out that the rival positions regarding the nature of groups cannot 
meet all the specified criteria while her position can.

According to Ritchie’s view, groups are concrete objects with a 
certain structure. Groups start to exist when the group’s structure is 
realized—that is, when each node has an occupant. This means that, 
in the event that we have designed the structure of the group but do 
not yet have members who will implement it, we cannot consider 
the group to exist. On the other hand, if we have gathered a bunch 
of people who do not realize any structure, we cannot consider that 
we have formed a group. Since the realization of a structure is some-
thing that is a necessary condition for a group to exist, it is not hard 
to notice that groups, in addition to their needed concrete instances, 
also manifest abstract features. The abstract features of the group 
rest on its structure: nodes and edges that are realized by concrete 
persons but are not themselves concrete. So, groups are concrete 
objects with abstract properties. Both concrete members (who will 
realize the structure) and an abstract structure are individually nec-
essary but not sufficient for the existence of the group. Only when 
we have both the structure and the specific members who implement 
it will a sufficient condition for the existence of the group be met. 

This position seems to imply that the abstract structure is much 
more important for the identity of a group and thus for the condi-
tions of the group’s persistence than the specific members. It states 
that groups can change members over time or have different mem-
bers in some other possible world while still retaining their identity. 
The first dilemma is whether there can be a group that has some 
members that are necessary for the identity and persistence of the 
group in all times and all possible worlds: the Dilemma of the impor-
tance of the concrete. Another dilemma related to the significance of 
abstract features for the identity of the group would be whether and 
to what extent the structure of a group is flexible: the Dilemma of 
the structure flexibility. This dilemma can generate various questions 
from whether it is possible to add, subtract, or functionally redefine 
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at least one node in a group’s structure while retaining the group’s 
identity to the question of whether it is possible to imagine groups 
that have a completely flexible and changeable structure and base 
their identity on specific members.

In the remainder of this paper, we will try to tackle the dilemmas 
we formulated. The consideration of these dilemmas aims to answer 
the question of whether the proposed conception of a group as the 
realization of the group’s structure is sufficient to reflect all the rel-
evant metaphysical features of groups and, in case it is not, to identify 
additional factors relevant to understanding the nature of groups.

4 Dilemma of the importance of the concrete

In this section, we will consider the claim that all groups have 
changeable members and that the changeability of members is one 
of the defining properties of a group. Since this is a universal claim, 
the easiest way to show that it is not true is to find a counterexam-
ple. We will present an example we believe shows that the concrete 
occupant of the node can be necessary for the group’s identity and 
persistence. The fact that groups can have irreplaceable members has 
already been pointed out by Brian Epstein in the context of Ritchie’s 
critique:7

Some types of groups, for instance, have their members essentially. 
Such groups do not persist through changes of members. Such a group 
may be organized, with roles, structures, and the rest—but there are 
no substitutions. For kinds of groups like these, a minimal criterion 
of identity is much weaker: two groups of this kind that have different 
members at any time or world are different groups. (Epstein 2019: 
4904)

To elaborate on the significance of this point for the structuralist 
account of groups, we will further consider it using an example. 
Imagine a group that we will call Jimmy Jones and his daughters,8 where 
Jimmy Jones is the father of Jane, Linda, and Susan, and all of them 
are members of the given group. Jimmy occupies an important node 

7 We thank an anonymous reviewer for drawing our attention to this point.
8 Thanks to the anonymous reviewer for suggesting us this example.
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in the group, and if he, in the unfortunate case of his death, is no 
longer a part of the group, he cannot be replaced and the group will 
cease to exist. So the significance of Jimmy Jones as a member is 
not identical to the significance of Jane, Linda, and Susan for the 
group’s persistence. This means that this particular group must in-
clude Jimmy Jones in all of the times and worlds in which it exists. If 
we suppose that the group Jimmy Jones and his daughters includes all of 
the mentioned members at a time t

1
 and Linda is (by death) no longer 

a part of the group at t
2
, the group would still be seen as Jimmy Jones 

and his daughters. The same holds for the case in which a new member 
called Julie (by birth) joins the group at t

3
. However, if Jimmy Jones 

were to leave the group (by death) at t
4
, the group would no longer 

exist, since the condition that the particular node needs to be occu-
pied by the concrete occupant (Jimmy Jones) is no longer fulfilled. 
Jimmy Jones and his daughters no longer exists as a group, even though 
Jane, Susan, and Julie never left their nodes. In this case, Jimmy 
Jones was the necessary occupant of the node, and Jane, Linda, Su-
san, and Julie were contingent occupants of the group’s structural 
nodes. The same applies to possible worlds, so if Jimmy is a member 
of the group in w

1
, he has to be its member in w

2
 and w

3
 as well as in 

any given w
n
. This means that if Jimmy is not the member of Jimmy 

Jones and his daughters in w
4
, the group is no longer Jimmy Jones and 

his daughters, but some other group (perhaps Jimmy Jones’ daughters), 
since Jimmy was the necessary concrete member of the group. The 
structure of the group does not have to be dramatically altered for 
the group to cease to exist if it depends on a concrete occupant, like 
in this case. Consequently, we can argue that this particular group 
does not fulfill two of Ritchie’s criteria for something to be consid-
ered a group (Members–Times and Members–Worlds), and yet it could be 
considered as a legitimate group.

Perhaps someone could argue that Jimmy Jones and his daughters 
are not a group at all—that is, that the daughters may represent a 
group, and that Jimmy Jones just holds a relation to them as their 
father. However, in the opinion of the authors, such an objection is 
counterintuitive since it is clear that the relations “to be the father 
of”, as well as the relations “to be the daughter of Jimmy Jones”, can 
provide minimal structural properties to this group, which allows 
us to consider it as an integrated whole. Provided that we accept the 



131Metaphysical Nature of Social Groups

above example as an example of a genuine group, we must accept 
that it is not true that all groups can change all of their members 
across time and possible worlds. We have constructed an example 
where only one member is necessary, as this was enough to empha-
size the point, but of course, it is possible to imagine examples where 
some larger number or perhaps all members are necessary. 

An additional feature of our group is that it is a group of an infor-
mal type. This means that it is not a part of a broader organization or 
structure, tied to any institution, in which case it would be a group 
of a formal type. Formal groups are usually subjected to certain rules 
that the organization/structure to which they belong or the institu-
tion with which they are affiliated prescribes in advance, which im-
plies that their members, in general, have a lower degree of freedom 
in determining the important features of the group. In our example, 
Jimmy’s irreplaceability is guaranteed by his biological/sociological 
role as a father. In other examples of informal groups, we could find 
an irreplaceable member who, due to the consensus of the group, 
is assigned an irreplaceable role. To see that such examples are not 
uncommon, nor are they related only to informal groups, it is im-
portant to point out that examples of irreplaceable members could 
be found also in formal groups.

Some countries, such as the United Kingdom, define their gov-
ernments in accordance with their prime ministers. So, the current 
government (ministry) in the UK is known as the Second Johnson Min-
istry. The significance that Boris Johnson, or any other particular 
prime minister, has for the UK governments (every ministry is a dif-
ferent group) is reflected in the fact that he is irreplaceable for that 
particular ministry (hence the naming of the governments). This 
means that the particular node (head of the Second Johnson Ministry) 
needs to be occupied by the concrete occupant (Boris Johnson) in 
order for this type of group to persist. So, if the person that occupies 
that node is no longer prime minister, a new government will be 
formed—that is, their government will cease to exist, just like the 
Second May Ministry, headed by Theresa May, ceased to exist when she 
resigned, and Johnson became the head of the newly formed group 
known as First Johnson Ministry. Since the node of the prime minister 
and the person occupying that node is the only irreplaceable aspect, 
the group can persist even with major changes in its membership. 
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Thus, the Second Johnson Ministry persists until this day, although a 
large number of government members left the ministry after the 
2020 British cabinet reshuffle in the aftermath of Brexit.

Now, we will sum up what we can learn from the presented 
examples:

(1) We have learned that groups can have irreplaceable members 
and that the replaceability of membership is not a universal charac-
teristic of groups. This means that it is not possible for all groups to 
change their members across possible worlds and different times and 
still retain their identity. There exist groups that have a member or 
members as their constitutive and irreplaceable part or parts.

(2) There is no difference between formal and informal groups 
concerning the feature of the irreplaceability of members. This 
means that the irreplaceability of members is not a feature restricted 
to certain types of groups. It is clear that the formality/informality 
of a group does not play a key role in determining whether a group 
should have this feature.

(3) Features that cannot be described as structural could be de-
fining for some groups. We should note that the feature of having an 
irreplaceable member is not a part of the structural organization of 
a group. This feature requires that one part of a structural organi-
zation—i.e., a specific node or nodes—must be occupied by some 
particular person or persons; it concerns the structure in a certain 
respect, but it is not structural itself. 

5 Dilemma of the structure flexibility

Let us now consider another example where Earl, Kevin, and John 
want to form a music group of a somewhat unusual type—let’s just 
call it Earl, Kevin, and John. A mutual agreement is made which says 
that all of them are necessary members of the band and that if any 
of the members leave or someone else joins the band it would no 
longer be the same band. Since they do not want any of the group’s 
members to have a crucial role in the band, they agree that their band 
should not only be without a frontman but that none of them should 
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have a fixed role in the group. Since every one of them is good at 
playing all of the instruments that are needed for the music group, 
the agreement which they make is that, before every rehearsal, using 
some random methodology (for example, drawing a paper with an 
instrument name on it from a hat), they will decide which instru-
ment each one of them will play during that rehearsal. Also, because 
every one of them is multitalented as a musician, they can play more 
than one instrument; in fact, they can play more than three instru-
ments. Because of that, they decide that the instruments that are 
played during the rehearsals should be different from one rehearsal 
to the next one. So, this means that Earl can play the guitar at one 
rehearsal and drums at the other, and John can play keyboards at one 
rehearsal and bass guitar at the other and so on, as well as that some 
rehearsals would feature members playing instruments like guitars, 
keyboards and drums, and the others might feature instruments like 
harmonica, saxophone, and violin or a mixture of the given instru-
ments in any given arrangement. 

In the given example, the group is one in which there is not a 
single fixed abstract feature, except that it is a music band. The im-
portant thing to note is that the nodes are changeable and, because 
of this, the very structure of the group varies from rehearsal to re-
hearsal. On the other hand, the role of concrete objects that occupy 
the changing nodes is crucial for the group, since the group mem-
bers agreed that they will be the only members of the group and 
that if any member left the group, the group would no longer exist. 
One might argue that the changing nodes, as well as the shifting oc-
cupants, imply that we are not talking about the same group from 
rehearsal to rehearsal. 

According to the understanding of groups as realizations of the 
structures, as offered by Ritchie, the example we have given should, 
most naturally, suggest that every time the group is structurally 
reorganized—i.e., when it changes the structure—we are dealing 
with a new group. We believe that Ritchie is obliged to either accept 
that, in examples like this, we deal with a different group every time 
the structure changes (which is counterintuitive) or, if she accepts 
that it is the same group, she must acknowledge that the analysis she 
offered is insufficient to explain the identity of the group. If, like 
Ritchie, we define a group as the realization of a structure and insist 
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that specific members are changeable, it is clear that the bearer of the 
identity of the group is a structure. The thesis that specific members 
can change over time and across possible worlds is a significant part 
of her position. However, if the structure also changes, then what 
is the identity of the group based on? Ritchie explicitly states that a 
group can survive structural changes, but does not explain what ex-
actly secures the group’s identity through that change. Although a bit 
unusual, we consider Earl, Kevin and John as a genuine group, which 
could persist through the multiple structural changes, since the con-
stitutive idea of this group was that it should be a music group that 
has Earl, Kevin, and John as its members with no fixed roles in the 
band and this idea is not affected by changing the nodes and shifting 
the occupants. If we were to accept this example as an example of a 
genuine group, then it represents a challenge for Ritchie’s position.

Even though both Jimmy Jones and his daughters and the Earl, Kev-
in and John emphasize the importance of the concrete members of 
a group and also provide counterexamples for Members–Times and 
Members–Worlds, only the second example shows that a structure of 
a group can vary in the sense that it could be loosely defined. This is 
exemplified by the fact that Earl, Kevin, and John can create many 
(but, of course, a finite number of) structures on the basis of which 
their group can be realized (while still retaining the same identity as 
a group). This kind of group does not have a fixed structure, because 
the nodes, as well as relations between them, vary from rehearsal to 
rehearsal. Therefore, the role of abstract features—i.e., a particular 
structure—in this group is minimalized.

The examples of groups with changing structures do not have to 
be as extraordinary as the one above. The idea was just to show that, 
sometimes, there can even be a situation in which a group’s structure 
is changeable in a somewhat radical sense. Having said this, we can 
easily find a case of a group with a gradually changing structure. 
One simple case would be a committee that changes the positions 
(nodes) that exist within it. Take, for example, a Business Develop-
ment Committee of a certain company that, in addition to general 
members, has three positions, which are chair, vice-chair, and sec-
retary. All of the mentioned positions are meant to be held for two 
years and only for one term. The decisions, even the ones concerning 
the structural organization of the committee itself, are made by a 
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majority vote. Now, let us assume that, with time, after a couple of 
terms have passed and different people have held different positions, 
the committee decides that it does not need a vice-chair. It is certain 
that we would still consider this committee as the same committee, 
even though it does not have a vice-chair. The same applies to the 
position of the secretary of the group, which the members of the 
committee also decided to abolish. This means that the committee 
persists even when some of the nodes that constitute its structure 
are subtracted. Imagine now that the members decide that they need 
a new position in the committee, such as a lawyer, an accountant, 
or a spokesman, in order for the committee to function properly, 
so additional nodes are added to the structure. This newly struc-
tured committee could decide that the function of the chair is no 
longer needed and abolish the position of a chairman. We introduced 
the scenario of a gradual change of a committee’s structure, but we 
could also imagine that the committee decides to suddenly redefine 
its organization and make radical changes to the structure. They 
could, in only one session, abolish all of the existing positions and 
introduce completely new ones. In both sudden and gradual cases, 
the changing of the positions (nodes) within this group means that 
the structure of the group changes while the group retains its iden-
tity. The same applies to the members (nodes’ occupants) since their 
change also does not affect the group. The case with the committee 
members tells us that nodes, as abstract elements, are just as change-
able in certain groups as their concrete elements are. We consider 
that these examples—maybe a bit less radical with respect to Earl, 
Kevin, and John—endanger Ritchie’s position, for it is not clear what 
can provide the criteria for the stability of a group’s identity across 
time and possible worlds.

Let us now offer some insights regarding the above examples:

(1) The structure of a group can in some cases be flexible. The 
flexibility of a structure itself can have various forms. In the exam-
ples above, we mentioned the possibility of the perpetual redefining 
(Earl, Kevin, and John), as well as gradual and sudden changes (commit-
tee), of a group’s structure. One important thing to note at this point 
is that different kinds of groups can endure quite different changes in 
a structure and remain the same group.
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(2) The groups with a changeable structure may or may not have 
irreplaceable members. The matter of the irreplaceability of mem-
bers is, in principle, independent from the matter of the structure’s 
changeability. In the example of Earl, Kevin, and John, the identity of 
the group is based on specific members, while the structure is sub-
jected to constant redefining. The idea behind this example is not to 
claim that there must be a trade-off between the importance of indi-
vidual members and the importance of structure for the identity of a 
group, but only to show one possible way to organize the group with 
respect to the changeability of members and structure. This example 
shows that, in some cases, the identity of a group with a variable 
structure can be based on specific members, but this is not necessar-
ily the case as we can see in the committee example, where we have a 
committee that allows both the structure and members to change. 

(3) The changeability of a structure is not reserved only for in-
formal types of groups. The examples we constructed feature both 
informal (Earl, Kevin, and John) and formal (committee) groups with 
changing structures. It is generally expected that formal groups have 
a more rigid structural organization than informal ones, which may 
be true, but there is no necessary connection between formality/in-
formality and flexibility. Clearly, it is possible to imagine an informal 
group that is structurally very rigid as well as a formal group that has 
a higher level of flexibility than its informal counterparts. The range 
of flexibility is not dictated by the formal/informal categorization of 
a group.

6 The changing significance of the abstract and concrete in 
social groups

In the two previous sections, we saw that the specific individuals 
occupying a node can in some cases have essential significance for 
the group’s identity. Also, the structure itself could be susceptible to 
changes without affecting the group’s essence. When we say that a 
property is essential for a group, it means that it cannot be changed, 
and in the event that it changes, we would conclude that the group 
would cease to exist. In order to understand the nature of a par-



137Metaphysical Nature of Social Groups

ticular group—that is, what its essential properties are—we in fact 
need to understand what changes that group can or cannot endure. 
The conditions of the persistence of a group are directly connected 
to the question: what is its essence? Those conditions determine the 
relative significance of concrete features in comparison to the ab-
stract features of the group. For some groups, the structure is more 
important than its members, and for some, the members are more 
important than the structure. This varies from group to group. The 
types of groups, regarding the difference in importance of abstract 
and concrete features for the persistence of the group, are:

G1 in which (some of) the nodes are essential and there are no 
essential members;

G2 in which (some of) the members are essential and there are no 
essential nodes; 

G3 in which both (some of) the nodes and (some of) the members 
are essential; and 

G4 in which there are no essential nodes nor members.

One of the most important things we want to underline is that dif-
ferent groups can endure different changes and still keep their iden-
tity. We concede that the identity of a group, in the given time t

1
 and 

world w
1
, is determined by both its concrete and abstract properties, 

and the thing that makes up the group is the combination of struc-
ture and the concrete members that realize that structure. But this 
provides only a static picture of the group’s arrangement without any 
insight into the changeability of the group’s properties. If we observe 
a given group g

1
 in a specific time instance t

1
 in a world w

1
, it can have 

structure s
1
 and a particular set of members M

1
, but, if the group 

is observed in a different time instance—t
n
 in a world w

1
 or some 

different world w
n
—it could have some other structure s

n
, as well 

as a different set of members M
n
. The above-specified types (G1–4) 

should capture the changes that different groups can endure. This 
dynamic perspective, which shows that groups are changeable, raises 
the additional question of what determines the type of group (G1– 
4), i.e., what changes are allowed in it. It is clear that the structure 
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does not determine what changes are allowed, because the struc-
ture itself is changeable, just like the members. We believe that our 
analysis indicates that the definition of a group as a realization of the 
structure is insufficient to reflect all the significant factors that may 
affect the identity of the group.

It is possible that the answer to the question of what determines 
the type of group is not unambiguous, considering that there is a 
great diversity of both formal and informal groups with evidently dif-
ferent organizations.9 However, given the examples we have consid-
ered, one potentially significant factor stands out, which can deter-
mine the type of group together with its essential and unchangeable 
properties. That factor is the consensus of the founders, members, 
or, in general, the people who decide on the organization of a certain 
group. There is a difference in the way consensus affects both the 
formation and changeability of a group, depending on whether the 
group is formal or informal. The effect of consensus on the group’s 
organization and change seems to be more direct and, therefore, 
much more visible in informal groups than in formal ones.

In informal groups, organizational rules are established and could 
be changed due to consensus among the group members themselves. 
Since there is no higher structure to which the group is attached, the 
members of such groups make their own decisions about organiza-
tional issues. Such is the case with the group from the Earl, Kevin, and 
John example where the members established the group’s organiza-
tional rules and could at any moment decide to change the decision 
regarding the admission of new members. The problem for informal 
groups arises when there is a lack of consensus—when members 
cannot agree on the organizational rules which they want to imple-
ment, and if the consensus is not reached, this could even lead to the 
disintegration of such groups. In the absence of consensus, the group 
may either break up if no general agreement can be reached, or cer-
tain members may choose to simply leave the group if their opinion 
differs from that of the rest of the group.10

9 When we talk about an organization or organizational rules of a group, we 
refer to the structure and potential irreplaceability of certain members of the 
group, i.e. all the features that significantly affect the identity of the group.

10 The question of how important the consensus really is and whether indi-
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On the other hand, formal groups depend on higher structures, 
which usually limit the scope of the group’s changeability. Higher 
structures, to which formal groups are attached usually are: (1) cer-
tain institutions, which form a group for a specific purpose, such 
as governments, companies, and universities; (2) higher-order (with 
respect to the group) associations which include and/or regulate dif-
ferent groups, such as sports leagues and professional associations. So 
in the committee case, it is not impossible to imagine that some higher 
structure, such as the company’s administration, decides to make 
changes within the committee, regardless of members’ consensus. 
In the example of the committee, as we devised it, the members of 
the committee could themselves decide on the organization by vot-
ing. However, it is easy to imagine an example of a committee in 
which its members would not be given the freedom to decide on the 
organizational characteristics of the committee itself, but such deci-
sions would be dealt with exclusively by the company that founded it. 
The role of consensus in the formation and change of formal groups 
is related to higher structures that decide the fate of these groups. 
The initial consensus that led to the formation of higher structures 
set the rules by which groups subordinate to them were formed. 
Only by a consensual change in higher structures can the groups 
subordinate to them change organizationally.

One of the factors that also limits the organization of a group is 
the function or goal for which a group is founded. It is clear that the 
organization of a group itself must be adapted to the function a group 
is founded for. The structure must be subordinated to the goal be-
hind the establishment of a group. The selection of group members 

vidual members leaving the group affects its identity could be very relevant for 
the group’s persistence. That is, whether the consensus can be considered im-
portant enough that its violation by one member can lead to the cessation of the 
group’s existence. It seems that  consensus of all members can indeed sometimes 
be a decisive factor. Although it is the case for most groups that they can and do 
continue to exist without a certain person as its member, it appears there are ex-
ceptions resulting from a breach of the original consensus between the members 
of a group. For example, breaking consensus in groups like Earl, Kevin, and John 
does result in the cessation of the group’s existence, since all three members are 
essential for the group and the identity of the group hinges on their mutual agree-
ment that they are the only and necessary members of the group. If one of them 
leaves the group, it could be redefined, but it would no longer be the same group.
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must be subordinate to the functional nodes required in the group. 
So, for example, a music group cannot be founded without musi-
cians, i.e., without nodes that are defined by musical roles, nor can 
a group such as a committee have a ‘lawyer’ as its node if none of its 
members has a law degree. 

7 Conclusion

In this research, we aimed to critically examine the view that groups 
can be understood as realizations of structure. We found that this 
view is not sufficient to reflect all relevant factors influencing the 
identity, persistence and changeability of groups. Our analysis sug-
gests that a dynamic aspect needs to be taken into account when 
considering groups. When it comes to the immutability of the defin-
ing aspects (structure and concrete members), we have found that 
there are four different types of groups. We also drew attention to 
the need to consider the question of what determines a type of group 
—i.e., what are its immutable properties? During the research, we 
singled out two factors that affect the type of group: the consensus 
of the relevant persons and the function for which the group was 
founded. However, we are aware that there are probably additional 
factors that should be identified in future research, as well as that it 
is necessary to further elaborate and deepen the analysis of the two 
isolated factors. One of the important points of this research that 
we want to underline is the fact that there is a great diversity among 
groups in terms of the flexibility of their structural and concrete 
aspects. We hope that we managed to draw attention to the impor-
tance of the changing significance of abstract and concrete features 
for the group and that we have provided new insight into the poten-
tials of structuralism.
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Abstract
My aim in this paper is to argue against the claim that agent causation is 
more fundamental than event causation. To accomplish this aim, I shall 
first briefly discuss the motivation behind agent causation. Second, I 
shall highlight the differences between agent causation and event causa-
tion. Third, I shall begin briefly with the weaker claim held by Timothy 
O’Connor and Randolph Clarke that there is no good reason to believe 
that event causation is more fundamental than agent causation. Fourth, 
I shall discuss the stronger claim held by E. J. Lowe that agent causa-
tion is more fundamental than event causation, and raise objections 
against the various arguments Lowe advances for the stronger claim. 
To the extent that my objections against Lowe’s stronger claim suc-
ceed, they raise questions for O’Connor’s and Clarke’s weaker claim.
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1 Introduction

My aim in this paper is to argue against the claim that agent causa-
tion is more fundamental than event causation. To accomplish this 
aim, I shall first briefly discuss the motivation behind agent causa-
tion. Second, I shall highlight the differences between agent causa-
tion and event causation. Third, I shall begin briefly with the weaker 
claim held by Timothy O’Connor and Randolph Clarke that there 
is no good reason to believe that event causation is more fundamen-
tal than agent causation. Fourth, I shall discuss the stronger claim 
held by E. J. Lowe that agent causation is more fundamental than 
event causation, and raise objections against the various arguments 
Lowe advances for the stronger claim. To the extent that my objec-
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tions against Lowe’s stronger claim succeed, they raise questions for 
O’Connor’s and Clarke’s weaker claim.

2 The motivation behind agent causation

The dilemma of free will is that if our choices are caused determin-
istically, then they are not free; and if they are not caused indeter-
ministically, then they are not free either, because then they happen 
by chance and are not up to us. Agent causation is attractive because 
it resolves this dilemma by asserting that choices are agent-caused or 
agent-determined and hence they are up to the agent (as a substance) 
despite external (physical states), internal (mental states) causes or 
determinants and chance factors. Moreover, this feature of agent 
causation has implications for moral responsibility. On the agent-
causal account, both determinism and indeterminism are incompat-
ible with the freedom of choice because our choices are not up to us. 
In other words, both determinism and indeterminism are incompat-
ible with the attribution of ultimate moral responsibility. Attribu-
tion of ultimate moral responsibility requires absolute freedom of 
choice, which in turn requires that our choices are up to us. So, by 
postulating that our choices are up to us, agent causation can secure 
absolute freedom of choice, which in turn secures the attribution of 
ultimate moral responsibility. Put another way, only agent causation 
is compatible with the absolute freedom of choice as well as ultimate 
moral responsibility.

3 Event causation versus agent causation

One influential account of events by Jaegwon Kim (1975) defines an 
event as an object (or a certain group of objects) exemplifying a par-
ticular property (or properties) at a certain time. In event causation, 
to say that one event-causes another event is to say that an object x 
exemplifying a property p at time t0 causes an object y exemplifying 
property q at time t1. In short, event x causes event y means event (x, 
p, t0) causes event (y, q, t1). Kim’s account can be refined to capture 
extensions in time, where t0 or t1 can be taken to refer to a certain 
duration of time instead of a certain time. A similar account by Rich-
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ard Taylor (1966) states that an event can be defined as a change (or 
persistence) in the state of a substance at a certain time. Both causes 
and effects are either changes in the states or the persistence of states 
of substances at particular times. According to the event-causal ac-
count, causation is a direct relationship between changes of states 
or persistence of states, and only an indirect relationship between 
the substances themselves to which those states belong. However, 
Taylor’s account can be refined to include the claim that substances 
provide the necessary material and structural conditions of bearing 
certain states. Building on Kim’s and Taylor’s accounts, the event-
causal account I favour takes causation as a direct relationship be-
tween the objects exemplifying certain properties (or substances in 
certain states) at certain times, as illustrated below:

...Event a → Event b →  Event c…

Object x exemplifying         Object y exemplifying Object z exemplifying

Property P at  Property Q at  Property R at

Time t0  Time t1   Time t2

It is generally accepted that only events can be the relatas of causa-
tion. According to the standard event-causal account, objects have 
causal powers in virtue of their properties. When an object x ex-
emplifies property P in some circumstance c at some earlier time, 
P causes (either deterministically or indeterministically) a certain 
effect at some later time. ‘Cause’ means ‘necessitate’ (if determinis-
tic) or ‘incline’ (if indeterministic). Hence, P necessitates or inclines 
x to cause Q in y, given c. Sydney Shoemaker calls event causation 
“simple functions from circumstances to effect” (Shoemaker 1984: 
212). Shoemaker’s account takes properties but not objects as the 
bearers of causal powers. However, if we take objects as the nec-
essary material and structural conditions of exemplifying certain 
properties, then we can take the object, together with the proper-
ties it exemplifies, under certain circumstances, as an entity that has 
causal powers. The event-causal account I favour attributes causal 
powers to objects exemplifying properties under certain circum-
stances as a whole rather than objects, properties, or circumstances 
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alone. Put simply, Px necessitates or inclines Qy, given c. In cases 
where an agent causes an action, both the cause of the action and the 
action itself are events involving an agent. It consists of an agent (or 
a subject), exemplifying certain properties (or be in certain states) 
at some earlier time, causing her to exemplify certain properties (or 
be in certain states) at some later time, under certain circumstances.

For Timothy O’Connor (1995), proponents of agent causation are 
committed to the causal relation between an agent and an event, 
where an agent is a substance that directly and purposively initiates, 
originates, produces, or brings about an event. It is therefore a direct 
relationship between a substance and an event, as illustrated below: 

Agent x → Event a  → Event b…

   Object x exemplifying Object y exemplifying

   Property P at  Property Q at

   Time t0   Time t1

This direct relationship between a substance and an event can be 
analysed further. When an agent exercises her unique causal powers 
(what O’Connor calls ‘volitional-enabling active powers’ or ‘choice-
enabling active powers’), she can be said to exemplify a certain prop-
erty at a certain time that brings about events, as illustrated below:

Agent x → Event b  → Event c…

Exercises VE1  Object y exemplifying Object z exemplifying

Active Powers at   Property P at  Property Q at

Time t0  Time t1   Time t2

As O’Connor does not make any claim concerning the temporal 
conditions of agent-causes, I shall assume that on the agent-causal 
account, agents as substance can exercise volitional-enabling active 
powers whenever she wants it, which I believe is consistent with 
O’Connor’s view. When an agent x exemplifies property P (voli-

1 Volitional Enabling.
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tional-enabling active powers) at some earlier time, P neither ne-
cessitates nor makes probable, but merely makes possible, a certain 
effect at some later time. Hence, x’s exemplification of P makes it 
possible for it to cause y directly. In contrast with Taylor’s and Shoe-
maker’s views, it is x (substance) alone, and not P (properties or 
states), that causes y (action). In cases of an agent causing an action, 
the cause of action is solely the agent (substance) whereas the action 
itself is an event involving an agent. According to O’Connor, inso-
far as an effect is directly and purposively caused by an agent, agent 
causation cannot be “simple functions from circumstances to effects” 
(O’Connor 1995: 177).

The key difference between event causation and agent causation 
lies in the presence or absence of antecedent causal conditions. On 
the event-causal account, all events have antecedent causal condi-
tions, whether deterministic or indeterministic. There are anteced-
ent causal conditions for objects to exemplify certain properties at 
earlier times, and certain properties exemplified by objects neces-
sitate or make probable certain events at later times. On the agent-
causal account, there are no antecedent causal conditions for when 
and why agents exercise their volitional enabling causal powers, and 
the volitional enabling causal powers exemplified by agents merely 
make possible, but neither necessitate nor make probable events at 
later times. Since it is up to the agents whether or not to exercise 
their unique causal powers, we can refer to the agents, and not their 
unique properties or causal powers, as the source of direct and pur-
posive causes of events. In short, an agent-cause is an uncaused cause 
whereas an event-cause is a caused cause. 

4 Arguments for prioritising agent causation over event 
causation

Responding to C.D. Broad’s objection to agent causation in a later 
paper, O’Connor questions the claim that events are ontologically 
prior to substances, and that substances existing at a time depends 
metaphysically upon events (that involve them) existing at a time. 
He suggests a more symmetrical alternative where substances and 
events are not ontologically prior to each other, or where substances 
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and events are metaphysically dependent upon each other, and ex-
presses it as follows: 

[N]ecessarily, an object O at time t exists only if there is some event E 
that involves it occurs at time t, and for any event E that occurs at time 
t that involves object O, necessarily, event E occurs only if object O 
exists at time t. (O’Connor 2009: 377)

Similarly, Randolph Clarke argues that causal relata are concrete par-
ticulars, including substances and events. If events can be causes but 
not substances, then there must be some reason for this difference. It 
is inadequate to claim that the implausibility, if not impossibility of, 
substance as causes is self-evident. As there are no adequate accounts 
of this difference so far, causation by substances remains a possibility. 
(Clarke 2009: 347) E.J. Lowe (2008) takes a step further. Instead 
of arguing for a more symmetrical treatment of substance or agent 
causation and event causation like O’Connor and Clarke, he argues 
for the prioritisation of substance or agent causation over event cau-
sation. Lowe defines an agent as a persisting object or an individual 
substance that possesses various properties, including certain causal 
powers and liabilities. A causal power is a power to cause some ob-
ject to act in a certain way, for example, a power to cause sugar to 
dissolve. And a causal liability is a power to be caused by some object 
to act in a certain way, for example, a power to be caused to dissolve 
in water.

In arguing for the conceptual priority of agent causation, Lowe 
observes that only a creature capable of intentional action can acquire 
knowledge of causal relations between events from experience. Such 
a creature must not only be an agent, but must also be aware of being 
an agent in order to possess the concept of agent causation. As causal 
agents, we are aware of our ability to intervene in and manipulate 
the course of nature, and we are able to test causal hypotheses ex-
perimentally and thereby distinguish (not infallibly) between causal 
and non-causal events. An important component of this ability to 
intervene in the course of nature is our capacity to move ourselves at 
will in accordance with our desires (within limits) rather than being 
moved entirely by external factors. In contrast, a purely passive crea-
ture, however acute its powers of observation, would be incapable of 
discriminating empirically between causal and non-causal sequences 
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of event, and hence it seems reasonable to conclude that it has no 
concept of event causation. As the concept of agent causation cannot 
be derived from the concept of event causation because possession 
of the former concept is necessary for the possession of the latter 
concept, it cannot be the case that we first learn to apply the concept 
of event causation to observable events and then learn to conceive of 
ourselves as agents. (Lowe 2008: 134–5) Moreover, Lowe claims 
that we use the language of agent causation rather than the language 
of event causation to describe our action and that “we resort to the 
latter… primarily when we are at least partially ignorant about the 
causal agents that are at work”. In anticipating an objection, he ac-
knowledges that event-causal theorists accord ontological priority to 
event causation because events seem more epistemically accessible 
than substances or agents. However, he regards this event-causal ob-
jection as “the legacy of an empiricist epistemology which distrusts 
all talk of causal machinery at work in the real world behind the 
shifting scenes of appearance” (Lowe 2008: 138–9).

In arguing for the ontological priority of agent causation, Lowe 
claims that events, of themselves, possess no causal powers and lia-
bilities. Only persisting objects or individual substances do. It is such 
entities that we describe as being magnetic, corrosive, inflammable, 
soluble, and so forth. Objects and substances manifest or display 
their causal powers and liabilities by acting on things, or being acted 
upon by things, in various appropriate ways, by attracting, corrod-
ing, burning, dissolving, and so forth. Agent causation should be 
conceived of as a species of substance causation. In describing such 
activities, we use the language of agent causation rather than the lan-
guage of event causation. We resort to the latter when we are at least 
partially ignorant about the causal agents that are at work. (Lowe 
2008: 138) On Lowe’s account, what it is for water to dissolve salt 
is precisely for water to cause salt to dissolve. For x to dissolve y is 
for x to cause y to dissolve, just as for x to move y is for x to cause 
y to move. (Lowe 2008: 144–5) Dissolving and moving are species 
of causation and the entities that engage in these species of causation 
are individual substances or persisting objects of various kinds. It is 
plausible to say that whenever a substance causes an event, it does 
so by acting in a certain manner and that its acting in such a man-
ner constitutes an event. So, instead of the reducibility of substance 
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causation to event causation, it seems that the reverse is true.
In arguing for the necessity of postulating uncaused agent-causes, 

Lowe claims that the free will problem is intractable because the 
contemporary free will debate is conducted in terms of a mistaken 
approach to causality in general, which assumes that all causation is 
fundamentally event causation. (Lowe 2008: 141) By insisting that 
an event must either have or lack a further event-cause, we are faced 
with a dilemma.  For if our choices are caused, we lack genuine free-
dom and responsibility. And if our choices are uncaused, they seem 
to be mere chance happenings, and we lack genuine freedom and 
responsibility too. As Lowe says:

A human agent must then be seen as no ‘freer’…than the boulder which 
rolls into the tree, its rolling being caused by the action of some other 
object upon it, which action is in turn caused by yet earlier events…
Acknowledging that there is room for a certain amount of probabilis-
tic causation between events provides no escape from this conclusion, 
since a boulder’s behaviour would be no ‘freer’ on that account than 
it would be in a perfectly deterministic universe. (Lowe 2008: 128)

Lowe argues that this dilemma can be resolved by holding that an 
agent-cause is itself uncaused without implying that an agent-cause 
is a mere chance happening: for an agent-cause is not a happening, 
an event, and is therefore not the sort of thing to have an event as a 
cause.

5 Arguments against prioritising agent causation over event 
causation 

On Lowe’s argument for the conceptual priority of agent causation, 
I agree with his plausible premise that we must be aware of ourselves 
as active causal agents before we can understand event causation and 
this involves having the capacity to move ourselves at will in accor-
dance with our internal factors rather than being moved entirely by 
external factors. However, I disagree that this premise leads to the 
conclusion that acquiring the concept of agent causation is a pre-
requisite of acquiring the concept of event causation, or that agent 
causation is conceptually prior to event causation. The analysis in the 
water and salt example discussed above can be extended to human 
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agents. Conceiving ourselves as active causal agents need not be con-
ceiving ourselves as basic, primitive, simple or un-analysable agent-
causes; it can also be conceiving ourselves as event-causes—as agents 
having internal states such as character and personality, desires and 
beliefs, preferences and values, and sensitivity and responsiveness 
to external circumstances and situations, at certain times. As Lowe 
notes, epistemic accessibility does favour the event-causal concep-
tion of ourselves as configurations of organic molecules possessing 
certain psychological properties and intentional states such as char-
acter and personality, desires and beliefs, preferences and values, and 
sensitivity and responsiveness to external circumstances and situa-
tions, at certain times, over the agent-causal conception of ourselves 
as basic, primitive, simple, or un-analysable entities that can bear 
properties or be in certain states. In contrast, given the agent-causal 
conception of substances or agent as basic, primitive, simple, or un-
analysable entities that can bear properties or be in certain states, 
how can we gain epistemic access to the ‘causal machinery at work 
in the real world behind the shifting scenes of appearance’? On the 
more epistemically accessible event-causal view, what we acquire is 
the concept of event causation involving human agents rather than 
agent causation. And it draws the alternative conclusion that event 
causation involving human agents is a pre-requisite of (or is concep-
tually prior to) event causation involving non-human agents. Acquisi-
tion of agent causation is then not a necessary pre-requisite of (or is 
not conceptually prior to) event causation.

Lowe’s premise that we use the language of event causation when 
we are at least partially ignorant about the causal agents at work puts 
the cart before the horse. Event-causal theorists can object that the 
agent-causal descriptions ‘causal agents at work’ and ‘agents acting 
in certain manners’ are a shorthand for the event-causal descriptions 
‘objects having certain properties’ and ‘subjects being in certain 
states’. They can claim that all the four phrases are different descrip-
tions of a single event, with the agent-causal pair being less detailed 
(coarse-grained) and the event-causal pair being more detailed (fine-
grained), and argue that it is more plausible to suppose that we use 
the less detailed agent-causal shorthand when we are at least partially 
ignorant about the more detailed event-causal longhand. At length, 
they can argue that it is more plausible to suppose that we describe 
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substances or agents as basic, primitive, simple, or un-analysable en-
tities ‘at work’ or ‘acting in certain manners’ when we are partially 
ignorant about objects and subjects structured in certain ways hav-
ing certain properties, being in certain states, and thereby possess-
ing certain causal powers and liabilities at certain times. Applying 
this detailed event-causal analysis to Lowe’s water and salt example, 
water can be analysed as hydrogen and oxygen atoms structured in 
certain ways having certain properties and states such as liquidity 
and solvency, and hence possessing the causal power to dissolve salt, 
which can be analysed as sodium and chlorine atoms structured in 
certain ways having certain properties or states such as solidity and 
solubility, and hence possessing the causal liability to dissolve in wa-
ter. And the cursory agent causal analysis of water and salt as ba-
sic, primitive, simple, or un-analysable entities that can bear certain 
properties or be in certain states is used when we are at least par-
tially ignorant of the deeper processes of solvency and solubility and 
the inner workings of water and salt. To say ‘for water to dissolve salt 
is for water to cause salt to dissolve’, in the coarse-grained language 
of agent causation, then is just an abbreviated way of talking about 
the processes of solvency and solubility involving water and salt in 
terms of their constituents, structures, properties, and states, in the 
fine-grained language of event causation. Mere use of abbreviated 
language that exclude relevant details does nothing to show that sub-
stances are basic, primitive, simple, or un-analysable entities, or that 
such entities in and of themselves can be causes; it just shows that the 
relevant details are ignored. On the contrary, the converse of Lowe’s 
premise that we use the language of agent causation when we are at 
least partially ignorant about the deeper processes of events involv-
ing agents, and the inner workings of agents, properties, and states, 
supports the converse of Lowe’s conclusion that event causation is 
conceptually prior to agent causation, thereby putting the horse back 
in front of the cart.

On Lowe’s argument for the ontological priority of agent causa-
tion, I agree with his plausible premise that substances or agents pos-
sess causal powers and liabilities. However, I disagree that substances 
or agents simpliciter possess causal powers and liabilities. Accord-
ing to the standard event-causal account, it is not the substances or 
agents of themselves, but something about the substances or agents 
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(their material and structural conditions), that enable them to pos-
sess causal powers and liabilities. It is iron’s atomic constitution, 
along with its crystalline structure and electronic configuration, and 
not iron substance of itself, that makes it magnetic. Similarly, it is ox-
ygen’s atomic constitution in the presence of water and electrolytic 
environment, and not water substance of itself, that make it corro-
sive. Hence, the event-causal account has more explanatory power: 
it can explain why, when, and how objects manifest or display their 
causal powers and liabilities, by gaining or losing certain properties, 
or by changing to or persisting in certain states at a certain time. 
In contrast, other than by stipulation, the agent-causal account can 
hardly explain why, when, and how substances or agents simpliciter 
can bear certain properties or be in certain states, manifest or display 
their causal powers and liabilities by acting on things, or being acted 
upon by things. That is, substances or agents simpliciter are treated 
as unexplained explanans—they are postulated to explain the ef-
fects that they cause and yet, they themselves are left unexplained. 
C.D. Broad (1952) and Carl Ginet (1997, 1990) developed variants 
of this criticism. Without appealing to the material and structural 
conditions (hydrogen and oxygen atoms structured in certain ways) 
of substances or agents, substances or agents simpliciter (water as 
basic, primitive, simple, or un-analysable substances) cannot account 
for how they bear certain properties (liquidity and solvency) or be 
in certain states. Without appealing to the presence or absence of 
certain properties (liquidity and solvency) or states (solid, liquid, 
gaseous), or circumstances (temperature and pressure), at certain 
times, substances or agents simpliciter cannot account for how sub-
stances or agents come to possess causal powers and liabilities, and 
how they act on things or are acted upon by things. Agent causalists 
may object that even if the event-causal account has more explana-
tory power than the agent-causal account (an epistemological claim), 
it does not show that event causation is hence ontologically prior to 
agent causation (an ontological claim). In response, event causalists 
can claim that as substances or agents simpliciter cannot be said to 
possess causal powers and liabilities without their material and struc-
tural conditions, it can hardly be said that substance or agent causa-
tion is ontologically prior to event causation.

Despite the conceptual difficulties raised by the agent causal 
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account, agent causal theorists may nonetheless insist that agent cau-
sation remains the only satisfactory solution to the free will prob-
lem. This is perhaps the strongest justification for the agent causal 
account. As discussed above, the motivation behind postulating un-
caused agent-causes, in the case of human agents, is the worry that 
the causal relevance of human agents seems to be lost in the event-
causal account, where causal relata are the properties and states of 
the agent rather than the agent as a substance. This leads to the fur-
ther worry that the loss of causal relevance of human agents implies 
the loss of absolute free will and hence ultimate moral responsibility. 
However, event-causal theorists can still affirm the causal relevance 
of human agents and still question the necessity of positing absolute 
free will and ultimate moral responsibility. The fact that something 
is caused does not mean that it cannot also cause something else, or 
in Lowe’s terms, the fact that something possesses a causal liability 
does not mean that it cannot also possess a causal power. On the 
event-causal account, an object or subject, along with its properties 
or states, is a necessary constituent of an event-cause (and hence is 
causally relevant), by being the material and structural conditions 
of the properties and states it/she has. A property or state cannot 
exist without an object or subject that possess it, and an object or 
subject must have at least one property or be in at least one state to 
manifest or display its/her causal powers and liabilities. In the water 
and salt example, water has the power of liquidity and solvency by 
being hydrogen and oxygen atoms structured in certain ways having 
certain chemical properties. Similarly, in the human agent example, 
the human agent has the power to act in certain ways by being or-
ganic molecules structured in certain ways having certain biological 
and psychological properties. Agent-causal theorists may insist that 
the worry remains because an event-cause involving a human agent is 
something happening to or something occurring in the human agent, 
and hence the event-cause can never be an action or a doing. In other 
words, the human agent, even as a necessary constituent of an event-
cause, lacks the control required for the event-cause to count as an 
action or a doing.

To address this worry, event-causal theorists can draw on Ran-
dolph Clarke’s distinction among three different types of control: 
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[(1) bare actional control—where] action is causally brought about 
(in the right way) by, and hence motivated and guided by, certain of 
her reasons [; (2) rational control—where] at the time of her action, 
a capacity to reflect rationally on her alternatives and on the reasons 
favoring each, and to govern rationally her behavior on the basis of 
such reflection [; (3) direct agential control—where] the agent exer-
cises a power—one that is distinct from the causal power of any events 
involving the agent—to causally influence which of the alternative 
actions left open by prior events will actually be performed. (Clarke 
2009: 26–7)

The event-causal conception of the human agent, as a necessary con-
stituent of an event-cause, possesses both bare actional control and 
rational control, but not direct agential control, which is exclusive 
to the agent-causal conception. While event-causal theorists argue 
that bare actional control and rational control are sufficient for an 
action or a doing, agent-causal theorists argue that direct agential 
control is necessary. But why suppose that direct agential control 
is necessary for an action or a doing when bare actional control and 
rational control seem to suffice? The answer, according to the agent-
causal theorists, is that only uncaused agent-causes possess the direct 
agential control required to ground absolute free will which is in 
turn required to ground ultimate moral responsibility. Event-causal 
theorists can concede this point to the agent-causal theorists but they 
can challenge the need to accept the ultimacy condition for moral 
responsibility by appealing to Galen Strawson’s argument for the im-
possibility of ultimate moral responsibility (Strawson 2009):

P1. To be ultimately responsible for what we do, we must be ulti-
mately responsible for the way we are.

P2. We cannot be ultimately responsible for the way we are.

C1. Hence, we cannot be ultimately responsible for what we do.

P1 is supported by the reasonable assumption that what we do is at 
least in part determined by what we are, where what we are includes 
our character and personality, desires and beliefs, preferences and 
values, and sensitivity and responsiveness to external circumstances 
and situations. If this assumption is true, then absolute free will is 
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ruled out along with ultimate moral responsibility.
P2 is supported as follows:

P3. To be ultimately responsible for the way we are, we have to 
be causa sui.

P4. We cannot be causa sui.

P2. Hence, we cannot be ultimately responsible for the way we 
are.

However, Strawson’s argument allows for the possibility that we can 
be responsible (non-ultimately) for the way we are, and hence we 
can be responsible (non-ultimately) for what we do. That is, it is 
possible for event-causal theorists to reject the ultimacy condition 
without rejecting moral responsibility altogether. They can offer the 
following argument against postulating uncaused agent-causes: If the 
ultimacy condition is unnecessary for moral responsibility, then the 
absoluteness condition is unnecessary for free will. If the absolute-
ness condition is unnecessary for free will, then it is unnecessary 
to postulate uncaused agent-causes and direct agential control. If it 
is unnecessary to postulate uncaused agent-causes and direct agen-
tial control, then event-causes involving human agents, bare actional 
control, and rational control, are sufficient for free will. To complete 
the modus ponens: the ultimacy condition is unnecessary for moral 
responsibility, hence event-causes involving human agents are suf-
ficient for free will. On the event-causal account, event-causes, bare 
actional control, and rational control are sufficient for (non-absolute) 
free will and (non-ultimate) moral responsibility, even if they are not 
sufficient for absolute free will and ultimate moral responsibility. But 
as Strawson’s argument shows that ultimate moral responsibility and 
absolute free will are impossible, event-causal theorists can argue 
that (non-absolute) free will and (non-ultimate) moral responsibility 
are all we can have and all we will need.

6 Conclusion

It is not the aim of this paper to show that agent causation is im-
possible, for independent arguments for uncaused agent-causes and 
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satisfactory solutions to the conceptual problems may be available. 
It is also not the aim of this paper to argue for a certain position in 
the free will debate, for the thesis of this paper can be shared by any 
compatibilist, incompatibilist, libertarian, or determinist position 
that favours event causation over agent causation. The aim of this 
paper is to show that agent causation is not prior to event causation, 
through objecting to Lowe’s arguments for the claim that agent cau-
sation is prior to event causation, including the conceptual, linguis-
tic, and ontological priority of agent causation over event causation, 
as well as the advantage agent causation has over event causation in 
grounding absolute free will and ultimate moral responsibility. To 
the extent that my objections against Lowe’s arguments succeed, 
they cast doubts on O’Connor’s and Clarke’s claim that there are no 
good reasons to prioritise event causation over agent causation.
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